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Abstract

Synthetic asset price paths have many applications in the financial industry, such as
strategy testing, risk management, and portfolio construction. Past work has shown that
denoising diffusion probabilistic models (DDPM) can excel at creating synthetic asset price
paths, only requiring a training dataset of asset price paths. In this work, we propose to
reduce the large amounts of energy that DDPM uses by integrating DDPM with spiking
neural networks (SNNs) instead of artificial neural networks (ANNs). SNNs are known for
their low energy consumption and higher biological plausibility due to their binary and
bio-driven nature compared to ANNs. Through qualitative and quantitative evaluation,
we show that SNNs have the potential to compete with ANNs at generating synthetic
asset price paths that align with the dynamics of the original training dataset paths,
while consuming less energy under the DDPM model. With the increasing use of artificial
intelligence in the financial industry, this study proposes another approach for financial
institutions to manage their environmental impact, pushing for more sustainability.
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Chapter 1

Introduction

The rise of arti cial intelligence has transformed the nancial industry, having a variety of
applications such as algorithmic trading, fraud detection [10], and synthetic data generation
[37]. In particular, synthetic data generation is useful to deal with data scarcity challenges
in many cases. For example, market price data can be useful in testing and validating the
robustness of trading strategies in hypothetical market crashes [4]. Beyond strategy testing,
synthetic asset price data is also valuable in areas such as risk management, portfolio
construction, and regulatory compliance [29, 42, 4].

Recently, denoising di usion probabilistic models (DDPM) have achieved remarkable
success in generation tasks, surpassing the performance of generative adversarial networks
(GANS) in image synthesis [18]. Past work has shown that di usion models are able to
generate synthetic asset price paths that mimic the dynamics of the original asset price
paths, only requiring a training dataset [37]. However, one of the drawbacks of generative
Al models, such as DDPM, is the enormous energy consumption that comes along with
training and using large neural networks involved. In particular, deep learning and gen-
erative Al demand massive computational power, leading to megawatt-scale data centers
and rising carbon emissions [16]. With the increasing use of arti cial intelligence in the
nancial industry, this provides banks and nancial institutions another opportunity to
be more sustainable and reduce their environmental impact. With an ever-growing push
towards sustainability, nancial institutions that manage their environmental, social, and
governance (ESG) risk experience improved nancial stability, reduced risk exposure, and
enhanced pro tability [22]. In addition, institutions that embrace sustainability tend to
have better customer loyalty, improved brand reputation, and stronger regulatory compli-
ance, all of which can also a ect share price performance [49].



Spiking neural networks (SNN) are regarded as the third generation of neural net-
works, known for their energy e ciency, event-driven nature, and biological plausibility
[38]. SNNs are a potential competitor to arti cial neural networks (ANN) due to these
distinguished properties. In SNNs, information goes through activation functions that out-
put discrete binary spikes, rather than continuous representation, which allows SNNs to
adopt low-power accumulation (AC) operations instead of traditional high-power multiply-
accumulation (MAC) operations, leading to higher energy e ciency. Existing works show
that on specialized neuromorphic hardware chips, such as Loihi [15] and TrueNorth [2],
SNNs can save energy by orders of magnitude compared to ANNSs.

Past work by Cao et al. [9] has achieved some success by leveraging the generative
capabilities of di usion models along with the energy e ciency adopted by SNNs in image
generation. In this study, we propose to use this approach of utilizing SNNs within di usion
models in the application of generating synthetic asset price paths. We compare the SNN
with an ANN to learn limitations and possible opportunities for SNNs to be used in this
area. We also introduce a new tuning algorithm that ensures that our di usion models
consistently capture the dynamics of the original asset prices more closely by ensuring that
the drift and volatility statistics of the models generated paths match the original paths.
Our results suggest that the SNN approach is just as e ective as the ANN in generating
synthetic asset price paths that follow random walks [3], while saving a considerate amount
of energy.

This research paper is organized as follows. Chapter 2 covers the necessary background
information. Chapter 3 formulates the problem and explains the methodology used in this
study. Chapter 4 presents an evaluation of the generated asset price paths along with a
comparison of the use of SNNs vs ANNSs.



Chapter 2

Background

2.1 Spiking Neural Network (SNN)

Arti cial neural networks (ANNSs) are the foundation of modern deep learning, processing
data through layers of interconnected neurons or nodes that use continuous-valued non-
linear activations (e.g., ReLU, sigmoid [1, 20]). Given data input, forward passes through
the ANN are used to obtain an output, while backward passes are required to adjust the
ANN's weights by calculating gradients of the loss function during training, also known
as backpropagation [46]. ANNs rely on dense matrix multiplications, also called multiply-
accumulate operations (MAC operations) during both forward and backward passes [34].
In contrast, the Spiking Neural Network (SNN) is an algorithm inspired by the biological
function of the brain, mimicking the actual signaling process that occurs in the brains.
Contrary to ANNSs, it transmits sparse spikes (1's and 0's) instead of continuous represen-
tations [38]. This binary sparsity eliminates most multiply-accumulate (MAC) operations

in the forward pass, replacing them with more energy-e cient addition operations (ACs).
As a result, SNNs o er benets such as low energy consumption and robustness when
implemented on neuromorphic hardware [11, 45].

To adopt SNNs, we use the commonly used Leaky Integrate-and-Fire (LIF) neuron [28,

, 38] in our neural network, which is an activation function that e ectively characterizes
the dynamic process of spike generation. The LIF neuron takes in input over time and
charges it up as voltage until it reaches a threshold. Once the threshold is reached, a spike
is red. Mathematically, it can be de ned as follows:

dv(t) _

e JORNI0 2.1)
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whereV (1) is the membrane voltage| (t) is the input current at time t that charges the
membrane voltage, and is the membrane time constant. When the membrane voltage
reaches the threshold voltag&4, = 1, the neuron res a spike, and the voltage is reset to
Vieset = 0.

In practice, the dynamics of the LIF neuron activation function needs to be discretized
to facilitate training. The discretized version of the LIF neuron can be modeled as:

Uln] = elV[n 11+ 1 [n];
S[h]= ( U[n] Vin); (2.2)
VIn] = U[n](1 S [n])+ Viese:S[N];

wheren is the current time step,U[n] is the membrane potential before rese§[n] denotes
the output spike which is 1 when there is a spike, 0 otherwise. It is characterized by the
Heaviside step function , whichisdened by ( x)=1for x 0Oand ( x)=0for x< 0.
V[n] is the membrane potential after triggering a spike. By these equations, we observe
that the membrane potential V[n] accumulates each time step according td[n] if a spike

is not triggered, otherwise it is reset tOV,eset = 0.

2.1.1 Computational Consumption of SNNs

In neural networks, many oating point operations (FLOPs) must be performed throughout

the network. We denote FLOPs performed in neural networks as synaptic operations
(SyOPs) [45], as these are performed at the synapses of each neuron or node of the network.
The number of SyOPs performed in a neural network can be extremely large, as neural
networks typically contain many layers, each layer containing a large number of neurons.

For the standard ANN, the number of synaptic operations can easily be counted based
on the number of neurons and type of layer (e.g., convolution [21] or linear). All SyOPs in
ANNSs are multiply-accumulate (MAC) operations performed on continuous values, mean-
ing a multiplication followed by an addition is required. This is the nature of ANNs, as
they are characterized by linear transformations (weighted sums) followed by nonlinear
activation functions [34]. In SNNs, many of the SyOPs require only addition or accumula-
tion operations (AC), due to the operations being performed on binark0; 1g spikes rather
than continuous values. For example, convolution operations performed on spikes consists
of counting the weights if a spike occurred, rather than dense matrix multiplication. See
Appendix A for an example of MAC vs AC linear layer in a neural network. For any SNN
network F, the theoretical energy consumption can be determined by the number of AC

4



and MAC operations in the SNN, Q3NN ; OFNN ).

mac

Ewa(F)= T (fr Ea ONN + Epee ONN (2.3)

mac

where T is the total number of time steps under the LIF neuronfr is the ring rate

of the spikes throughout the network, and Eac; Emac) is the amount of energy consumed
for an AC operation and MAC operation respectively. When implemented on 45nm chip
technology, we have thaE,. = 0:9pJ, and Eac = 4:6pJ is the amount of energy consumed
per AC and MAC operation respectively [26]. For a standard ANN, since all SyOPs are
MAC, the energy consumption can be simply calculated &8y = Emac  OANN where
OANN is the number of MAC operations performed throughout the ANN.

mac

2.1.2 Training of SNNs and Surrogate Gradients

One problem with using the LIF neuron is due to the non-di erentiability of discrete spikes,
backpropagation [46] cannot be directly applied to train SNNs. There are two common
ways to approach this problem in order to train SNNs. Firstly, ANN to SNN conversion
[7, 17, 19, 36, 45] converts the weights of a well-trained ANN to its SNN counterpart
by replacing the activation function with a spiking neuron, allowing the SNN to behave
similarly to the original ANN but with spiking neurons. Secondly, we can train SNNs from
scratch by introducing surrogate gradients [50, 35, 41]. This technique introduces surrogate
gradients to address the non-di erentiability problem of spiking neurons by approximating
the Heaviside function with functions such as arctan. This allows for direct training of
SNNs through traditional gradient-based methods. In this paper, we will choose to train
SNNs from scratch using surrogate gradients, as ANN to SNN conversion methods typically
require more training resources, as well as more LIF neuron time steps to perform as well
as its ANN counterpart [9, 12].

2.2 Denoising Di usion Probabilistic Models

Denoising di usion probabilistic models (DDPMs) [25] are state-of-the-art generative mod-
els, surpassing the performance of other generative models such as GANs [18]. These gen-
erative models have achieved remarkable success in a variety of applications such as image
and audio generation, NLP, and time series data modeling [54].

The general idea of deep-generative models is to sample from a probability distribution
that is estimated from the training data distribution. As a result, we are able to generate
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data that could possibly occur in our training data. In DDPM, this is done by gradually
perturbing our training data with noise through a forward di usion process until it is
complete noise. We then train a model to learn the reverse process so that we can recover
the data distribution from complete noise.

Figure 2.1: DDPM forward and reverse process example on images [52]

2.2.1 Forward process

Given the observed dataxy, the forward process is xed to a Markov chain that adds
Gaussian noise incrementally tog according to a variance scheduley;:::; 1, whereT is
the number of noise adding time steps. The result is a sequerfogg’,, wherex, becomes
noisier ast becomes larger. The transition probability for time step$ = 1;::;; T is de ned
by: p
aXejXe 1) = N(Xe; 1 X¢ 15 «l)

where N is a normal distribution and | is the identity matrix. As a result, x; can be
obtained givenx; ; by

Xe= 1 X1t ¢
where N (0O;1) can be thought of added noise. The joint probability distribution for
the forward process can therefore be de ned as:

_ Y _ Yy p__
a(Xq; i3 X1 JXo) = a(X¢JXt 1) = N(C 1 X 15 ¢l)
t=1 t=1



As a result we are able to compute(xjXg) = N (Xy; P “Xo; (1 o)1) and therefore directly
sample

_ p
Xt=p Xot+t (1 t)

by recursion, where =1 ,and = tszl s. Therefore, we can directly sample;

for any time stept given our variance schedule without going through the entire Markov
chain. The last data pointxt converges toN (0; 1) as the nal time step T becomes large.

2.2.2 Reverse process

The goal of di usion models is to be able to learn the reverse joint probability distribution
using a neural network with parameters#, denotedp:(Xo; :::; Xt ). In DDPM, we de ne this
reverse process as a Markov chain, with learned Gaussian transitions startingpék,) =
N (x1;0;1). The neural network takes in noisy inputx; and timestept, and attempts to
learn the transition:

Pe(Xt 2JXt) = N (Xt 15 #(Xe;1);  #(Xe; 1))

With a well-trained neural network, we can generate sampled data by going through the
reverse process, until we are at,. The reconstructed distribution pz(Xo) should match
the original distribution g(xo) if the network is well trained, meaning that the generated
data should resemble the original training dataset.

When learning pz(X: 1jX¢) = N (X; 1; #(X¢;t); #(X¢;t)), observe that we need to es-
timate the mean , and covariance ,. The original DDPM paper [25] advises setting
#(X¢;1) to time-dependent constants§| based on the variance schedule;;:::;; 1, where

Therefore, all that is left is for our neural network to learn a parameterization of »(X; t).
Note that given xq, we can reverse the forward process as follows:

a(Xe 1)Xt;X0) = N (~t(Xt; Xo); ¢I)

where by Bayes rule, we have

Y P—
t o1t (1 1)
~t(Xt; Xg) = Xo + X
t(Xt; Xo) 1, 1, t




We want our neural network estimate 4 to be close to . However, sinceg is not available
as an input to 4, the DDPM paper [25] chooses the parameterization
#(Xpt) = ~¢ Xg; p=(Xt 1 ¢ s(x) = p=(Xt 1917 #(Xe; 1))
t t t
where » is a function approximation by the neural network intended to predict given
X;. In order to samplex; 1 ps(X 1j%:), we can simply computex; 1 = p=(Xi

= #(X;;t)) + & whereZ N (0;1). This parameterization results in the neural
network needing to predict the noise over multiple noise scales indexed thyather than
~ directly.

t

2.2.3 Training and Sampling

The training and sampling algorithms of di usion models can be summarized as below:

Algorithm 1 Training
1: repeat
Samplexy  g(Xo)
Samplet  Uniform (f1;::T g)
Sample N (0;1) D P
Take gradient descent step om ;k s T Xo+ (1 ) t)k?
until converged

Algorithm 2 Sampling
1: Xt N (O;1)

2. fort=T;:::;1do

32Z N (O;I)ift> 1, elseZz =0

4 Xy 1= p%(xt P% #(Xi 1))+ &Z
5. end for

6: return Xq

2.3 Asset Price Models

Predicting or mimicking the movements of the prices of nancial assets over time can be a
challenging problem in the nancial industry due to the complexity of factors that a ect
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the stock market [13]. In nancial modeling, it is often assumed that asset prices are ran-
dom and move unpredictably, and thus follow random walks [3]. Consequently, stochastic
processes [43] are often used to model the behavior of nancial asset prices. In this paper,
we look at two stochastic asset price models based on stochastic di erential equations:
Geometric Brownian Motion (GBM) and the Heston Stochastic Volatility model.

2.3.1 Geometric Brownian Motion

According to Geometric Brownian Motion  , an asset price at timet, denotedS;, follows
a continuous-time stochastic process satisfying the SDE:

dS[: Stdt+ Stth (24)

where is the drift or expected return of the asset, is the volatility, and W; is a Wiener
process [39]. We assume and are given constants. By Ito's lemma [31], this SDE has

a unique solution:
2

St = Seexp ( 7)t+ W (2.5)

This closed-form solution can be discretized to get the following update rule f8r,; given
Si:

p__
Siv1 = 5 exp ( :—ZL 2) t+ tZ; (26)

where t represents a time increment, an&; N (0;1). Using this update rule, we can
simulate an asset price patf Sigll, fromtimet=0to t = T given (Sp; ; ;T;N ) using
Algorithm 3.t is calculated as t = T=N. The solution demonstrates thatS; follows

a log-normal distribution, preserving non-negativity, an essential property for asset prices.
Moreover, the logarithmic returns, log6;.+1 =S), follow a normal distribution.

GBM serves as a foundational model for asset price dynamics in nancial mathematics
and is used in the Black-Scholes model [5]. However, there are certain drawbacks of GBM
as it is based on several assumptions. For example, it is assumed that the asset logarithmic
returns are normally distributed. This results in GBM underestimating extreme events,
as returns are often skewed and have fatter tails [53]. Moreover, asset price paths often
exhibit behaviors such as varying volatility levels over time and sudden jumps that are not
captured in GBM.



Algorithm 3 Sampling a Geometric Brownian Motion (GBM) Path
Require: S>0, , ,T,N

1: Settime stepsize t T=N
2: Initialize S [Sg]
3:fori=1to N do

4 SampleZ; N (0;1)

5.  ComputeS S 1 exp ( 32 t+ p_t Zi
6 Append S; to S

7: end for

8: return S

2.3.2 Heston's Stochastic Volatility Model

In this section, we introduceHeston's Stochastic Volatility Model , Which captures
varying volatility levels over time. According to Heston's model, an asset pric®; follows
a continuous-time stochastic process satisfying the following SDE's:

dS = S.dt+ P VS dw?: 2.7)
dvi= ( vdt+ P vdw? (2.8)
dWldw? = dt; (2.9)

where is the drift rate, v; is a stochastic process representing the variance at tine
represents the long-term variance mean, is the speed of mean reversion of variance,
is the volatility of volatility (controls variance uctuations), and W2, W2 are Wiener
processes correlated with correlation.

Applying Ito's lemma [31], the exact solution to SDE (2.7) is given by:
Z t YA t

—  Vveds+
2 0 0

p

S = Spexp t vsdw? (2.10)

Using a rst-order discretization scheme, we can discretize (2.10),(2.8) as follows:

- P—
Su1 = S exp ‘% t+ v 12, (2.11)
p
Visg =max Ovi+ (1 v) t+ vi tZ, (2.12)
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Note that the variance cannot be negative. Using these update rules, we can simulate
an asset price pathf Sigl, and volatility path fv;gl, from time t = 0 to t = T given
(So;Vo; 5 ;5 3TN ), whereSy represents the initial price andv, represents the initial
variance.

Algorithm 4 Sampling a Heston Stochastic Volatility Model Path
Require: S > 0,vg> O, parameters , , , , ,T,N

1. Set t T=N

2: Initialize arrays S [So], v [Vo]
3:fori=1to N do

SampleZ,;Z, N (0;1) independently
SetZg Z1 p
SetZ, Z.+ 1 2z,
Update variance:

N o gk

vi max Qv 1+ (Vv t+ pﬁp_tzv
8: Update asset price:
S Siiexp ( Vi) t+ pﬁp_tzs
o: Append Sjto S, v to v

10: end for
11: return S, v

Despite its enhanced ability to capture the varying volatility over time observed in
markets, the Heston model still relies on simplifying assumptions that may limit its accu-
racy in practice. In reality, market volatility can exhibit abrupt jumps, regime shifts, and
periods of prolonged elevated or depressed levels that are not well captured by a single
mean-reverting process. As a result, the Heston model may underestimate tail risk and
struggle to replicate the observed dynamics during periods of nancial stress or extreme
market events even when is high [32].

11



2.4 European Option Pricing Problem

A European option is a nancial contract that grants the holder the right, but not the
obligation, to buy or sell an underlying asset at a predetermined price, known as the strike
price K, at a predetermined time, referred to as the time to maturityT. There are two
primary types of European options:

" Call Option: Gives the holder the right but not the obligation to purchase the
underlying asset at the strike priceK on the maturity date T.

" Put Option:  Gives the holder the right but not the obligation to sell the underlying
asset at the strike priceK on the maturity date T.

At maturity, the payo of an option depends on the relationship between the asset price
St and the strike priceK . For European options, we have the following payo functions:

Call payo = max( St K;0)
Put payo = max( K  S7;0)

For a call option, if St > K , the holder bene ts by purchasing the asset at the lower strike
price and selling it at the higher market price, realizing a prot ofS; K. If S K,
the option is not exercised, and the payo is zero. For a put option, it < K, the holder
pro ts by selling the asset at the strike price. IfS;y K, the payo is zero and the option
IS not exercised.

European options are typically classi ed based on the relative position of the current
asset priceS, to the strike price K. For the call option, we have:

A

In-the-money (ITM): So>K
" At-the-money (ATM): So= K
" Out-of-the-money (OTM): Sp <K
Put options are classi ed in the same way, but with reversed conditions for being ITM or

OTM.

The goal in pricing European options is to determine their fair value at the present
time such that no arbitrage is possible. This means that there are no risk-free prot
opportunities beyond the risk-free interest rate. It can be calculated by computing the
expected payo under a risk-neutral probability measure and discounting it back to the
present using the risk-free interest rate [23].

12



2.4.1 Closed-Form European option price for GBM

Under the GBM model, the Black-Scholes formula [5] can be used to obtain the price of a
European call and put option as:

C(Si;t) = SN (di) Ke "T UN(dy)

P(S;t)= Ke "T IN( d)) SIN( d)

where

C s the price of the call option at timet
P is the price of the put option at timet
S;: Current stock price at timet.

K': Strike price of the option.

T: Time to maturity.

r: Risk-free interest rate (continuously compounded), or drift as described in the
previous section.

. Volatility of the stock's returns.
N (): Cumulative distribution function (CDF) of the standard normal distribution.

d; and d, are given by

The Black-Scholes formula is derived to ensure the option price is arbitrage-free, and
thus we refer to it as the theoretical 'no-arbitrage’ price [5].

13



2.4.2 Closed form European option price for Heston's Model

Under Heston's model, a closed-form no-arbitrage price can be derived based on charac-
teristic functions [24].

Call Option Price

qS;t)= SP; Ke "7 Yp,

Put Option Price (via Put-Call Parity)

P(S;t)= Ke "™ 91 P S(1 Py

Probabilities P; and P,

Z 4
1 1 iulnkK )
- Re e—J(u) du; J =1:2

Pj =
0 u

+

NI =

Characteristic Functions

j(u)=exp(Cj(t;u)+ Dj(tu)vi + iuInS)

where:
Cadi (T 1)
Ctuy=ru(T 0+ — @+d)T 1 2In % ;
|
. _Bbh+d 1 eTH o
Dj(tu) = +—— [ g
d= (§)? 22giu wd);
_h+d.
g = ;
) h dj
by = ; ba=
C = 1' C = 1‘
1= 2' 2 — 2.

This approach leverages Fourier inversion techniques to express the price of a European
option as an integral involving the characteristic function of the logarithm of the asset
price under the risk-neutral measure [24].

14



2.4.3 Monte Carlo Method for Option Pricing

While closed-form solutions such as the Black-Scholes formula or Heston's semi-analytical
formula exist for certain models, they are often unavailable or intractable when dealing
with path-dependent options, early exercise features, or more complex dynamics. In our
case, the dynamics of paths generated using machine learning techniques such as di usion
models are inherently complex, as they emerge from a black-box neural network trained
to iteratively denoise and transform random inputs into structured outputs. In such cases,
numerical techniques such as the Monte Carlo (MC) method are used [6]. The Monte
Carlo method for option pricing involves simulating a large number of possible paths of
the underlying asset price under the risk-neutral measure, computing the option payo at
maturity for each path, and then averaging these payo s and discounting them back to the
present.

For a European option with payo function f (St), the price at time t is given by the
risk-neutral expectation:

V(Sit) = e "T DEC[f (Sy)]

where Q denotes the risk-neutral probability measure [23]. We can therefore use the
Algorithm 5 below in order to estimate the price of any option at the present time (when
t=0).

Algorithm 5 MC Simulation for Option Pricing
Require: Initial price So, maturity T, stepsN, number of pathsM , payo function f (Sr),
risk-free rater

Ensure: Estimated option price V

1: Set t I, initialize payo sum P 0
2. for m=1to M do
3 Simulate path S of length N, for example, using Algorithm 3 or Algorithm 4
4: P P+f(Sy)
5
6
7

: end for

. T P
-V e"
creturn 'V

As the number of pathsM and the number of time stepsN go to in nity, the MC
estimated price approaches the no-arbitrage price under risk-neutral conditions [6].
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Chapter 3

Methodology

In this chapter, we go over the methodology used in this paper in order to compare the
performance of spiking denoising di usion probabilistic models (SDDPM) vs denoising
di usion probabilistic models (DDPM) when generating synthetic asset paths. We rst
discuss the problem of generating synthetic asset paths, and then go into the di erences
between SDDPM and DPPM. We then discuss how we create our training dataset, as
well as how we preprocess the data before feeding it into our models. We nally detail
the training and sampling process, ultimately resulting in generated synthetic asset price
paths from both models. We also detail how we evaluate the generated paths and compare
the computational cost of SDDPM vs DDPM.

Throughout this chapter, we refer to the asset price paths in the training set as the
original asset price paths, the generated paths from DDPM as the non-spiking generated
paths, and the generated paths from SDDPM as the spiking generated paths.

3.1 Problem Formulation

Consider an asset price patfhiS;gl, of length N + 1 with initial value S, from time t =0
tot = T. Suppose this path is generated by an underlying stochastic process. When two
asset price pathd Si(l) g, and fSi(Z) g, are generated from the same stochastic process,
we say that they share the same price dynamics. With this setup, we can now formulate
the following problem:

Problem 1 (Synthetic Asset Price Path Generation Problem) Given an observed asset
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price pathf Sigll,, how can we generate a synthetic asset price pdt6, g, that replicates
the underlying stochastic dynamics of the original path?

The core challenge in this task presented by Lu et al. [37] is that the true stochas-
tic process underlying a single asset pathSgY, is not directly observable. Traditional
methods attempt to infer this process using parametric models like GBM or Heston, which
often fail to capture real-world complexities as mentioned in Chapter 2. In contrast, dif-
fusion models o er a data-driven alternative, learning the dynamics directly and enabling
generation of new, plausible paths under the same stochastic regime.

[37] has shown that DDPMs can e ectively learn and replicate the stochastic dynamics
of asset prices. By training neural networks on empirical data, these models generate
synthetic paths that are statistically similar to real market trajectories, capturing complex,
nonlinear behaviors without requiring explicit stochastic di erential equations (SDEs) or
model calibration.

In this work, we explore whether SNNs, known for their energy e ciency, can be inte-
grated into the DDPM framework in order to produce high-quality synthetic asset paths
at a lower energy cost.

3.2 SNN vs ANN architectures

3.2.1 Pre-spiking Residual Block

The original DDPM paper [25] uses a U-Net architecture, which consists of a neural network
with downsampling and upsampling layers with residual blocks in between. We adopt a
1D version of the U-Net in order to t 1D time series data rather than 2D data. The main
residual block in the U-Net component consists of a convolution layer, a group norm layer,
then an activation function, and can be de ned as:

O' = ConV(Swish(GN'(O' H))+ O' 1 (3.1)

whereQ' is the output representation at layerl. GN is the group norm operation [51], and
Swish is the swish activation function [44]. For our spiking neural network, we adopt an
architecture similar to SDDPM [9], where the main residual blocks are called Pre-spiking
ResBlocks. The Pre-spiking ResBlock adopts a LIF neuron activation function [28, 8, 38]
followed by a convolution layer [21] then a batch norm layer [30]. This allows for energy
e ciency gains as the convolution operations are performed on spikes rather than oating
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point numbers. The authors choose to use batch nornB\ ) instead of group norm GN),
asGN in SNNs may result in performance degradation due to distribution mismatch [9, 48].
Both BN and GN are common normalization techniques that are used to stabilize and
speed up training, but di er slightly in how the normalization groups are chosen [30, 51].
The Pre-spiking ResBlock in the Spiking U-Net can be formulated as

S' = SpikeNeuron(O' 1);
O'= BN'(Conv(s) + O' %;

where SpikeN euron represents the LIF spiking activation which outputs discrete spikes as
described in Section 2.1, applied before each convolutiBMN pair.

(3.2)

3.2.2 Implementation

Both the regular U-Net and Spiking U-Net receive an input of a batch of 1D time series
paths, Paths 2 RE * (N*D "with B, N + 1 representing the batch size and the number

of points in the path respectively. The second dimension represents the number of input
channels (initially 1 for a 1D path), where each channel corresponds to a distinct feature
map. As the network processes the input through successive layers, the number of channels
will vary as shown in Figure 3.1, allowing the model to learn hierarchical features and re ne
its noise estimation.

For the Spiking U-Net, the input path is replicated T times, whereT is the total
number of time steps for the LIF neuron. This is a necessary operation for the SNN to
incorporate temporal dimension information before applying the LIF spiking activation,
so that it can accumulate charge and output spikes over the time steps. This results in a
sequence of paths? athss,, 2 RT B * (N*1) " However, the 1D convolution andBN layers
cannot directly process the added dimensioh. Therefore, we fuse the dimensions and
B after applying the LIF spiking activation, mathematically represented as$® athSiyseq 2
R 1 (N*1) “which allows the network to simultaneously analyze spatial and temporal
features through convolution. The dimensions are unfused again when going through a
LIF neuron activation layer.

A complete diagram of our Spiking U-Net can be found in Figure 3.1 whésh+1 = 64.
The head spike encoder consists of two convolution layers and one LIF layer, which converts
the oating input into spike sequences. The downsample block uses convolution with a
stride of 2 to reduce the dimension of the path, while the upsample block uses linear
interpolation to increase the dimension of the path. The noise decoder consists of two
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Figure 3.1: Detailed architecture of our Spiking U-Net. The network primarily
consists of Pre-spiking ResBlocks (yellow). The initial inpux, rst enters the spike encoder
(green) which converts the input into spikes. The spikes then go through the down, middle
and up blocks. The orange and blue blocks represent the downsampling and upsampling
layers respectively. The grey block represents the reception of a skip connection [47] based
on the output of the down blocks. At the end, we obtain the predicted noise from the last
noise decoder (magenta).

convolution layers, followed by a membrane potential layer [33] to convert discrete features
into oating point numbers. This is required as the predicted noise of the di usion process
must be oating point numbers.

The Spiking U-Net and regular U-Net both use a similar architecture, containing the
same number of downsampling, upsampling, and residual blocks to make a fair comparison.
The main di erence between the two is the architecture of the residual blocks detailed in
Section 3.2.1. The head encoder and noise decoder are also slightly di erent in the regular
U-Net, with both containing just one convolution layer. Both models are of the same
size, containing around 84 million parameters. Attention blocks are not used in both the
Spiking U-Net and regular U-Net. We choose to us€é = 4 total time steps for the LIF
neuron, and set the decay rate” in Equation 2.2 to 1 according to [2]. SDDPM and
DDPM both follow the same di usion model, the only di erence being the neural network
architectures. A code implementation of the Spiking U-Net and regular U-Net can be
found at https://github.com/seantanger/diffusion-timeseries
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3.3 Training Dataset Construction

In this section, our objective is to build a training set ofM asset price paths, each of
length N + 1, all governed by the same stochastic process. Once we generate our training
set consisting ofM paths, we can train our di usion models to generate paths that follow
the same dynamics as the original asset price paths.

In this paper, we consider training sets consisting of synthetic data. That is, we can
simulate numerous paths using a chosen stochastic process and a xed set of de ning
parameters. We simulate asset price paths using two stochastic processes (GBM and
Heston's Model) introduced in Chapter 2. For GBM paths, recall that we can generate
paths given the parameterd Sy; ; ;N; T g using Algorithm 3. Using these parameters,
we can simulate a large number of paths! that follow the GBM dynamics. For Heston's
model, asset price paths are generated using the parameter §8h;vo; ; ; ; ; ;N;T ¢
using Algorithm 4. These parameters de ne the joint evolution of the asset price path and
the variance over time under the Heston model. By generating simulated paths under
each model, we are able to create datasets suitable for training and evaluating our synthetic
path generation models. In all our experiments, we choose our training dataset to consist
of M = 100; 000 paths and choos@&l = 63, resulting in paths of lengthN +1 = 64.

3.3.1 Preprocessing steps

Normalizing data is crucial in order to train neural networks e ectively, as it ensures stable
gradient updates and improves convergence [27]. In our training datasets, our paths are
normalized to have a mean price of 0, and unit variance. We rst calculate the mean price

s and the standard deviation g for all M asset paths in the training dataset for all times
t=0;:;N. s and s can be calculated by attening?! all the paths, then calculating
the average and standard deviation. The data can then be transformed vi%t— for all
paths X . This ensures that the input paths are centered and scaled, which is particularly
important for neural networks that rely on gradient-based optimization. The inverse trans-
formation is also implemented to recover the original price scale for interpretability when
evaluating the generated paths. Note that the scaled paths retain the same shape as the
original paths, but are just centered and scaled.

To atten the paths, we take the M (N + 1) 2D array consisting of M paths of length N + 1 and
turnitinto a M (N + 1) 1D array
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Figure 3.2: GBM (Sp =100, =0:05, =0:1,T =0:5years)-5raw paths vs standardized
paths comparison , s =101:3, s=5:1

3.4 Training of both models

When training a model to generate synthetic asset price paths that mimic the dynamics
of the original asset price paths, it can be di cult to gauge when the model is su ciently
trained. This paper therefore proposes a tuning algorithm that stops training the model
when it believes that su cient training has been completed. This algorithm is based on an
evaluation of the model's generated paths every few epochs. Suppose that we assume that
the generated paths and original asset paths follow GBM motiodS; = S; dt + S; dWq,

so that their log returns follow aN ( 72) t; 2 t distribution. Therefore, given a

large number of paths, we can estimate the drift ‘and volatility » based on the paths
using Algorithm 7. Note that although the paths may not actually follow GBM motion,
this gives us a way to assign a constant drift and volatility that represents the dynamics
of the paths generated by the model. We can therefore train our model until the drift
and volatility estimate based on its generated paths match the drift and volatility estimate
based on the original asset price paths in the training dataset.
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In all our experiments, we rst train the model for 400 epochs with a batch size of 32
to ensure that the model is well trained (or warmed up), so that it is able to generate
plausible paths. We then tune the model using Algorithm 6 with a larger batch size of 128
in intervals of E epochs. EveryE epochs, we generat®l,,. paths and calculate a drift
and volatility estimate based on theMy,e paths. We repeat the process until the drift
and volatility estimates based on the models generated paths; (*), match the drift and
volatility estimate based on the original asset price paths, (ue; tue ), Within a tolerance
". In all of our experiments, we choose to generatd,,e = 50; 000 paths every interval of
E = 10 epochs until the drift and volatility estimates are within a tolerance of' = 0:005.
This training procedure is applied for both SDDPM and DDPM. We use 1000 di usion
time steps, with a linear variance schedule from; = 10 #to 19090 = 0:02 as according to
the original DDPM paper [25]. A learning rate of 10° is used.

Algorithm 6 Tuning Di usion Model to Match Drift and Volatility
Require: Target drift e, target volatility e
Require: Tolerance", number of synthetic pathsM e, training interval (epochs) E
Ensure: Trained di usion model with matching drift and volatility
1: Initialize di usion model parameters
2: repeat
3 Train the di usion model for E epochs

4: GenerateMyne Synthetic pathsféi(k)gi’io, k=1;: Myne using the trained model
(k)

5: Compute log returnslféi(k) =log zi_(;kl) for each path.

6: Estimate drift and volatility for each path using Algorithm 7:

r

Ak = _R(k) 1' S_E Ak = i
t 2 t’ t
7: Compute average estimates ovevl . paths:
_ 1 M(une Ak. _ 1 '\Mune Ak
Mtune k=1 Mtune k=1
8:  Compute drift error = j true ]
9:  Compute volatility error = j true J

10: until <" and <"
11: return Final trained di usion model
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3.5 Sampling

Upon completion of the training, we can generate synthetic paths of the same length as
the original asset price paths from the trained model using Algorithm 2. These generated
paths are normalized with mean 0 and standard deviation of 1. We can simply rescale
these paths based on the original mean §) and standard deviation ( s) of the original
asset paths to obtain the true generated paths.

Note that all paths in the training set start from the same initial valueS,. The paths
generated from the di usion models approximate this starting value, with small deviations
resulting from denoising inaccuracies, as observed in [37] by Lu et al. These deviations are
not detrimental, since our primary focus is to model the price evolution. To reconcile this,
we can adjust the paths to start from our speci ed starting pointSy, ensuring consistency
across the dataset.

3.6 Path Evaluation

Determining whether the generated asset paths re ect the dynamics of the original asset

paths requires careful assessment. Our aim is not to prove identicality between the series
but to con rm that they exhibit analogous dynamic patterns. We employ a combination

of qualitative and quantitative methods for this purpose, similar to [37], which provides

a robust framework to assess whether the generated asset paths accurately capture the
essence of the dynamics of the original paths.

3.6.1 Qualitative analysis

To qualitatively assess the realism of the generated asset price paths, we perform a visual
inspection focusing on both structural behavior and adherence to fundamental nancial
properties. Speci cally, we examine the boundary behavior and overall range of the gen-
erated paths to ensure that they exhibit plausible uctuations similar to those observed in
the original dataset. This includes verifying that the paths remain within reasonable price
bounds over time and display consistent volatility patterns without exhibiting unnatural
drift or instability. In addition, asset price paths must satisfy basic constraints, such as
remaining strictly positive throughout the entire time horizon. Paths that violate these
core properties, e.g, crossing into negative values or exhibiting uncharacteristically large
deviations, are considered unrealistic and indicative of model shortcomings.
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3.6.2 Quantitative analysis

Our quantitative evaluation focuses on the behavior of returns rather than the raw asset
price paths themselves. This is because returns provide a normalized and scale-invariant
measure, making it easier to compare across assets and time periods. Speci cally, we use
log returns in our analysis, as they align naturally with the assumption of continuously
compounded returns. Given asset priceS; and S;j.;, the log return R; is de ned as

Ri = log(Si+1=S). Moreover, under the assumption that the asset follows GBM motion,
the log returnsR; are independently and identically distributed (i.i.d.) and follow a normal
distribution. This statistical property makes log returns a convenient and analytically
tractable choice for both model evaluation and parameter estimation.

Drift and Volatility Analysis

Assuming the log returns follow &N  ( ?2) t; 2 t distribution, we can calculate the

drift and volatility estimates given a number of paths using Algorithm 7 below. We can
then plot the distribution of drift and volatilities for all original asset price paths as well as

the generated paths to compare their distributions. Although the log returns may not be
normally distributed in reality, this gives us a way to assign a constant drift and volatility

that represents the dynamics of the paths generated by the model.

European Option Pricing Analysis

Recall from Section 2.4, that we can determine a theoretical no-arbitrage option price
given that the original asset paths follow GBM or Heston's model. We can also calculate
an estimated option price via the Monte Carlo method from the generated spiking and
non-spiking paths. As a result, we can then evaluate SDDPM and DDPM by comparing
the estimated option prices with the theoretical option price.

Note that this is not possible when we do not know the dynamics of the training dataset,
such as when applying this to real market data as done in [37]. Nonetheless, this evaluation
using option prices allows us to gauge whether the di usion generated paths are able to
mimic the dynamics of the original asset paths.
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Algorithm 7  Estimate GBM Parameters for a Set of Asset Price Paths

Ensure: Drift estimates | and volatility estimates  for each path
1: for each pathk =1to M do
2: Compute log returns:

S
RY=log =HL . ji=0;::;N 1

3 Compute sample mean and variance of log returns:

11X 1 X 2
RO=q R s=g 1 R RY
i=0 i=0
4: Estimate drift:
RK 1 s2
K= —+ = —
t 2 t
5: Estimate volatility: r
S2
= R
k t
6: end for

7: retyrn - Drift vector f KON, , Volatility vector f g, or overall estimates:-
1 M

M k=1 K

M
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3.7 Computational Cost Evaluation

To estimate the computational cost of our SNN, we need to calculate the number of com-
putations required in terms of AC and MAC synaptic operations (SyOPs). Since our
Spiking U-Net and regular U-Net primarily consists of convolution and normalization lay-
ers, it consists of calculating the number of operations performed in these layers. Recall
that convolution operations performed on spikes are AC. However, the output of the con-
volution layer is no longer binary; thus, the operations performed in the normalization
layers are MAC. Appendix A contains an example of how the number of operations can
be counted in a linear layer. Convolution layers are similar to linear layers in which they
consist of multiplying weights with input values, thus the number of SyOPs can be counted
similarly. We estimate the SyOP count in our Spiking U-Net and regular U-Net with the
help of a SyOP counter tool developed by Chen et al. [12], which is publicly available at
https://github.com/iICGY96/syops-counter

Once we have the total number of SyOPOSNN and OSNN performed in our Spiking
U-Net, we can quantitatively estimate energy consumption using Equation 2.3. Recall that
T =4 and that we assumeE,. = 0:9pJ and E o = 4:6pJ based on 45nm chip technology
[26]. We estimate the spike ring rate based on multiple forward passes through the
Spiking U-Net. The spike ring rate simply represents the sparsity of the spikes, and can
be calculated adr = - Tnl whereng, n; represents the number of 0's and 1's respectively

outputted by the LIF neuron.

In the regular ANN U-Net, all SyOPs are MAC as the U-Net consists of convolution
and normalization layers performed on continuous oating point numbers. Thus, once

we have the total number of SyOPsOANY ' its energy consumption can be calculated by

AN mac
Etwta = Emac Omac .
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Chapter 4

Results

This chapter will go over the performance of both DDPM and SDDPM models in generating
synthetic asset paths under di erent dynamics. We compare the two models to show
whether spiking models can perform this task, while saving energy costs in the long run.

In each section, we evaluate the performance of both models by comparing the original
asset price paths with the generated asset price paths of DDPM and SDDPM. All our
paths are of lengthN + 1 = 64, including the initial spot price Sp.

4.1 GBM Paths

In this section, we examine the performance of SDDPM vs DDPM in generating asset
price paths when the original path dynamics follow GBM. To do this, we consider multiple
training sets simulated to follow GBM at di erent volatility levels, while keeping the other
parameters the same (as shown in Table 4.1). We examine three volatility scenarios: low
volatility (= 0:1), medium volatility ( = 0:3), and high volatility ( = 0:5).

Parameter S T
Value 100 0.5 0.05

Table 4.1: GBM - default parameters that are held constant for simulating all three volatil-
ity scenarios.
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4.1.1 Qualitative Analysis

In Figure 4.1, for each volatility scenario, we illustrate 1000 randomly selected paths from
the training set and 1000 randomly generated paths from the trained DDPM and SDDPM.

A visual comparison indicates that across all three scenarios, the generated paths closely
mirror the dynamics of the original paths by re ecting similar ranges of volatility and spot
prices over time.

Figure 4.1: GBM - comparison of 1000 paths (original asset paths vs non-spiking generated
paths vs spiking generated paths)
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4.1.2 Quantitative Analysis
Log Returns Analysis

In Figure 4.2, we detail the distribution of log returns based on 100,000 original asset price
paths, 100,000 generated non-spiking paths, and 100,000 generated spiking paths. The
probability density function (PDF) of the log returns illustrates their empirical distribu-

tion on the left and the quantile-quantile (QQ) plot compares the log returns against a
theoretical normal distribution on the right. The straight dotted line is a normal reference,
which indicates that the log returns are normally distributed. Since our paths presum-
ably follow GBM, we can expect the PDF to resemble the PDF of a bell shaped normal
distribution and the points to closely follow the normal reference in the QQ plot.

We observe that the distributions of the log returns overlap closely between the origi-
nal asset paths, non-spiking generated paths, and spiking generated paths according to the
PDF and QQ plot. This suggests that both our SDDPM model and DDPM model success-
fully capture the distributional characteristics of log returns observed in the original asset
paths. Moreover, the QQ plot indicates that the log returns seem to closely follow a normal
distribution, with only very few outliers belonging to the spiking generated log returns.
Overall, both models are able to replicate the key statistical property of log returns being
approximately normally distributed, which is a fundamental assumption under GBM. This
consistency supports the validity of using both generative approaches for simulating asset
price dynamics in line with GBM behavior.

Drift and volatility analysis

Figure 4.3 shows a visual comparison of the drift and volatility distribution of 100,000
original and generated paths from DDPM and SDDPM. We observe that the distribution
of both the drift and volatility estimates from SDDPM and DDPM are closely aligned
with the original asset paths. This indicates that SDDPM is just as capable as DDPM
in generating a wide variety of asset price paths that capture the randomness present in
the original paths. Moreover, similarity in the distribution of drift and volatility estimates
across the spiking di usion model, the regular di usion model, and the original GBM
paths suggests that both models preserve the essential statistical properties of the data.
In Tables 4.1.2 and 4.1.2, we observe that the mean drift and volatility estimates of the
generated paths closely match those of the original paths. Both the drift and volatility
estimates of the generated paths are within the drift and volatility estimates of the original
paths within a tolerance of 0.005. This highlights the e ectiveness of our tuning procedure
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