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ABSTRACT Some issues are discussed relative to the gap between theory 

and practice in the area of statistical process monitoring (SPM). Among 

other issues, it is argued that the collection and use of baseline data in Phase 

I needs a greater emphasis. Also, the use of sample ranges in practice to 

estimate process standard deviations deserves reconsideration. A discussion 

is given on the role of modeling in SPM. Then some work on profile 

monitoring and the effect of estimation error on Phase II chart performance 

is summarized. Finally, some ways that researchers could influence practice 

more effectively are discussed along with how SPM research could become 

more useful to practitioners. 
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INTRODUCTION 

     In this paper I discuss some issues regarding the relationship between theory and 

application in the area of statistical process monitoring (SPM) and make some 

recommendations. In some sense, this paper is a follow-up to the paper by Woodall 

(2000) on controversies and contradictions in statistical process monitoring and the 

associated discussion. Many of my ideas on current directions in SPM are contained 

in the recent paper by Woodall and Montgomery (2014) and the overview paper on 
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Phase I issues and approaches by Jones-Farmer et al. (2014), so repetition of the 

content of these two papers is avoided to the extent possible.  

     Because it better reflects the application of the methods, I believe that the use of 

control charts and other monitoring methods should be referred to as “statistical 

process monitoring”, not “statistical process control (SPC).” The use of the word 

“control” implies that control actions based on an adjustment variable are part of the 

practice and theoretical framework in the sense of Box and Narasimhan (2010). This 

is most often not the case. As Steiner and MacKay (2000) stated “… the word 

“control” in SPC causes endless confusion.” In addition, many people associate the 

term “SPC” solely with the simplest monitoring methods such as the X-bar and R- 

charts. It seems that the use of “statistical process monitoring” is becoming more 

and more common as evidenced by its use by two previous Stu Hunter Research 

Conference speakers, Capizzi (2015) and De Ketelaere (2015). Dr. Donald J. 

Wheeler, e.g. in Wheeler (2011c) and elsewhere, referred to control charts as 

“process behavior charts” in a similar spirit. 

     Some of the viewpoints and recommendations given in this paper conflict with 

recommendations of Dr. Wheeler. Dr. Wheeler trains many practitioners and has a 

large impact on practice. He has published a number of articles in Quality Digest, 

many of which can be found on-line at www.spcpress.com/djw_columns.php. 

Quality Digest is a web-based magazine with over 40,000 subscribers, thus reaching 

an audience of practitioners one to two orders of magnitude larger than Quality 

Engineering or the Journal of Quality Technology. Most of Dr. Wheeler’s work does 

not appear in refereed journals. This gives him considerable freedom to reach 

practitioners without necessarily citing related work or giving what some researchers 

would consider to be both sides of the story, not unlike what was the case with 

Genichi Taguchi in the area of designed experimentation in the 1980s. Wheeler 

(2014b) claimed that probability models and statistical theory do not apply to process 

monitoring. Taguchi et al. (2001) claimed that the theory of statistics did not apply 

to his methods either, writing, for example, in the book on the Mahalanobis-Taguchi 

System, 

“The core of statistics is distribution. In quality engineering, 

however, distribution is not considered. Instead the SN (signal-to-

noise) ratio is calculated to evaluate the magnitude of diagnosis 

error, which can be calculated without considering distribution.”  
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While many of Dr. Wheeler’s ideas are quite good, some are not. I argue in this 

paper that theory can play an important role in assessing the performance of existing 

methods and in the development of new methods. As Deming (1993, p. 106), Dr. 

Wheeler’s mentor, wrote,  

“Without theory, experience has no meaning. Without theory, one 

has no questions to ask. Hence without theory, there is no 

learning.” 

     The gap between theory and practice in industrial statistics was the topic of 

Steinberg (2015) and Jarrett (2016) in papers presented at the 3rd and 4th Stu Hunter 

Research Conference, respectively. My discussion is limited to the area of SPM. 

There are gaps between theory and practice in every field. New methods based on 

theory must be convincingly shown to be effective in practice and adequately 

communicated before they can be accepted by practitioners. In addition, there is a 

considerable amount of inertia that needs to be overcome for a new method to be 

accepted or for an old method to be discarded. Many excellent points regarding the 

relationships between theory and practice were made by the discussants of Woodall 

(2000).    

     It is helpful to identify the group of people referred to here as “practitioners”. 

There is considerable variation among practitioners with respect to statistical 

background. One level includes operators and Six Sigma green belts who have had 

limited statistical training. Another level includes process engineers, quality 

engineers, Six Sigma black belts and master black belts. There are practitioners with 

master’s degrees in statistics or industrial engineering. There are some practitioners 

who have Ph.D.s in statistics or industrial engineering. In many cases those with the 

most statistical knowledge train those with lesser knowledge. Another group of 

practitioners consists of researchers in many other fields, such as engineering, public 

health surveillance, network monitoring, and healthcare, who implement SPM in 

their applications. 

     My focus is on the basic control charting methods, e.g., the X-bar chart, the R-

chart, the p-chart, etc. Prior SPM papers presented at the Stu Hunter Research 

Conference, by Ferrer (2014), Capizzi (2015) and De Ketelaere (2015), have dealt 

primarily with more sophisticated methods for applications involving what could be 

an extensive amount of multivariate data.   
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TWO SIGNIFICANT GAPS      

     In this section I discuss two gaps between theory and practice in SPM. I would 

expect that readers and the discussants could identify others. 

Importance of Phase I 

     There remains a need for greater emphasis on the important practical aspects of 

Phase I, i.e., the collection and analysis of baseline data. Many authors of SPM 

research papers, including this one upon occasion, have simply assumed the 

existence of accurate estimates of the in-control parameter(s) from a set of in-control 

data and then moved directly into a discussion of the on-going monitoring of Phase 

II. Although the majority of SPM research papers are on Phase II topics, much or 

more can be learned about process performance in Phase I. As Woodall (2000) 

mentioned, it is not possible to capture the exploratory and investigative nature of 

Phase I in a mathematical model. Thus many researchers continue to mention Phase 

I only in passing as if it were unimportant and uninteresting. Any discussion that is 

devoted to Phase I is frequently oversimplified. Research on Phase I methods is 

concentrated on change-point and outlier detection methods. 

      We should emphasize the importance of Phase I to practitioners and encourage 

good practice. The reader is referred to Jones-Farmer et al. (2014) for a 

comprehensive discussion of Phase I issues, goals, and methods. In practice, one 

could argue, along with Thyregod and Iwersen (2000) and others, that Phase I 

analysis and actions can be much more important than Phase II monitoring. New 

researchers reading our statistical literature would likely come away believing that 

Phase I involves only collecting some data over time and estimating parameters 

when, in fact, it includes the selection of quality characteristics, assessing the 

measurement process, determining the sampling strategy based on rational 

subgrouping ideas, assessing short-term and long-term stability, understanding 

process variation, implementing process improvement, collecting additional data as 

needed, and deciding how to best monitor in Phase II. Some researchers equate the 

use of “rational subgroups” to the use of sample sizes greater than one, which misses 

the point entirely.  

     Even without any type of formal decision rules, the plotting of Phase I process 

data on a run chart can be very informative. For good advice on approaches to reduce 

process variation, I recommend Steiner and MacKay (2005).   
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     To check for stability of the process over time in Phase I, nonparametric methods, 

such as those discussed by Capizzi (2015), are applicable since one cannot reliably 

assume the model form of any underlying distribution(s). Nonparametric methods 

seem much less appropriate in Phase II, however, since information will be available 

from Phase I about the form of a suitable underlying distribution. An adequate model 

is necessary for capability analysis and can lead to a reasonable model for Phase II.  

     A primary goal in Phase II is to check for the continued stability of the process. 

As discussed by Steiner and MacKay (2000), the often stated purpose of tracking 

down assignable causes associated with Phase II signals in order to reduce overall 

variation is rarely achieved. Greater opportunities for variation reduction are often 

obtained off-line or in Phase I.  

     It is assumed in the research literature that Phase II monitoring is done on an 

observation-by-observation or a sample-by-sample basis. In many cases in practice 

data are collected at one level of frequency and the control chart examined at another. 

For example, data could be collected daily, but the chart examined weekly (or even 

monthly or quarterly). This could be due to time constraints on those responsible for 

the process. This sequential retrospective approach in Phase II has not been studied.    

Use of Sample Ranges to Assess Variation 

     Another major gap between theory and practice regards the use of sample ranges 

to estimate standard deviations.  Researchers advocate moving away from the use of 

ranges, but practice has not changed very much, if at all. The use of sample ranges 

to estimate the process standard deviation is used, for example, as the default option 

in Minitab 17 and JMP for the design of X-bar and R-charts. This practice was 

criticized by Nair (2013), who held it up as an example to illustrate how little SPM 

practice has progressed. Vardeman (1999), Mahmoud et al. (2010), and many others 

have recommended, with little success, that other estimators of the standard 

deviation be used based on the resulting improvements in estimation efficiency.  

     Sample variances and standard deviations are used in every other area of 

statistics, so why is the situation different in SPM? The primary reason is likely 

tradition. When Walter Shewhart and others proposed control charting methods in 

the early part of the 20th century, there were obviously no calculators or computers. 

It was far more computationally convenient to use sample ranges. The practice, 
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however, has continued even though the computational advantage of the range is no 

longer an issue.  

     It would be a mistake to think that all statisticians agree regarding the use of 

ranges. Wheeler (2014a), for example, strongly recommended the continued use of 

sample ranges for three reasons. First, he claimed statistical robustness of the range 

estimator compared to the use of the pooled standard deviation. Second, he stated 

that the range and standard deviation are practically equivalent for small subgroup 

sizes. Third, he argued that the range is a more intuitive measure of variation for 

many practitioners and much easier to teach. He augmented his arguments by an 

analysis of case study data where the use of ranges gives more statistically significant 

effects than with the use of the pooled standard deviation. Montgomery (2013, p. 

117) also stated that, with respect to standard deviation estimation for sample sizes 

of six or less, “the range works very well and is entirely satisfactory.”  

     I will take each of these justifications one-by-one, but first it is important to 

realize that the outcome with the use of case study data can never be used to support 

the use of one estimator over another because the correct decision is unknown. 

Identifying a larger number of significant effects, as Wheeler (2014a) did with his 

case study data, is not better if the additional effects have been identified incorrectly. 

Thus, Wheeler’s (2014b) case study analysis does not support his claim. 

     It is true that the use of the average sample range provides a more robust estimator 

of the standard deviation in the presence of outliers than the use of the very non-

robust pooled standard deviation. Schoonhoven et al. (2011) showed that the pooled 

standard deviation was the least robust estimator for estimating the standard 

deviation among many considered. Schoonhoven and Does (2013) showed, 

however, that the use of the range-based estimator is far from robust. They showed 

that the use of the unbiased estimator based on the average standard deviation has 

slightly better robustness. If one is concerned about outliers, they proposed a much 

more robust estimator based on the interquartile range. Nazir et al. (2014) 

recommended a robust Phase I estimator in order to identify outliers with the follow-

up use of a more efficient estimator based on the standard deviations to determine 

the control limits for Phase II. Certainly there is no reason to use the same estimators 

in Phase II as used in Phase I.  

     As a more important issue, a standard recommendation is that the range or 

standard deviation chart be dealt with prior to considering the X-bar chart. 
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Montgomery (2013, p. 252), for example, wrote, “In interpreting patterns on the X-

bar chart, we must first determine whether or not the R-chart is in control. … Never 

attempt to interpret the X-bar chart when the R-chart indicates an out-of-control 

process.” This standard practice helps to address the outlier problem since outliers 

would tend to result in out-of-control signals on the control chart for dispersion. One 

could then consider deleting any outliers attributable to assignable causes before 

constructing the X-bar chart. Note, however, that Wheeler (2014b) advises against 

removing outliers from the data before computing control limits.  

     Given that the chart for variation should be dealt with prior to the chart for 

location, why don’t we refer to the use of “R and X-bar charts” instead of vice-versa? 

Why isn’t the chart for variation shown above the X-bar chart instead of below it in 

software output, such as with Minitab 17, so that practitioners would see it first? I 

think this change in software output would be helpful.          

     Let us assume now that there are m Phase I samples each of size n (n > 1). The 

most common estimators of the standard deviation are the unbiased estimators R-

bar/d2 and S-bar/c4, where R-bar and S-bar are the average sample range and average 

sample standard deviation, respectively. The control chart constants d2 and c4 depend 

on the sample size n. These constants are tabled in many references, including 

Montgomery (2013, p. 720). The usual comparison of the mean-squared error (MSE) 

involves only these two estimators. Note that the MSE is the expected squared 

deviation of the estimator from the true standard deviation, with lower values thus 

being better.  

     The relative efficiency values with respect to the estimator R/d2, i.e., the ratios of 

their mean squared errors, are given in Table 1 for m = 1 for three estimators. With 

m = 1, we have R-bar/d2 = R/d2 and S-bar/c4 = S/c4. If the relative efficiency is below 

one, then the estimator in the corresponding column tends to be more accurate than 

R/d2.The relative efficiency values given by Montgomery (2013, p.117) in the 

second column were said incorrectly to correspond to the standard deviation S, 

whereas they correspond to the values for the unbiased estimator S/c4. With the 

relative efficiencies for the unbiased estimator in column two, it is typically argued 

that the loss of efficiency is not large enough to be of concern when the sample size 

is low. It can be seen from the third and fourth columns, however, that if one uses a 

biased estimator such as the standard deviation, S, or the multiple of S with the 

minimum MSE, c4S, then there is a much weaker justification for the unbiased range-

based estimator. 
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Table 1 Relative efficiencies of standard deviation estimators relative to the use 

of the range estimator R/d2 

Sample size n S/c4 S c4S 

2 1.000 0.7082 0.6367 

3 0.992 0.8260 0.7790 

4 0.975 0.8617 0.8278 

5 0.955 0.8696 0.8435 

6 0.930 0.8658 0.8448 

10 0.850 0.8152 0.8040 

     Certainly the range is a simpler statistic than the standard deviation, but should 

this simplicity override the efficiency advantages of other estimators? Wheeler 

(2014a) claimed that discussion of the standard deviation in his classes often turns 

into “gobbledygook”, but is this statistic really too hard to teach to most 

practitioners? In my academic experience, engineering and other students are 

capable of understanding the sample standard deviation. 

     If the standard deviations are used in Phase I, I recommend using S-bar/c4, not an 

estimator based on the pooled standard deviation. The pooled standard deviation will 

be most affected by outliers. One should note that most of the studies showing the 

relative efficiencies of estimators have been based on the assumption of normality 

without the presence of outliers. Use of the pooled standard deviation is an option in 

Minitab 17 and the default estimator if one plots only an X-bar chart. 

     Of course a practitioner could consider the evidence in favor of using standard 

deviations instead of ranges and still reject the idea, but any arguments on behalf of 

using the ranges should be legitimate ones. In any case, practitioners might 

reasonably think that the use of ranges has worked well for decades, so why not 

continue to use them? For this or any other change to be implemented in practice, 

the advantages of the change must be very convincing and easily accomplished. 

Some researchers, too, might decide that there are more important issues than this 

one. I recommend, however, the use of estimators based on standard deviations, but 

not the use of the pooled standard deviation in Phase I due to its lack of robustness 

to outliers.   

     Note that in the frequent case of n=1, Rigdon et al. (1994) showed that the moving 

range chart was not effective for detecting changes in process variability. Nelson 
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(1982) recommended that the moving ranges not even be plotted, stating, “Some 

delicacy of interpretation would be required since the moving ranges are correlated. 

Furthermore, the chart of the individual values actually contains all of the 

information available.” I believe the moving range chart should be deemphasized.     

USE OF PROBABILITY DISTRIBUTIONS IN SPM 

Use of Models 

     We are all likely familiar with George Box’s statement, “All models are wrong, 

but some models are useful.” In SPM research it is common to assume an underlying 

probability model such as the normal, exponential, binomial, or Poisson. These 

models are hypothesized in Phase I and assumed in Phase II. In applications, many 

of the control limit formulas are based on an assumed underlying probability 

distribution.  

     Wheeler (2014b) recommended against using probability models, advocating the 

use of generic 3-sigma limits which he claims provides  

“… a reasonably conservative analysis with virtually every type of 

homogeneous data set. Thus, no probability model has to be specified. 

No alpha level is required. No critical values are needed. With this 

conservative, one-size-fits-all approach any signals found are almost 

certain to be real, and this allows us to reliably characterize the process 

behavior without going through the rigamarole (sic) associated with 

statistical inferences.”  

     Wheeler (1996, 2011a, 2011b) advised plotting count data with individuals and 

moving range charts, i.e., XmR charts. Wheeler (1996, p. 50) stated,  

“… deciding which probability model is appropriate requires 

judgement that most students of statistics do not possess.”  

He claims that use of the XmR charts will lead to limits close to those based on the 

probability distribution if the distributional assumptions hold and will be correct if 

the distributional assumptions are incorrect. One issue with this approach for count 

data is that the X-chart limits will reflect within-sample and between-sample 

variation. Between-sample variation, which could reflect the presence of assignable 

causes, will be automatically included in the common cause variation. The use of 
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XmR charts with binomial data can be useful when samples sizes are very large, but 

they should be used cautiously as an alternative to the p-chart. 

     The use of probability limits is tied to the assumption of a distribution. With the 

probability limit approach, one would assume a particular distribution and determine 

the control limits such that the probability of a false alarm is a specified value. 

Researchers commonly take this approach, or instead control the in-control average 

run length (ARL), in Phase II studies when two or more monitoring methods are 

compared.  

     Deming (1993, p. 181) argued against the use of probability limits, writing, 

“It is wrong (misuse of the meaning of a control chart) to suppose 

that there is some ascertainable probability that either of these false 

signals will occur. We can only say that the risk to incur either 

false signal is very small. (Some textbooks on the statistical control 

of quality lead the reader astray on this point.” 

     Wheeler (2015) argued that Shewhart (1931) based the 3-sigma control limits on 

the Chebyshev inequality without the assumption of a model. Shewhart (1931, p. 

276) stated, in fact, that we don’t know the distribution well enough to set up 

probability limits. Later, however, Shewhart (1939, p. 36) still found it informative 

to write, 

“The control limits as most often used in my own work have been 

set so that after a state of statistical control has been reached, one 

will look for assignable causes when they are not present not more 

than approximately three times in 1000 samples, when the 

distribution of the statistic used in the criterion is normal.”  

     Wheeler (2015) argued that any model fit in practice will be adversely affected 

by the extreme values in the data, which will then affect the control limits. He stated 

that the control chart should be used to identify outliers. In his view the symmetric 

3-sigma limits are sufficiently conservative to work with all types of probability 

models and are robust to extreme values in the data. Wheeler (2015) showed that the 

false alarm rate with 3-sigma limits varies by a factor of six (0.003 for the normal 

distribution to 0.018 for the exponential distribution), but remains low enough in his 

opinion to not be a concern. 
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     In his argument against probability limits, Wheeler (2015) stated,  

“I do not wish to engage anyone in a debate, nor do I wish to raise 

anyone’s blood pressure.”  

Nevertheless, there are some issues with his approach. With time-between-event 

data, for example, an exponential or Weibull distribution is frequently reasonable. 

With such skewed distributions, the lower 3-sigma limit will be negative. Thus, there 

won’t be a lower control limit. Using symmetric control limits for a distribution that 

is not symmetric can lead to such problems. This is an issue with time-between-

event data because the primary interest is in detecting decreases in the mean time 

between adverse events. One could add supplementary runs rules to detect deceases 

in the mean, but without some theory we do not know which rules are best to use.  

     As another issue, without models it seems impossible to extend process 

monitoring to applications such as spatiotemporal monitoring in public health 

surveillance or profile monitoring. In addition, applications such as the risk-adjusted 

monitoring of surgical quality reviewed by Woodall et al. (2015b) cannot be done 

without a risk model. Restricting ourselves to Shewhart charts with 3-sigma control 

limits means that we cannot deal with some important applications. 

Use of Statistical Inference 

     Wheeler (2014b) stated his view that statistical inference applies to experimental 

data whereas process monitoring deals with observational data. This perspective that 

statistical inference applies only to experimental data would imply that statistical 

inference is very limited and could not be applied, for example, with most time series 

data or in fields such as econometrics. Only a small percentage of data are 

experimental data. 

     Wheeler (2014b) further stated,  

“There is a time and a place for the techniques of statistical inference. 

There is a time and a place for the use of SPC. To use both effectively 

you need to understand how they differ. You also need to avoid those 

who try to merge the two into one ‘unified’ approach. Alpha levels, 

critical values, distributional assumptions, tests for lack of fit, and the 

like all belong to the world of experimental studies and statistical 

inference.  
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     From the very beginning the elements of statistical inference had 

no place in SPC. Today they still have no place in SPC. And they shall 

never have any place in SPC, world without end, amen. Understanding 

the differences between statistics and SPC can bring clarity. Seeking 

to unify statistics and SPC will simply create confusion.” 

If one accepts Wheeler’s (2014b) view that probability models and inference should 

not be used in SPM, then virtually all of the research on process monitoring would 

be irrelevant. His approach seems to be that all models are wrong, so no model is 

useful. His views have changed since he wrote in Wheeler (2000), 

“I agree fully with Woodall about the need for theoretical 

evaluations of techniques. We cannot make progress without the 

use of mathematical models and theoretical evaluations.” 

    I believe that if a method proves useful in practice, then there will be a reasonable 

model which provides theoretical justification for the method. On the other hand, if 

the method has poor performance under realistic models, then it is unlikely to be 

useful in practice.  

Choice of Methods 

     Researchers assume particular models in order to compare the relative 

performance of competing methods. If one assumes that the change of interest is a 

sustained step shift in a parameter, then cumulative sum (CUSUM) and 

exponentially weighted moving average (EWMA) methods are frequently 

recommended. Wheeler (1995) preferred a Shewhart chart with Western Electric 

runs rules to these two types of charts based on the ARL comparisons of Champ and 

Woodall (1987). I agree with Box and Ramírez (1992) who wrote,  

“One of the many virtues of the Shewhart chart is that it is a 

direct plot of the actual data and so can expose types of 

deviations from statistical stability of a totally unexpected 

kind.”  

If one has particular out-of-control patterns in mind, however, one can tailor a 

monitoring method such as a CUSUM chart to have better performance. In general, 

CUSUM charts should supplement the use of Shewhart charts. Shewhart charts are 
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particularly useful in Phase I while CUSUM and EWMA charts are more useful in 

Phase II.  

     If a CUSUM chart is used, I strongly recommend the use of the tabular form. As 

discussed by Montgomery (2013, pp. 429-431), the V-mask alternative, which is the 

default in JMP, is inconvenient to use and often designed incorrectly For example, 

JMP and SAS use the discredited Johnson (1961) design approach using error 

probabilities α and β. See Woodall and Adams (1993). The V-mask and tabular 

forms can be made equivalent, but only if a point is plotted at (0, 0) for the V-mask. 

This point at the origin is not included by Montgomery (2013, p. 429), Minitab, JMP, 

or anyone else to my knowledge, but without it the CUSUM chart cannot signal at 

the first observation no matter how extreme it may be. 

     If runs rules are used with an X-bar chart, then the revision proposed by 

Antzoulakos and Rakitzis (2008) leads to uniformly better ARL performance in 

detecting sustained step shifts in the mean. With their intuitive approach, a runs rules 

such as the one which signals if 2-of-3 consecutive points are beyond the same 2-

sigma limits would not signal unless the last two points were on the same side of the 

center line. 

     In summary, I believe that theory and practice should complement each other. As 

pointed out by Woodall and Faltin (1996) in their discussion of the role of theory, 

Shewhart (1939, p. 151) supported the use of theory to generate new techniques, 

writing, 

“Throughout this monograph care has been taken to keep in 

the foreground the distinction between the distribution theory 

of formal mathematical statistics and the use of such theory 

in statistical techniques designed to serve some practical end. 

Distribution theory rests upon the framework of mathematics, 

whereas the validity of statistical techniques can only be 

determined empirically. Because of the repetitive character of 

the mass production process, it is admirably suited as a 

proving ground wherein the try out the usefulness of proposed 

techniques. The technique involved in the operation of 

statistical control has been thoroughly tested and not found 

wanting, whereas the formal mathematical theory of 
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distribution constitutes a generating plant for new techniques 

to be tried.”             

TWO EXAMPLES ILLUSTRATING USEFULNESS OF THEORY 

     Models can be useful to examine the performance of proposed methods under 

idealized conditions. If a method fares poorly in idealized cases, it would likely fare 

poorly in applications. In the case of monitoring the occurrence rate of rare events, 

Wheeler (2011b) proposed plotting the number of conforming items between non-

conforming items on an X-chart with an upper control limit to detect process 

improvement and plotting rates calculated as the reciprocal of these counts on an X-

chart with an upper control limit to detect process deterioration. He used a case study 

data set to illustrate his methods, but the statistical performance of this approach was 

not investigated. Plots for his case study data are given in Figures 1 and 2. 

 

 

                   

                 Figure 1 Wheeler’s X-chart of geometric random variables  
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                 Figure 2 Wheeler’s X-chart of rates 

     Our simulation study results (not shown here) Show that roughly 12% of the 

points plotted on the rate chart will fall outside the upper control limit when the data 

are generated from a stable Bernoulli process. This percentage holds for a wide range 

of probabilities of a nonconforming item. For Wheeler’s case study with 75 values, 

one would expect nine false alarms, i.e., more than the number Wheeler (2011b) 

interpreted in his case study as meaningful signals.  More work is in progress, but 

theory can and should be used to test methods such as this one. 

     It is important to note limitations of proposed methods and to make performance 

comparisons to existing methods. Woodall and Driscoll (2015a) reviewed the 

extensive literature on methods for monitoring the rate of a rare event. 

     As another example, consider the effect of autocorrelation on control chart 

performance. This is an increasingly important issue as data are collected more 

frequently over time and closer spatially. Wheeler (1995, p. 288) stated that 

autocorrelation will not have an appreciable effect on the control limit unless the 

sample lag 1 autocorrelation coefficient is greater than 0.7. The simulation results of 

Maragah and Woodall (1992) tell a different story, however, especially if runs rules 

are used. An X-chart for data with a sample autocorrelation coefficient of 0.47 is 

shown in Figure 3. These data were randomly generated from an AR(1) model with 

a lag 1 autocorrelation coefficient of 0.5. If one uses the Western Electric runs rules, 

as Wheeler (1995) recommended, there are many false alarms, with ten in Figure 3. 

Psarakis and Papaleonida (2007) provided a review of the literature on process 
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monitoring with autocorrelated data with methods designed to account for such 

issues.  

                

              Figure 3 X-Chart with Autocorrelated Data. 

      

     It would be beneficial for many practitioners to know more about autocorrelation 

and basic time series modeling. The effect of positive autocorrelation is to increase 

the number of signals, which can then be misinterpreted as isolated shocks to the 

process. The root cause of autocorrelation should be removed if possible in order to 

reduce process variation. The next option would be to use engineering process 

control, as discussed by Box and Narasimhan (2010) and others, to keep the process 

variable on target. If these two options are not feasible, then one can monitor the 

process using a time series approach. For monitoring I recommend the approach of 

Alwan and Roberts (1988) who recommended plotting the fitted values on a chart 

with engineering-based limits and plotting the one-step-ahead residuals on an X-

chart to detect unusual shocks to the process. Many researchers studying methods 

for SPM with autocorrelated data consider only the residuals chart. The other chart 

is needed in practice, however, because the process could wander unacceptably far 

from target without a signal from the residuals chart.  
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TWO RECENT DEVELOPMENTS 

Profile Monitoring 

     In an increasing number of applications, quality is best assessed using a function, 

i.e., a relationship between a response variable and one or more explanatory 

variables. The monitoring of these functions over time is referred to as “profile 

monitoring”. Almost all of the work on profile monitoring has occurred since 2000. 

Noorossana et al. (2011) provided an overview of many profile monitoring methods. 

Many of the proposed methods involve fitting a parametric model and using the 

vectors of estimated parameters as input to a multivariate control chart. 

     Nair (2013) discounted the work on profile monitoring, primarily because in his 

view the methods were not adequately tied to root cause analysis in applications. 

Root cause analysis can often be challenging in process monitoring applications. A 

considerable amount of the work on profile monitoring, however, is based on 

applications. The origin of the approach stemmed from the monitoring of calibration 

lines in clinical chemistry and at the National Bureau of Standards. Much of the 

work remains tied to applications. The work of Bianca Colosimo on monitoring the 

shape of manufactured parts, for example, has been done in collaboration with 

mechanical engineers. See, for example, Colosimo (2011) and Colosimo et al. 

(2014). As another example, Jensen et al. (2015) recently provided an industrial case 

study application involving the analysis of profile data.  

     In order to address root cause analysis, research needs to be application-based. 

Many researchers on profile monitoring take a more hypothetical approach in which 

they assume a specific model form and investigate the performance of various 

methods that are designed to detect specified changes in their model. I think this type 

of work can be useful, although it is always helpful to illustrate the methods using 

application data with a discussion of the practical aspects and interpretation. A large 

portion of the profile monitoring literature deals with Phase I issues and includes an 

analysis of application data. 

Effect of Estimation Error 

     In Phase I we estimate the parameter values used to determine the Phase II control 

limits. I believe that the effect of the estimation error on the performance of control 

charts in Phase II has tended to be seriously underestimated by many researchers, 
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including myself. Much of the research has considered the marginal run length 

performance of control charts averaged over the distribution of the parameter 

estimators. This provides average performance metrics that would apply across 

many practitioners or in repeated applications for a single practitioner. I believe that 

the study of conditional performance is much more valuable. If a practitioner desires 

a monitoring procedure with an in-control average run length of 100 in a particular 

application, for example, then he/she would be interested in the variation about this 

value for a given amount of Phase I data. 

     This issue has been brought up by Grant (1946, p. 119), Wheeler (2000), and 

others, but the extent of the problem is perhaps greater than they realized. Albers 

and Kallenberg (2004) recognized the extent of the estimation problem, but their 

paper has been overlooked for the most part.  Recent research has demonstrated that 

it is not possible for a practitioner to be confident of having an in-control ARL within 

20% of the desired value even with an unrealistically large amount of Phase I data. 

See, for example, Saleh et al. (2015a). The phenomenon is illustrated in Figure 4 

where the conditional in-control ARLs of the X-bar chart with 3-sigma limits are 

given for n = 5 and m = 1,000 with the standard deviation based on R-bar/d2. Even 

with this unrealistically large amount of Phase I data, the variation in the in-control 

ARL values obtained could be considered to be substantial.  
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Figure 4 Histogram of in-control ARL values n = 5 and m = 1000. 

(based on 10,000 simulated −X charts) 
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          The comparisons of various monitoring methods in the research literature are 

typically set up under the assumption that the in-control parameter values are known. 

The in-control ARLs are then set to be equal by adjusting the control limits and out-

of-control performance is compared. The most commonly assumed scenario is an 

assumed sustained step shift in the value of the parameter. The fact that in practice 

we must estimate parameters with a limited amount of data results in a wider gap 

between this aspect of theory and practice. In theory we can control the in-control 

ARL, but in practice we cannot.  

     Historically, a fundamental component of SPM research has been the control of 

the false alarm rate, the average number of samples between false alarms, or some 

other metric that reflects the occurrence of false alarms. False alarms can lead to 

unneeded distraction, wasted time and effort, and increased variability. An excessive 

number of false alarms can lead practitioners to ignore signals from the monitoring 

method altogether. This is always the case, but can be an even more important issue 

when many variables are being monitored. An important question concerns how 

precisely do practitioners need to know a false alarm rate. If an in-control ARL of 

200 is desired, is having an ARL within (150, 250) acceptable? What about (100, 

300)?  

     Since an excessive number of false alarms is a primary issue, a reasonable 

approach is to control the percentage of in-control ARLs that are below a given 

value. This approach was recommended by Jones and Steiner (2012) and Gandy and 

Kvaløy (2013) and has been successfully implemented by Saleh et al. (2015b) and 

others.  

NARROWING THE GAP BETWEEN THEORY AND PRACTICE 

      Academic researchers are primarily rewarded for obtaining grants and writing 

papers. The greatest rewards are for publishing in the more mathematical journals, 

i.e., the ones practitioners are least likely to read. In academia the Journal of the 

American Statistical Association and Annals of Statistics are ranked well above 

Technometrics, which is ranked above the Journal of Quality Technology and 

Quality Engineering, and down the line.  

     The number of papers published on SPM topics seems to be growing 

exponentially. It is impossible to keep fully abreast of advances in the literature. 

Almost all statistical journals publish papers on SPM and the number of journals is 
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growing. Woodall and Montgomery (2014) cited nearly fifty review papers on SPM 

that have appeared in just the last ten years. As more and more researchers from 

around the world are required to publish in ISI Web of Science journals, the number 

of SPM papers is likely to increase at an increasing rate. 

     Readers may be most familiar with Quality Engineering, Quality and Reliability 

Engineering International, Journal of Quality Technology, and Technometrics, but 

a considerable amount of work on process monitoring and change-detection has 

appeared in the more mathematical journals such as Annals of Statistics. See, for 

example, Poor and Hadjiliadis (2009), Shiryayev (2010) and Tartakovsky, 

Nikiforov, and Basseville (2015). The more mathematical research has an emphasis 

on asymptotic performance and optimality results. In addition, there is more of a 

focus on the Shiryaev-Roberts approach. 

     Academic researchers are indirectly rewarded based on citation counts, but these 

result to a large extent from academic researchers citing other academic researchers. 

Certainly researchers are pleased when their methods are incorporated into software 

such as Minitab or JMP, but this has little to no effect on any evaluations of their 

academic performance. Most academics do not do training for industry. For the most 

part this direct influencing of practice is either done in-house or by consultants. 

Much of the effect of academics may come from influencing their students who then 

take industrial jobs and influence others. 

     The popular textbook by Montgomery (2013) provides discussion of many of the 

newer techniques and ideas. This textbook reaches many university students and, 

perhaps to a lesser extent, practitioners. The book by Wheeler and Chambers (1992) 

seems more widely used for industrial training. Journals and magazines can have a 

direct impact on practice as long as they are easily accessible and written at an 

appropriate level. In this respect Quality Digest seems to have the upper hand over 

the quality-related academic journals since all issues are freely available on-line and 

articles on basic process monitoring methods are written at a level understandable to 

practitioners. In part because it is not a refereed publication, academic statisticians 

are generally not rewarded for publishing in outlets such as Quality Digest.     

     There are two main issues. How can we influence practice to better reflect what 

is supported by important advances in theory? How can we improve SPM research 

efforts so that they have a more meaningful connection to practice?       
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Transferring Good Ideas to SPM Practice 

     The following are some ideas on how we can improve practice by incorporating 

methods that have been shown to be effective: 

1. We can write articles in Quality Progress and Quality Digest. Note that Quality 

Progress publishes “Statistics Roundtable”, where many in our community have 

already made important contributions. 

2. We can provide input to Minitab, JMP and other software companies if we 

believe an improvement or addition is needed.  

3. Software providers could be more assertive in offering advice on good practice 

to practitioners.  

4. We can write papers to be more understandable. We should try to address the 

bigger picture or cite relevant papers that provide perspective to the more specific 

technical issues at hand. 

5. We should be careful not to oversell our methods. Replacing all Shewhart charts 

with CUSUM charts, for example, would be a major step backward, not forward. 

In addition, one should only monitor when it adds value. SPC was frequently 

oversold in the 1980s.  

  

Improving SPM Research 

     The following are some ideas and comments on improving SPM research: 

1. We need a forum or an avenue through which practitioners could share more 

freely the process monitoring challenges they face. Greater interaction between 

practitioners and researchers would lead to better research. 

2. Senior researchers could perhaps be more willing to share promising ideas and 

directions more widely with newer researchers. With the challenge of monitoring 

many streams of data, for example, I believe the use of false discovery rate 

methods have promise and particularly like the approach of Gandy and Lau 

(2013). Most of the research on process monitoring has been on increasing the 

sensitivity to small shifts in a quality characteristic. As more and more data 

streams are monitored, decreasing the sensitivity becomes important.  As another 

research area, I believe our research community has much to offer in the area of 

social network monitoring. See Woodall et al. (2015c). 
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3. As research progresses on a particular method or idea, there is a tendency for 

researchers to tweak assumptions, add more bells and whistles, or consider cases 

that are more and more specialized. This process can quickly reach the point of 

diminishing returns, but is limited only by what remains publishable. How can 

this pattern be changed? Should it be changed? It is important to keep in mind 

that what seems to be work on a narrow topic can sometimes lead to a 

breakthrough idea. 

4. We should write our papers with practitioners in mind, whenever possible, as 

opposed to solely gearing our papers for other researchers. Some authors seem to 

believe that the more complicated they can make a paper or a proposed method, 

the better it is. We should write from a reader perspective. Papers containing 

unnecessarily complicated approaches with incomplete or poor explanations can 

get published, but will tend to have a limited, or even negative, impact. 

6. As referees, we need to require papers to be more relevant and understandable. 

7. Journal editors should require discussion of practical issues in papers. They also 

have to work against the natural tendency of journals to become more 

mathematical over time. Inviting overview papers with industrial statisticians as 

discussants can be helpful. Practitioners should continue to be asked to referee 

papers. As Hoerl (2000) stated, our research community “breathes its own 

exhaust” without practitioner input.  

8. It is helpful if authors provide software for their proposed methods and make any 

case study data available when allowed. 

9. We should recognize that the assumption of known in-control parameter values 

is an exceptionally strong one. It is not helpful to address a new scenario from a 

Phase II perspective without discussing Phase I issues. The conditional 

performance of Phase II methods based on Phase I results is much more 

informative than the use of marginal performance.  

10. The performance of any new method should be compared to that of the strongest 

competitor. Generally steady-state performance comparisons with the 

conditional expected delay metric are more convincing than zero-state 

performance comparisons. See, for example, Kenett and Pollak (2012). Steady 

state comparisons are based on the assumption of a delayed process change, 

whereas zero-state comparisons are based on a less realistic assumption that any 

process change occurs at the time monitoring begins or when the monitoring 

statistic is at its initial value. Some methods, such as the synthetic control charts 

or the sets method in public health surveillance (Sego et al., 2008), have good 

zero-state performance, but fare poorly for delayed process changes. 
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11. Perhaps in some cases we need to be more outspoken in order to challenge the 

usefulness of particular approaches.  Some refer to work showing weaknesses or 

disadvantages in existing methods as “negative research”, a term with an 

unfortunate negative connotation. Knowing what not to do or what approach not 

to take, however, can be of significant value. I consider, for example, the 

economic design of control charts to be of little to no practical benefit (Woodall 

(1986)) and the use of synthetic control charts to involve an unnecessary loss of 

information (Davis and Woodall (2002) and Knoth (2015)). Davis and Woodall 

(1988) and others showed that the use of the very common trend rule which 

signals for a specified number of consecutively increasing or decreasing values 

on a Shewhart X-bar chart has a greater effect on increasing the false alarm rate 

than improving the detection of a sustained shift or a trend in the underlying mean 

of the process. As another example, Woodall et al. (1997) questioned the need 

for control charts based on fuzzy logic.     

CONCLUSION 

     Despite the quotes from W. A. Shewhart given in my paper, it seems past time 

for us to move beyond justifying what we do, or criticizing the work of others, based 

on appeals to authority. The manufacturing environment has changed in many ways 

over the past half-century. Data are now collected in a much higher volume and at a 

much higher frequency, requiring some modifications to the traditional methods. No 

one knows how Shewhart’s thinking might have changed to reflect, for example, our 

current measurement systems, sensor technology and computing capability. 

Researchers in statistical inference don’t let the views of Sir R. A. Fisher determine 

the legitimacy of their approaches. The writings of Fisher would lend no support to 

Bayesian inference, for example, which is now the dominant approach to statistical 

inference. It seems that in the quality area and in SPM, we reply on the writings of 

those who founded our field to a much greater extent than in other areas of statistics.  

     I appreciate the opportunity to present my thoughts at the 4th Stu Hunter Research 

Conference. There is an incredibly large effort devoted to process monitoring 

research. Process monitoring itself is receiving increased interest with many 

challenging problems to be solved in medicine, network monitoring, and other areas. 

It benefits all of us to align the needs of practitioners with the work of researchers to 

the fullest extent possible.      
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Abstract 

As applied statisticians increasingly participate as active members of problem‐solving and decision‐

making teams, our role continues to evolve. Historically, we may have been seen as those who can help 

with data collection strategies or answer a specific question from a set of data. Nowadays, we are or 

strive to be more deeply evolved throughout the entire problem‐solving process. An emerging role is to 

provide a set of leading choices from which subject matter experts and managers can choose to make 

informed decisions. A key to success is to provide vehicles for understanding the trade‐offs between 

candidates and interpreting the merits of each choice in the context of the decision‐makers priorities. To 

achieve this objective, it is helpful to be able (a) to help subject matter experts identify quantitative 

criteria which match their priorities, (b) eliminate non‐competitive choices through the use of a Pareto 

front, and (c) provide summary tools from which the trade‐offs between alternatives can be 

quantitatively evaluated and discussed. A structured but flexible process for contributing to team 

decisions is described for situations when all choices can easily be enumerated as well as when a search 

algorithm to explore a vast number of potential candidates is required. A collection of diverse examples 

ranging from model selection, through multiple response optimization, and designing an experiment 

illustrate the approach. 

 

Keywords: multiple objectives, Pareto front, desirability functions, DMRCS 

 

1. Introduction 

  We live and work in a highly interconnected world, where expertise and information from many 

sources is often relevant and beneficial to include when making important decisions. With the rise of 

discussion and implementation of Statistical Engineering, statisticians are embracing their role to “use 

known statistical principles and tools to solve high‐impact problems for the benefit of mankind” (Hoerl 

and Snee, 2010). There are many promising opportunities to have a positive impact in the workplace 

when we participate in all aspects of process improvement and problem resolution (Anderson‐Cook et 

al., 2012a and 2012b). However, there was little in my formal statistical training that prepared me for 

some of the roles that I am now advocating that we embrace as interdisciplinary team members to 

facilitate improved decision‐making. My early practical training focused on giving a single strong 

justifiable answer that was anchored in incorporating uncertainty into the analysis of data. This 

statistical thinking emphasized that processes and systems have inherent uncertainty and that including 

this into our understanding was key to helping with solid defensible conclusions. What I have now come 

to realize is that there is another key contributor to good decision‐making that we may underestimate 

and that may compromise the quality of our choices. To make problems manageable, we often seek to 

simplify them to make them well‐defined and tidy. This can lead to (a) reducing the metrics of what is a 

good solution to too few dimensions, and/or (b) underutilizing the subject matter experts in the 

decision‐making process. 

  When we consider only a single criterion, problems become much simpler and there is typically 

a single best answer. Beneath the simplicity lurks a danger of answering the wrong question and settling 
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for something that only partially meets our needs. Another way to paraphrase the point of Kimball 

(1957), is to say “There is no right answer to the wrong question.” Recently, my husband and I went 

shopping for a new car – we thought it would be straightforward as we went to the same dealership 

that had sold us our previous car. We test drove the latest model of the same car, and it seemed fine, 

except that we did not like the changes that had been made to the dashboard. Had it not been for this 

irritation, it would have been easy to choose this car as the easy answer. But driven by the desire for a 

different dashboard, we test drove a handful of cars. Looking at other cars, we were reminded how 

many different aspects there were that we should be evaluating. We were largely indifferent to options 

on some, but had strong preference on others. We discussed and debated the merits of various vehicles 

and what mattered to us, and when we finally chose the car there was a great deal of comfort with the 

decision that we had made. We knew the choice space of what was available, and we felt that we had 

intentionally chosen the best car for us. We also had improved understanding and empathy for the 

other’s priorities. In a microcosm, this is the opportunity that awaits when we explore the space of 

different criteria and different top alternatives more thoroughly.  

  The process of decision‐making involves multiple stages, and having some organizational 

structure to the process can help guide the process as well as increase the likelihood of obtaining a 

reproducible result. In Anderson‐Cook and Lu (2015), a 5‐stage process, similar in spirit to the Six Sigma 

DMAIC (Hoerl and Snee, 2012, p 128‐137) progression is described. Define‐Measure‐Reduce‐Combine‐

Select (DMRCS) provides a structure for identifying and comparing alternatives based on multiple 

objectives. The Define step clarifies the scope of the optimization by identifying the problem to be 

solved, the appropriate characteristics to consider, and the appropriate set of solutions to consider. As 

with DMAIC, this step is critical for framing the key aspects of the decision to ensure that the correct 

problem is solved. It is important to make sure that all key facets of the decision are represented with an 

appropriate metric. It is important to think broadly about diverse aspects crucial to the decision. 

  Another step that overlaps with the DMAIC process, is the Measure step, which focuses on the 

importance of having high quality data on which to base the decision. The quantitative criteria to be 

compared need to be precisely and accurately measured to allow fair and consistent comparisons 

between potential solutions. The Reduce step seeks to simplify and streamline in several dimensions. 

First, optimizing based on too many criteria often leads to mediocre results individually, as the trade‐

offs between criteria generally increase with more criteria. Hence, some triage of the priorities of the 

decision may lead to reduction in the number considered, as highly correlated responses or those 

measuring secondary objectives may be set aside until later in the process. Similar to designing an 

experiment where many potential factors are initially identified, before focusing on the most important 

ones, this part of the process allows due consideration of many potential choices to ensure the right 

subset have been selected. The second type of reduction to consider is eliminating non‐contending 

solutions from further consideration. Constructing a Pareto front (discussed in greater detail later in the 

paper) is an objective way to achieve this. 

  The Combine step considers how to simultaneously look at information from different criteria, 

often measured on different scales and representing different facets of the decision. Here decision‐

maker priorities and how much they value good performance on different criteria is key to identifying 

the best solutions for the problem under consideration. Finally, the Select step identifies the available 

solution that is best suited to the decision‐makers’ objectives and provides tools for making 
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comparisons between close contenders. At the conclusion of the process, the decision‐maker should 

have an identified solution, and also be able to articulate why it is the best choice given the nature of 

the decision. 

  It should be clear that in many of these steps, there are opportunities for statisticians to 

participate in the process and contribute with expertise and guidance. 

 

  Consider four examples that we revisit in more detail at various points throughout in the paper: 

Example 1: Munitions Reliability Modeling: To manage Department of Defense (DoD) stockpiles 

(populations) of munitions, it is important to be able to estimate their current and future reliability. 

Changes in reliability can be driven by multiple sources including aging, exposure to environmental 

conditions, and usage. To make decisions about which units to use or when units need to be removed 

from the stockpile, it is helpful to be able to make reliability predictions that are as specific to the 

experiences of individual units or small groups of units as possible. Statistical models can be used to 

identify different drivers of change in reliability and to generate predictions with an appropriate 

quantification of the uncertainty in that estimate (Anderson‐Cook et al., 2015). Choosing which model 

best characterizes the reliability can have an important impact on management of the stockpile. 

Example 2: Stockpile Maintenance Prioritization: In a related scenario, DoD managers may need to 

prioritize where to invest in the maintenance or surveillance of their stockpiles. In a given year, there 

may only be resources to dedicate to a subset of the stockpiles, and hence managers must balance 

different aspects of the decision (including estimated time until a problem, the consequence of a 

problem, and availability of alternative munitions) to decide which stockpiles receive investment. 

Different stakeholders assess the urgency of need based on differing perspectives. 

Example 3: Experiment Design Selection: When designing an experiment, there are many 

considerations about what is an ideal design to meet the goals of the experiment. Myers et al. (p. 370, 

2016) describe 11 aspects of a good design from which a subset of top priorities should be chosen to 

match the specific aims of the study. These aspects often compete against each other: For example, 

achieving better estimation of model parameter often comes at a price of protecting against model 

misspecification, and smaller less expensive experiment reduce the performance of many other metrics. 

Different specialized scenarios such as robust parameter design, restrictions on randomization or 

flexible cost constraints may each require different criteria.  

Example 4: Multiple Response Optimization: When optimizing a process or product, there are often 

multiple attributes which need to be balanced, and simultaneously achieving the best possible 

performance on all of these is generally not attainable. If data were used to estimate models of the 

relationship between inputs and the characteristics of interest (for example, the responses of the 

experiment), then there is uncertainty in the resulting model parameter estimates, which should be 

actively incorporated into the decision‐making process.  

 

All of the examples share a number of characteristics which make decision‐making more 

challenging: (a) there is considerable subject matter knowledge and expertise about the underlying 

process which can be leveraged, (b) there are several aspects to the decision which need to be 

simultaneously balanced, (c) there are multiple experts involved in selecting the path forward, and these 
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decision‐makers have different priorities and emphases that are often difficult to precisely quantify and 

historically might not even have been articulated. 

This paper focuses on highlighting some areas where new perspectives, approaches and tools 

are needed to help statisticians expand their role when important decisions are being made. Section 2 

looks at some of the things inhibiting some statisticians from fully participating in the decision‐making 

process. Section 3 identifies some areas where statisticians can claim roles in the decision‐making 

process. The examples are revisited to showcase how identifying and quantifying criteria to use in 

multiple objective optimization can lead to improved solutions (Section 4) and some tools that can be 

helpful for visualizing and comparing alternatives during the decision‐making process (Section 5).  

Section 6 concludes with thoughts about the benefits of thinking more broadly about decision‐making 

when explicitly considering multiple criteria. 

 

2. What is holding us back? 

  If statisticians wish to expand into new roles, it is helpful to identify some of the obstacles to 

achieving this objective. First, much of our training has focused on univariate objectives and the 

subjectivity of accounting for different prioritizations of several objectives has been ignored or over‐

simplified. In the cases where multiple objectives are considered in the statistics literature, the 

simplifying assumption of all criteria being of equal importance is often asserted, with minimal 

justification. In my experience, this is rarely the case in practice. We often find ourselves unprepared to 

articulate how we make decisions that balance competing objectives, and so describing this process to 

others is awkward. The process of publishing research often forces simple storylines with the subjective 

choices about how to balance options seeming to be obvious and pre‐determined.  

Second, comparing several criteria requires deep understanding of the criteria themselves. If we 

are optimizing a design for a planned experiment, and we wish to estimate model parameters well, then 

D‐optimality can be a good choice. When we optimize on a single criterion, it is not as important to have 

understanding about the relative size of several options, or be able to translate differences in values into 

tangible consequences. For a single criterion, there is a single best value and our goal is to find it. When 

we are in the realm of multiple criteria, then the relative size of different values of a given criterion 

needs to be interpreted and compared to the corresponding different on another criterion to see which 

option is more appealing. Hence with multiple criteria, there more pressure to understand what things 

mean, and also to be able to explain those differences to team members with less statistical training.  

Third, I think that there has been a lack of available tools to help with the process of decision‐

making. Different people balance alternatives differently, and so it is unlikely that there is a single set of 

tools for handling this aspect. In Section 5 there is a description of some tools that we have develop and 

found to be helpful for visualizing and comparing alternatives. There is considerable opportunity to 

expand this set of tools and provide complementary tools that showcase differences between choices 

and highlight promising alternatives. Currently much of popular statistical software packages do not 

focus on giving alternatives, but prefer to offer a best solution given a precisely defined problem, 

instead of allowing users to consider multiple options. While there is a large set of problems that are 

well‐handled by this approach, it would be helpful to have some available options for thoughtfully 

considering the multiple objective scenarios.  
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Fourth, many statisticians begin their careers with no formal training or experience with 

participating in an interactive process with subject matter experts from other disciplines. Presenting 

multiple alternatives and leading discussions about how to compare different choices based on several 

metrics is often unfamiliar and uncomfortable. If no formal process is used to choose between 

competing alternatives when a statistician makes decisions on their own, then guiding a discussion with 

experts who have dramatically different priorities is daunting. Facilitation of discussions and moderating 

conflict over different priorities requires experience and leadership skills. 

Finally, leading the group in negotiations for which solution is best for difficult problems 

demands credibility from the subject matter experts participating in the process. Many statisticians are 

relative newcomers to leadership roles on interdisciplinary teams, and so earning this role requires 

experience and respect often based on successes in previous projects.  

 

3. Defining the statisticians role in decision‐making 

  At the 2015 American Statistical Association Joint Statistical Meetings in Seattle, the President’s 

Invited Address was given by Christine Fox, who served as the acting United States Deputy Secretary of 

Defense and Director of Cost Assessment and Program Evaluation in the Office of the Secretary of 

Defense. She articulated her vision of some key aspects that decision‐makers want from statisticians and 

analysts. She emphasized that decision‐makers are hungry for tools to make better decisions, and that 

bigger decisions often mean harder choices (with more difficult trade‐offs). She encouraged statisticians 

to participate in the process as facilitators and helpers, not as gate‐keepers throwing in obstacles to 

progress. She also said that it was critical that statisticians ensure that the solutions that they offer 

match the actual problem to be solved. An important aspect to remember is that more senior decision‐

makers make more decisions and have less time for each one. Hence, efficient communication of option 

with all essential information included and explained is key to making valuable contributions. Based on 

this framework, here are a few areas that I propose where statisticians can expand their skills to be able 

to better participate in the decision‐making process.  

First, an awareness of different roles for statisticians in the decision‐making process can help 

with assessing what the team is expecting. There are a range of levels of involvement that are possible: 

at the lowest level of involvement might be tasks that fit into the category of “decision support”. In this 

capacity the statistician might be asked to perform analyses or collect data that are used as part of a 

broader collection of information to guide the decision. Here technical expertise is being sought, but an 

opinion or contribution to the decision is not anticipated. At the other end of the spectrum is “provide 

the decision”, where the statistician is expected to provide a final answer with justification. Both of 

these roles have been thoroughly explored in the literature and with numerous examples. A middle 

category, “decision analysis”, has the statistician providing decision support as well as being heavily 

involved in the decision‐making process, but without the exclusive final say in making the selection. The 

team is expecting statistician participation, advice and recommendations that are combined with 

knowledge and opinions from other subject matter experts for a team consensus on how to proceed. 

Different situations require different levels of involvement, and the stakes of the decision often guide 

who is involved and the degree of responsibility that each has. 

Second, similar to the statistical thinking revolution several decades ago that highlighted the 

importance of thinking about systems as interconnected processes with variation, statisticians can play a 



6 
 

key role in helping to frame problems as the balancing of competing objectives. Very few problems that 

do not have obvious solutions can be summarized by focusing on a single objective. A stark reminder of 

this came when I served on a National Academy of Science panel for evaluating testing protocols for 

combat helmets (Nair et al., 2014). At the first meeting, one of my fellow panel members stood up and 

said “we can build a helmet that no bullet will penetrate.” There was a long pause while we thought “so, 

what are we doing here?” He then continued and said “the problem is that it would be so heavy that no 

soldier could move when they were wearing it.” So this sharpened our focus – the goal was to think 

about realistic standards of safety for the soldiers, while still maintain sensible weight constraints that 

allowed them to move, elude attack and perform their duties. Most challenging problems involve 

balancing between competing criteria. Statisticians can help identify when problems have been 

oversimplified, and what aspects are not being actively considered. 

Third, redefining the process of analysis and drawing conclusions to integrate the subject matter 

experts throughout can be beneficial. I see the statistician’s role more broadly as being included in a 

process that iterates with the subject matters throughout and concludes with the presentation of 

multiple alternatives with clear articulation of advantages and disadvantages for each potential choice. 

In many ways the objective presentation of alternatives is not something for which many of us have 

been formally trained, and it also may be unfamiliar ground for our own personal decision‐making. The 

disciplined process of looking at multiple alternatives and articulating their merits is not something that 

many people practice. Think about the last time you made a major decision, like buying a new car or 

looking for a job. Was there a formal process of assessing the merits of the options, or did you use a 

“gut‐feeling” approach for the decision? Indeed, research (Carlson et al., 2006 and Blanchard et al., 

2014) has shown that few of us use formal methods for evaluating choices and whichever option seems 

initially appealing tends to maintain disproportionate favor throughout the decision‐making process. 

Marketers exploit these tendencies to lure us in with a first glimpse of an option and then hope that our 

decision‐making process will be irrational or inconsistent enough to allow that choice to stand. 

Finally, when we recognize that there are many right potential solutions for a given problem, we 

are liberated to think about what distinguishes them and what makes one choice better than another in 

different circumstances. This means that we have to stop thinking that “subjective” as a dirty word. 

When we have eliminated the irrational choices from consideration (why would you ever choose a more 

expensive lower quality solution if alternatives existed?), then what distinguishes the remaining choices 

is how we value the trade‐offs between the different aspects of the decision. To make good decisions, 

we need tools to allow us to explore alternatives, understand their strengths and weaknesses, and 

combine that with our ability to prioritize the criteria for the best answer for our problem. With 

different experts involved in the decision‐making process, there is also a need for these tools to 

facilitate discussion between people with conflicting priorities to reach a solution that is amenable to all. 

 

4. Identifying what criteria to consider 

  In the collaborative environment at Los Alamos National Laboratory, we often have multiple 

statisticians working on different phases of a project. Over the years, I have been amazed at how 

differently we think about the same problem given our historical experiences. For example, when 

designing an experiment, it would be rare that each statistician would not initially identify a slightly (or 

dramatically) different solution given the same information from talking with subject matter experts. 
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This should be a cautionary reminder for us that we all have filters that make subjective choices about 

how to begin to solve a problem. From different starting points, the solutions can diverge and lead to 

substantial differences in the final result. I think that my experience at LANL has greatly improved my 

ability to articulate my priorities, listen and assimilate differing valid views, and to realize that there are 

many correct perspectives about how to think about the same problem. The quality of our solutions can 

be dramatically improved if we are able to leverage the collective wisdom of experts to incorporate their 

historical experiences. 

Consider the Stockpile Maintenance Prioritization (example 2 in Section 1) where the goal is to 

identify several stockpiles in need of investment to maintain their availability. In the initial meeting of 

experts, the leader of the committee charged with making these choices started with the statement that 

the task was quite simple: the team would look at the reliability and predict when each stockpile would 

cross a pre‐determined threshold and become unacceptable. Using this criterion, a ranking would be 

established. As a statistician, I was asked to help with determining how the reliability should be 

predicted. Several members of the group looked unhappy and seemed to disengage within minutes. One 

member protested and suggested that what reserves of units were available should be considered. After 

some animated discussion about which metric was better, I suggested that we itemize many possible 

metrics and that there were methods to consider more than one priority and that how we valued 

different aspects could be evaluated later. This changed the focus of the meeting, and led to a list of 

more than 20 possible options for how we might evaluate how urgently a stockpile needed attention. 

After the list was compiled with vigorous participation from the entire group, we returned in a 

subsequent meeting to examine the list and place the choices into common groups. It emerged that 

there was several area: One focused on the reliability of the units (how soon would the mean or some 

percentile of the population reach a critical threshold, the rate of change of reliability, reliability at some 

current or future time, etc). Another group considered availability (reserves relative to current usage, 

additions through acquisition, alternative stockpiles that would provide acceptable substitutes, etc.). 

Other groups focused on the consequences of a shortage of units, and logistical constraints of making 

the units available for service. Once this grouped list of options was available to the team, the next stage 

involved determining what data were available to quantify these criteria and how they could be 

translated into a precise qualitative metric. For some criteria, there was insufficient data available. For 

others, the qualitative information could be converted to an expert score with carefully defined criteria. 

For other criteria, a quantitative metric could be calculated or estimated. After there was clarity on 

available metrics for the different aspects of the problems, it was more straightforward to look for 

duplicate summaries, gaps in information that was deemed important to the decision‐making process, 

and then select a primary and secondary set of metrics on which to focus. This process changed the 

course of the resource allocation exercise: It encouraged engagement of all members of the team, since 

multiple criteria could be discussed and considered. It encouraged broader interpretation of the goal of 

the study with more realistic assessment of what a successful outcome would be.  It allowed evaluation 

of the impact of multiple aspects of the stockpiles to be considered and compared when identifying 

candidates for additional resources. 

In Multiple Response Optimization (example 4) scenarios, there are often many measurements 

that are taken when an experiment is run. Some are the focus of the study, while others might be 

collected simply because it is straightforward and inexpensive to gather that data. In these cases, it is 
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important to think about how to divide the responses into primary and secondary priorities, since trying 

to optimize across more than a moderate number of alternatives can often lead to overall mediocre 

performance. In addition there may be several metrics that summarize similar characteristics of the 

process being measured. In these cases, it is helpful to think about data quality and select continuous 

responses over categorical ones when possible. 

The Experiment Design Selection (example 3) scenario is often complex. Myers et al. (p. 370, 

2016) describe 11 aspects of a good design, which can be broken into several broad categories. A 

primary consideration is often to estimate model parameters or predict new observations well. This, of 

course, is contingent of having selected an assumed model, which is hoped to be capable of 

summarizing the true but typically unknown relationship between the chosen inputs and the responses 

of interest. Historically, if computer‐generated optimization is being used, then D‐, G‐ and I‐optimality 

(Myers et al., 2016) have been common choices. A second category of criteria could consider evaluation 

of model assumptions such as homogeneity of variance or the choice of model. Next we may wish to 

evaluate how the design would perform in the event that something does not go as planned. Other 

aspects can also include flexibility of implementation or augmentation. Finally, cost (often measured by 

the size of the experiment) is a consideration that is important in most experiments. In sequential 

experimentation, it is helpful to think about conserving budget to have it available in subsequent stages 

of the data collection. Many categories conflict with each other, resulting in trade‐offs when choosing an 

appropriate design. For example, good choices for designs when the model selected is correct differ 

considerably from cases where we are trying to evaluate if the model is correct. Another potential trade‐

off considers balancing if the experiment will run smoothly versus if there might be some complications. 

Finally, design size (cost) trades off with most of the other categories: Larger designs improve 

performance for most of the other categories, but use more resources. 

There are many examples in the literature that illustrate different choices of criteria: Lu, 

Anderson‐Cook, Robinson (2011) use D‐efficiency and two other criteria to balance good estimation 

when the assumed model is correct with protection if the assumed model is not adequate. Lu and 

Anderson‐Cook (2012) consider when good estimation is traded‐off with evaluation of lack of fit and 

good estimation of pure error. Lu and Anderson‐Cook (2014) and Lu, Robinson, Anderson‐Cook (2014c) 

consider good estimation and cost considerations for split‐plot designs where the relative cost of the 

whole plots and subplots vary. Lu, Anderson‐Cook, Robinson (2011) discuss a robust parameter design 

scenario where good estimation of both the mean and variance models is important. Lu, Johnson and 

Anderson‐Cook (2014b) select good screening designs from a catalog of regular and non‐regular designs 

using criteria commonly associated with supersaturated designs. Lu, Li, Anderson‐Cook (2015) balance 

consumer’s and producer’s risk with the probability of passing the test and test size for designing a 

demonstration test. Lu, Chapman, Anderson‐Cook (2013) consider good estimation of system and sub‐

system reliability when evaluating which of several different data types with different associated costs 

to collect from a complex system. In each of these cases, the criteria were carefully matched to the goals 

of the study and the experts’ confidence in the assumed model. 

Throughout my career, I have encountered many experimenters who have been given an 

“optimal design”, but when questioned about it, they were at a loss to say over which criterion it was 

optimized. First, I believe that optimizing over a single objective is almost always too simplistic a solution 

for most design of experiment scenarios, and second, too often “standard choices” are made about 
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what the right criterion should be and the assumed model on which it is based. As shown in the next 

section, there are tools available that allow a tailored choice of criteria to be made that provide a good 

match for the important criteria for each particular study. Anderson‐Cook (2013) discusses some of the 

thought process for choosing between criteria and choosing the right number of criteria over which to 

formally optimize. 

 

5. Tools for identifying contenders and comparing alternatives 

  In the process for decision‐making involving multiple criteria, there are two areas where tools 

can be highly beneficial to the process: The first involves having an efficient way of objectively 

eliminating non‐contenders from further consideration, while allowing the decision‐maker to see what 

viable choices are available. The second focuses on strategies and visualization tools for subjectively 

choosing between the contenders that best match the specific priorities of the study. 

 

5.1 The Pareto Front for Identifying Contenders 

  A key component of multiple criterion optimization is to separate the idea of objectivity and 

subjectivity, and be aware of choices that introduce subjectivity into the decision‐making process. In this 

first stage of the process, the goal is to remove irrational candidate solutions from further consideration. 

This fits in nicely as part of the Reduce stage of DMRCS, where after making strategic choices about 

which criteria are important in the decision, the decision‐maker wants to remove candidates that should 

not be considered viable. For example, if the decision involves a trade‐off of minimizing cost versus 

maximizing quality, then we should never consider (i) a higher priced option that is lower quality, (ii) a 

higher priced option with the same quality, or (iii) an equivalently priced option with lower quality. 

Hence, we can define the Pareto set as the set of candidates that are non‐dominated by any other 

solution. A dominated solution is one where there is at least one other solution that has criterion values 

at least as good as the dominated solution for all criteria, and strictly better for at least one criterion. 

Sun et al. (1997) used the terminology of “admissibility” to match the non‐dominated definition in the 

Pareto front literature. The Pareto front is the set of criteria values for the candidates in the Pareto set. 

The Pareto front gives the range of criterion values of rational choices from among which the decision‐

maker should select a final solution, conditional on there being agreement on the criteria being used. 

The DMRCS process facilitates first deciding what criteria are important, and then later looking at the 

particular solutions in this context. Separating the choice of criteria from identifying which solutions look 

best under a set of criteria helps avoid the post‐hoc rationalization of “a favorite solution” by selecting 

criteria to make it a legitimate choice. 

  For example, consider trying to select a best option based on maximizing two criteria, C1 and C2, 

from among the 20 solutions shown in Table 1. Figure 1 shows the plotted responses, with the ideal 

solution being located in the top right corner of the plot. As is typical, none of the 20 solutions, 

simultaneously maximize both C1 and C2, and hence there are trade‐offs needed between the two 

criteria. When we construct the Pareto front, we find that there are only 4 candidates (shown with solid 

circles in Figure 1 and in bold in Table 1) that are not dominated by others. For all of the other 16 

candidates, there is at least one of the solutions on the Pareto front that dominates it. For example, 

candidate 4 (4,0.6) is dominated by 3 (4,0.9), 10 (6,0.7) and 19 (9,0.6). Candidate 15 (8,0.4) is dominated 

by 19. By constructing the Pareto front, we have eliminated 16 of the candidates from further 
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consideration, and have full reassurance that unless we change the criteria used for the decision, the 

eliminated candidates are not viable. 

  The definition of the Pareto front and constructing it from a list of candidates remains 

straightforward for any number of criteria using software available in JMP (2014) or R (available from 

the author by request). 

 

Table 1: Candidate solutions          Figure 1: Pareto front of solutions 

             
  When there is no fixed set of candidate solutions readily available, then populating the Pareto 

front requires additional effort. In the case of example 4 (Multiple Response Estimation) it is possible to 

evaluate the estimated response surface equations at all locations of an identified grid of input 

combinations across the region of operability. The finest or coarseness of the grid should be based on 

practical considerations of what precision there is in setting the input factors. See Chapman et al. 

(2014a) for more details and an example. Since the estimated response surfaces have associated 

uncertainty, the Pareto front will change based on parameter estimates. Chapman et al. (2014a, 2014b, 

2015) discuss a variety of strategies for incorporating this uncertainty into the Pareto front summaries 

and consider its impact. 

  For Experiment Design Selection (example 3), a search algorithm can be highly beneficial as the 

possible number of designs becomes very large for even a moderate sized design scenarios.  Lu and 

Anderson‐Cook (2013) describe the PAPE (Pareto Aggregating Point Exchange) algorithm that can find 

and add candidate designs to the Pareto front for flexible design criteria. This algorithm assumes that 

the user has a specified design region with a set of candidate points from which to select. What 

distinguishes the algorithm from standard point exchange approaches based on a single criterion is (1) 

the choice of how to determine when to update current solution with a new improved option, and (2) 

every candidate design that is create is considered for inclusion on the Pareto front.  

Expanding point (1), when there is only a single criterion, it is straightforward to determine if a 

new solution is an improvement over the current one. However, when there are multiple criteria, it is 

less obvious how to proceed. The PAPE algorithm uses a desirability function approach for combining 

the criteria into a single score to determine when an improved solution has been found. The search 

algorithm uses a variety of weights spread throughout the set of all possible weights to encourage 

populating the entire Pareto front. Lu, Anderson‐Cook and Lin (2014a) suggest some modifications to 
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streamline the search process if only a portion of the possible desirability function weights are of 

interest. 

The second modification to the algorithm (2) means that as the point exchange algorithm is 

implemented, each new candidate design is considered for inclusion on the Pareto front. Frequently a 

time‐consuming part of the algorithm is evaluating the criteria for each candidate, and once this is done 

there are little additional resources required to determine if it is dominated by current solutions or not. 

Hence for each random start of the PAPE algorithm, multiple solutions can be added to the Pareto front, 

which can greatly speed the search process. 

The algorithm can be adapted depending on whether there are secondary criteria that will be 

considered when making the final decision. If only the criteria that are used in the search algorithm are 

to be used, then ties (those solutions with exactly the same values for all criteria) can be ignored with 

only one candidate for each set of values retained. If there are secondary criteria are also being 

considered, then it is important to have provisions in the search algorithm to retain all solutions with the 

same primary criteria values as they may differ on the secondary criteria. 

The Pareto front is the natural starting point for decision‐making for multiple criterion 

optimization, because it has several advantages: 

(a) Pareto fronts can be constructed for any number of quantitative criteria. 

(b) Non‐contenders can be removed from discussion, since undisputed alternatives exist that 

are superior for the identified criteria. 

(c) The construction of the Pareto front is completely objective. 

(d) The Pareto front reduces the number of solutions that needs to be considered, making the 

problem more manageable. 

(e) The range of values for each criterion from the Pareto front can help shape discussion about 

the degree of trade‐off between the different alternatives, before starting to consider 

individual solutions. 

In the next section, we consider different alternatives about how to evaluate contenders on the Pareto 

front based on the priorities of the decision. 

   

5.2 Strategies for Subjectively Choosing a Best Solution 

  After the initial objective stage of constructing the Pareto front, a reduced number of 

candidates are available for more detailed consideration in the decision‐making process. The main 

difficulties in evaluating which solution on the Pareto front is best for a particular study are (1) the 

criteria are often measured on different scales and hence are difficult to compare directly, (2) different 

decision‐makers attach different priority to the individual criteria, and (3) decision‐makers may follow 

different paths to their decision‐making. To accommodate these challenges, Lu, Anderson‐Cook and 

Robinson (2011) proposed clear articulation of the subjective choices made to increase the transparency 

of the process, and using a variety of graphical summaries that allow exploration of different decision‐

making strategies and priorities. Myer, Montgomery, Anderson‐Cook (Ch. 7, 2016) describe some of the 

tools available. Depending on the dimension of the problem (i.e. the number of criteria under 

consideration), the tools may need to be adapted.  

  Since decision‐makers can follow different thought processes when comparing potential 

solutions, it is helpful to provide several tools for visualizing the data. Initially it can be helpful to look at 
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pairwise scatterplots of the Pareto front (similar to Figure 1), with a plot for each pair of criteria. This is 

helpful for evaluating the degree of trade‐off between the criteria, as this can differ for various pairs of 

criteria. For some pairs it may be possible to nearly achieve the optimal value for both criteria 

simultaneously, while for other harsh sacrifices may be needed from one criterion to improve the other. 

Understanding these relationships can help guide decision‐making and also help multiple decision‐

makers realize that all stakeholders may not be able to have everything that they want. One potential 

approach, called the threshold approach, orders the criteria by importance and sequentially imposes 

acceptable thresholds for each. For the simple example in Figure 1, we might say that we want to 

maximize C1 conditional on C2 being at least 0.5. For this set of choices, the best solution would be 

candidate 19 (9,0.6). Alternately, we may want to maximize C2 conditional on C1 being at least 6, 

leading to candidate 10 (6,0.7). If more than 2 criteria are considered, then constraints are needed for all 

but one of the criteria. Note that whether we consider the complete set of data, or just the Pareto front, 

the identified solutions from the threshold approach are always located on the Pareto front. This 

approach is appealing in that it uses the data in its original units and hence the natural interpretation of 

the criteria is preserved. Disadvantage of this approach include that it is quite dependent on the order 

that the criteria are considered, and when there are multiple criteria it is quite common to end up with a 

null set of choices if the constraints considered are too ambitious. In discussing this with different 

decision‐makers, there appears to be little agreement about whether to start or finish with the most 

important criterion. It can be helpful to experiment with several different orders of criteria thresholding 

to evaluate the robustness of the selection process. 

  An alternative to the threshold approach utilizes desirability functions (Derringer and Suich, 

1980) to combine the criteria into a single desirability function score. The first stage involves translating 

each criterion onto a common scale (frequently [0,1], where 1 is most desirable and 0 is least desirable). 

If done thoughtfully, similar desirability scores for different criteria can be thought of as comparable. 

Next, a functional form is chosen to combine the scaled criteria into a single score for each of the 

candidates on the Pareto front. Common choices include additive (	 ∑ ) and multiplicative 

forms ( ∏ ), where i indicates the ith criterion and j indicates the jth candidate solution. 

Finally, the weights ( ) are chosen to quantify how much to emphasize each criterion.  There are 

several subjective aspects to this approach, which give reason to use it thoughtfully and with awareness 

of where subjectivity can have an impact. The translation from original units to the desirability scale 

requires care in that the best and worst values from the Pareto front might span “excellent to terrible” 

for one criterion, but “excellent to moderate” for another. If not done thoughtfully, then the induced 

desirability value of 0 can have very different impacts on the final choice. The additive combination of 

individual scores is more tolerant of poor results from any particular criterion as a very high score from 

other criteria might overcome this disadvantage. The multiplicative form penalizes a zero or near zero 

desirability score more severely. The weights in the desirability score are often difficult to precisely 

quantify and might be better considered as ranges. All of these subjective elements can be varied with 

repeated analyses to assess the robustness of the decision to these choices. An advantage of this 

approach is that it encourages the upfront choice of these subjective pieces, before specific solutions 

are identified. This can encourage more straightforward discussion among decision‐makers with 
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different priorities. A disadvantage of the approach is that it disguises the original criteria values, and if 

not performed thoughtfully can lead to a “black‐box” feel to the solutions.  

  Once the desirability function structure has been selected, then there are a number of graphical 

summaries that can be used to highlight some of the top choices as well as their strengths and 

weaknesses. These plots can facilitate discussion among decision‐makers and showcase the trade‐offs 

between alternatives. It is also possible to combine these plots with scatterplots of the original values to 

remain grounded with their original scales. Some of the plots to consider include: 

a. Trade‐off plot – a single overlaid line plot with one line for each criterion that shows their 

desirability scores for all top solutions (Lu et al., 2011) 

b. Mixture plot – a single plot showing which solution is best for all weight combinations of the 

desirability function (Lu et al., 2011) 

c. Synthesized efficiency plot – one plot for each potential solution that summarizes how well it 

performs relative to the best available option at any particular weight combination of the 

desirability function (Lu and Anderson‐Cook, 2012) 

d. Fraction of Weight Space (FWS) plot – a single plot with a line for each potential solution which 

summarizes the synthesized efficiency values across the range of weights of interest (Lu et al., 

2013 and Lu et al., 2014a) 

e. Input Grid plot – a single plot of input combinations for the multiple response optimization 

scenario that highlights which locations of the design space appear on the Pareto front 

(Chapman et al., 2014a and 2014b)  

f. Desirability‐Weight‐Input‐Volume (DWIV) plot – a set of linked plots for the multiple response 

optimization scenario that highlights the top solutions’ desirability scores (similar to a trade‐off 

plot), range of weights for which it is best, input factor values and fraction of volume for which 

the solution is optimal (Lu et al., 2016). This plot is particularly helpful when the dimensionality 

of the problem becomes larger.  

  

We return now to the examples to highlight some of the choices that were made about how to 

facilitate the decision‐making process. For the Munition Reliability Modeling example (example 1), it is 

possible to consider several competing model selection metrics (such as AIC, BIC, DIC, Median Posterior 

Model or Prediction‐Based criteria) to identify a top subset of contending models (Anderson‐Cook et al., 

2015). In this case, the role of expert opinion is particularly important to incorporate since there were 

multiple models that were very close in performance based on the metrics. Plots of reliability as a 

function of age and the other explanatory variables allowed the subject matter experts to see the 

estimated reliability patterns. This showcased the relationship between potential explanatory factors 

and reliability. Based on current scientific and engineering understanding, the experts were able to 

identify top models that best matched expected patterns as well as gain understanding about newly 

revealed patterns. Here the screening process of using model selection metrics was used to identify a 

manageable number of models to investigate further with the experts. 

The Stockpile Maintenance Prioritization example (example 2) sought to identify the top N 

stockpiles that most urgently needed monitoring and maintenance resources. Burke et al. (2016) 

modified some of standard Pareto front graphical summaries to look at layered Pareto fronts. This 

enabled the subject matter experts to see which stockpiles were identified as most urgent for any set of 
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desirability function weight combinations of reliability, availability and consequence. The elimination of 

a large fraction of the stockpiles from consideration, based on them never being in the top N for any 

weight combination helped to streamline the discussions. The multiple experts involved in the decision‐

making had widely differing priorities, but the graphical summaries helped to facilitate discussion and 

guide a consensus set of choices. 

At LANL, we are frequently involved in designing important high consequence experiments. One 

of the benefits that we have realized with the multiple criteria optimization approach has been 

improved engagement in the design selection process. With it comes an increased responsibility for the 

statisticians to provide accessible descriptions of different possible metrics and how to interpret the 

values of these metrics, but the discussions about which metrics to use has often led to improved 

understanding of study goals and priorities. The ability to adapt the Pareto front search methods for 

different design metrics has been important, because as noted in the previous section, a wide variety 

have been used in different experimental scenarios. Once a smaller subset of potential designs have 

been identified, we have been pleased with the detailed discussions that we have had with the decision‐

makers about which choices suit their needs best. In many cases, top contenders were compared using 

secondary criteria to help guide the final choice. In addition, we have noted increased feeling of 

ownership about the final design and greater understanding and appreciation that the right design has 

been selected. 

Example 4 (Multiple Response Optimization) is a very common scenario resulting from designed 

experiments. Given the economic and time resources needed to run experiments, it is typical to collect 

data on multiple responses. Traditional approaches such as overlaying contour plots or using 

constrained optimization have several shortcomings: First, they are difficult to implement as the 

dimension of the input space and/or the number of responses increases. Second, they aim to provide a 

single best location in the design space, rather than providing alternatives that allow for understanding 

of different regions of good performance. Perhaps the most important weakness of some traditional 

approaches is their inability to incorporate the response uncertainty into the decision‐making process. 

The Pareto front approach suggested in Chapman et al. (2014a and 2014b) provides potential strategies 

for considering this uncertainty directly. Chapman et al. (2014a) considers both the mean model based 

on the point estimates of the response surface model parameters, as well as a worst case predicted 

value. The Pareto fronts and suggested input combinations can then be compared to check for 

robustness as well as providing more realistic summaries about what performance is likely once a given 

solution is implemented. Chapman et al. (2014b) use simulations based on the distributions of the 

estimated model parameters to provide summaries of differences in the Pareto fronts identifies as well 

as the range of response values. This exploration allows for greater understanding and reveals how 

different amounts of variation in the responses can impact robustness. 

There are many other scenarios where the formal structure of the DMRCS process can help to 

guide decision‐makers as they consider how to balance multiple competing objectives. The framework is 

general enough to allow great flexibility and accommodate differences in priorities. 

 

6. Conclusions 

  Playing a larger role in the decision‐making process provides challenges for statisticians, but 

there are potentially substantial rewards, both for us but also for all those involved in the decision. First, 
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when we engage in identifying the right criteria to focus on, and have good supporting tools to identify 

and compare the multiple alternatives that match those criteria, we have the opportunity to make a 

better decision. With a systematic approach, there can be consensus about what aspects are important, 

and understanding of what inherent trade‐offs are necessary when considering a chosen collection of 

goals. By examining multiple contenders, we gain a deeper understanding of what is available, and how 

neighboring solutions are related to each other. With this understanding, we are able to carefully 

consider what is important, what trade‐offs we are willing to make and what is the best choice for our 

priorities. As a result, we are likely to end up with a better solution and also have deeper appreciation 

for why it is the right choice. By having participated in a process where active engagement and weighing 

of alternatives was required, the decision‐maker has greater buy‐in on the final choice and is prepared 

to defend the choice in a much more compelling way. 

  When multiple decision‐makers are involved in the selection of a final choice, the discussion 

facilitated by having multiple alternative to compare based on quantitative metrics can lead to improved 

opportunity for consensus, when it becomes apparent that everyone cannot get what they want. In 

addition, since group dynamics are guided by a formalized process, there is a greater opportunity that 

the most persuasive person does not get their choice, and that the decision remains data‐driven.  

  I think there are still many opportunities for additional quantitative and graphical tools to be 

developed to suit different decision‐making styles and preferences (Anderson‐Cook, 2015). This is an 

area where statisticians have much to offer, and we should not be deterred by the subjective aspects of 

the process, as participation in the decision‐making process can elevate the prestige of statisticians and 

allow them to inject quantitative data‐driven aspects in an essential part of the business process.   
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What Is Behavioral Big Data

Big Data has become available in many fields due to
technological advancement in measurement and storage.
The term Big Data can now be found in almost any field,
including manufacturing, engineering, the physical and
life sciences, business, and more recently in the social
sciences. As [Hoerl et al., 2014] comment, “Big Data
is here to stay, and is revolutionizing business, industry,
government, science, education, medicine, and virtually
all aspects of society.”

The focus of this paper is the types of data, stud-
ies, and applications that capture human actions and
interactions at a new level of detail. Such studies and
applications are quickly growing in industry as well as
in academic research. I call this new data type Behav-
ioral Big Data (BBD), to highlight its focus on human
behavior, and the novelty of its scale. The combination
of “behavioral” and “big” create challenges and opportu-
nities for statisticians and data miners, especially since
the great majority of researchers in these communities
are not trained in the behavioral sciences.

BBD Is a Special Kind of Big Data
BBD is different from other types of Big Data in a funda-
mental way: it captures people’s actions and interactions,
their self-reported opinions, thoughts, and feelings that

pertain to their day-to-day life. This is different from Big
Data collected on items and products (such as in manu-
facturing or engineering), as the human aspect involves
issues of intention, deception, emotion, reciprocation,
herding, and other human and social aspects. In many
cases, people are aware that BBD is collected about them.
They therefore might modify their behaviors accordingly,
such as to avoid legal risks, embarrassment, or unwanted
solicitation.

BBD offers a valuable addition (and sometimes al-
ternative) to surveys, case studies, interviews and other
traditional social science data collection methods that
aim to capture human intentions, feelings, and thoughts.
BBD therefore holds the promise to transform our un-
derstanding of individuals, communities, and societies.

BBD Is Different from Medical Big Data
What is common to medical big data and behavioral big
data is that they involve human subjects. However, there
are two fundamental differences between the two:

1. Medical big data is focused on physical measure-
ments. Advances in technology allow cheap and
accurate measurements of various physical phe-
nomena using wearable devices such as watches
that measure activity and heartbeat and bathrobes
that measure a person’s temperature (Hunter, 2013,
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https://youtu.be/YwNqAd1N0Ho). The human
genome project has big data at the DNA-level
of humans. In contrast, BBD includes data on
people’s daily actions and interactions, as well as
self-reported feelings, opinions, and thoughts.

2. Medical data that arises from large clinical trials
is fundamentally different from large-scale behav-
ioral experiments: the subjects of the experiments
in clinical trials are aware that they are part of
an experiment and have a vested interest in being
part of the experiment. In contrast, subjects of
behavioral experiments in the age of BBD are of-
ten unaware that they are part of an experiment.
And in many cases, the experiment is aimed at
helping the company, sometimes at the expense
of the individual. In other words, unlike clinical
trials, in large-scale behavioral experiments there
usually is no direct value for the subjects.

BBD on Citizens and Customers
Governments and companies have long realized that data
on human behavior can help them make better decisions.
The technological ability to collect, store, and analyze
detailed behavioral data on many individuals, and its
usage by governments and companies has been widely
discussed in the context of privacy and confidentiality
([Fienberg, 2006]). BBD has been long used by govern-
ment agencies, who collect and analyze BBD for secu-
rity, law enforcement, and other reasons. Today, many
major cities have cameras and sensors that record traffic
and human activity. Police and security departments use
such data for crime detection; transportation departments
use the data for managing traffic lights, issuing speeding
tickets, and charging for road usage.

Another organization that has been collecting BBD
for a long time are telecommunication companies. Tele-
coms have enormous databases that contain metadata
about each call made: its origin and destination, call du-
ration, time stamp, and more. Banks have information on
individuals’ complete financial activity, including ATM
withdrawals, loan payments, salary deposits, bill pay-
ments, and more. Similarly credit card companies have
information on every purchase the card holder performs
as well as bill payment activity.

Hypermarkets and large chain stores have also long
joined the BBD wagon, collecting detailed information
about individual purchases and individual customers.
They have been one of the earliest users of BBD for

marketing purposes.
As tracking technology advances, more BBD types

become available. For example, some insurance compa-
nies in the United States offer Usage-Based auto insur-
ance (UBI) schemes, which rely on telematics informa-
tion collected by a device in the car. The device collects
information about driving habits, thereby giving the in-
surance companies access to driving BBD on all their
insured drivers.

A major technology leading to the availability of
BBD to many more (and smaller) companies, is the In-
ternet. Companies and other organizations that offer
online platforms, such as e-commerce, gaming, search,
and social networking sites, obtain large amounts of user
generated data. This data is typically unsolicited and
includes micro-level details on the user’s activities. The
data consists of information actively and often voluntar-
ily entered by the user, such as personal details, photos,
comments, messages, search terms, bids in auctions,
payment information, and connections with “friends”,
as well as passive footprints such as the duration they
spent on the website, what pages were browsed, in what
sequence, the website that referred them to the website,
the Internet browser and operating system used, location,
and IP address. Websites that require the user to login,
or those that use the technology of cookies, can collect
longitudinal data on their users.

As more human activities go online, new types of
BBD become available. With the growth of online edu-
cation, there is now an abundance of BBD on students
who participate in online courses. Companies such as
Coursera, EdX, FutureLearn and other platforms that
offer online courses, have data on every participant who
has taken a course: which pages were viewed, what ma-
terial was downloaded, how long a video was played,
their quiz results, posts on a discussion board, and more.
Personal relationships have also gone online: dating
websites (e.g., match.com) and marriage matrimonial
websites (e.g., www.shadi.com) collect rich information
about their users and their activities on the website. As
drivers now use mobile phones in cars, apps such as
Waze use the information from drivers’ phones to map
traffic and provide drivers with the traffic situation and
suggested routes.

We note that most of the companies that have BBD
were not created for the purpose of generating BBD.
Instead, their business model was based on providing
a service. They later discovered that the BBD in their
possession is one of their most valuable assets. This is
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true even for mega-BBD-owners such as Google, which
started out as a provider of web search capabilities.

BBD on Employees
Industrial statisticians have contributed greatly to ad-
vances in analyzing data from manufacturing environ-
ments. In his paper “Industrial statistics: The challenges
and the research”, [Steinberg, 2016] emphasized the
importance of real-world industrial problems for stim-
ulating valuable statistical research, and the decline in
such work in recent years. He mentioned Big Data, data
science and industry as a critical frontier where statisti-
cians are mostly absent.

Steinberg mentioned the marked shift of Western
economies from manufacturing to services in the last
30 years. Such a shift is also engulfing many Asian
economies, such as India, which has become a giant
provider of back-end services. The move from prod-
ucts to services has led to the availability of BBD on
employees: the service and service provider are now
the subject of measurement, quality control, and quality
improvement. Service provider companies now have
large datasets on their employees and the service each
employee provided. For example, call centers have in-
formation on each call taken by an operator (“this call
may be monitored”), used for purposes of quality con-
trol and productivity improvement. Many companies,
governments and other organizations use Electronic Per-
formance Monitoring (EPM) systems that record and
even monitor employee behaviors: web surfing, e-mails
sent and received, telephone use, video surveillance for
security purposes, storage and review of computer files,
video recording of employee job performance, recording
and review of telephone conversations, and storage and
review of voice-mail messages [Moussa, 2015].

Mobile devices now enable easy recording of “of-
fline” service encounters that are not conducted on the
web or by phone. For example, the Taiwan-based com-
pany iChef (www.ichef.com.tw) provides restaurants
with a mobile Point-of-Sale (POS) solution for easier
handling of the restaurant’s operations. The restaurant
staff use iPads to manage everything from the waitlist of
arriving customers, to seating, taking orders, coordinat-
ing with the kitchen, and finally handling payment and
accounting. iChef therefore has BBD on the restaurant
staff and on consumers1.

1iChef and NTHU’s Institute of Service Science have recently
partnered on a large-scale research project called “small restaurants,
big data”.

In an effort to improve service, some taxi companies
(e.g., Meru Cabs in India, www.merucabs.com) monitor
their drivers’ locations and share the location with the
customer, for purposes of safer rides and reduced uncer-
tainty about pickup time. Such information results in
BBD about the drivers: the routes they have taken, the
speed traveled, etc.

BBD on Self
With the now trendy wearable technology (“fashion elec-
tronics”) such as activity trackers, heath and fitness de-
vices, and the ubiquity of mobile phones, a new source
of BBD is the Quantified Self (QS). QS involves ordi-
nary people recording and analyzing numerous aspects
of their lives to understand and improve themselves
([Fawcett, 2016]). QS is more than simply medical data,
because on top of data from physical measurements (e.g.,
heartbeat and sleeping cycles) it also includes cognitive
measurements (response time), self-reported food con-
sumption, mood, stress levels, and more. Such measure-
ments make QS part of BBD. Users often upload their
data to apps that help them make sense of the data. Thus,
QS BBD is also available to providers of such apps.

The examples given in this section aim to give a
flavor of the types of information now available to com-
panies, and the ease with which BBD can now be col-
lected by large and small enterprises and organizations
and even individuals.

Research Using Behavioral Big Data
The availability of BBD in many new areas of daily
life has enabled researchers in the social and behav-
ioral sciences to examine new phenomena as well as
to re-examine old phenomena with better data. How-
ever, because handling large amounts of data requires
some technical capabilities and expertise, research using
BBD has progressed fastest by those with a technical
background. Two such communities are the information
systems and marketing areas, typically housed in a busi-
ness school, where researchers have mixed backgrounds,
from computer science and engineering to economics
and behavioral sciences. A third community is computa-
tional scientists in computer science departments or in
corporate research labs such the “computational social
science” group at Microsoft Research, which comprises
of members with computer science and social sciences
backgrounds. What makes the BBD research of these
communities different from other research using Big
Data, is that the research questions themselves are about
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human behavior. Because of the close ties of such com-
munities to industry, research is often geared towards
advancing company goals.

[Watts, 2013], principal researcher at the computa-
tional social science group at Microsoft Research, de-
fined the field of computational social science and its
challenges:

There’s been surprisingly little progress on
the “big” questions that motivated the field
of computational social science... Of the
many reasons for this state of affairs, I con-
centrate here on three. First, social science
problems are almost always more difficult
than they seem. Second, the data required
to address many problems of interest to so-
cial scientists remain difficult to assemble.
And third, thorough exploration of complex
social problems often requires the comple-
mentary application of multiple research tra-
ditions — statistical modeling and simula-
tion, social and economic theory, lab ex-
periments, surveys, ethnographic fieldwork,
historical or archival research, and practi-
cal experience — many of which will be
unfamiliar to any one researcher.

Examples of BBD Studies
To give the reader an idea about types of research topics
conducted by researchers using BBD, we briefly de-
scribe a few studies recently published in top journals
in management, information systems, economics, and in
Science.

Example 1: Consumption in Virtual Worlds
[Hinz et al., 2015] studied whether conspicuous con-
sumption represents an investment in social capital, by
analyzing the digital footprints of purchases and social
interactions in different virtual worlds. Specifically, they
used BBD from two virtual world websites. The first is
Habbo, which offers a place to meet new and existing
friends and play simple games (Habbo receives more
than five million unique visitors per month on average,
with an average visit duration of 41 minutes). The sec-
ond website is a newer Massively Multiplayer Online
Roleplaying Game (MMORPG), similar to Habbo. The
authors conducted an experiment on this newer web-
site in collaboration with the company2. This study re-

2In the acknowledgments, the authors thank Sulake Corporation
for the provision of data.

lied mostly on the social networks information between
friends. The authors relate to research in sociology and
state that they aimed to answer an age-old sociology
question with new BBD data:

Conspicuous consumption affects anyone
who cares about social status; it has intrigued
sociologists and economists for more than
100 years. The idea that conspicuous con-
sumption can increase social status, as a
form of social capital, has been broadly ac-
cepted, yet researchers have not been able
to test this effect empirically.

Example 2: Anonymous Browsing in Online Dating
Sites
[Bapna et al., 2016] studied the effect of anonymous
browsing on user behavior and matching outcomes in
online dating websites. The authors partnered with one
of the largest dating websites in North America, and ran
an experiment to test the effect of anonymous browsing.
They analyzed BBD on 100,000 users that included infor-
mation from the users’ profiles as well as their behavior
on the website (browsing, messaging, etc.). The authors
aimed to answer new questions about human behavior,
which arise due to new technologies. They note:

The growing popularity of online dating
websites is altering one of the most fun-
damental human activities: finding a date
or a marriage partner. Online dating plat-
forms offer new capabilities, such as exten-
sive search, big data–based mate recommen-
dations, and varying levels of anonymity,
whose parallels do not exist in the physical
world... Our work fits under the broader
umbrella of emerging research examining
the societal impact of the new generation
of big data–enabled online social platforms
that connect people who either know each
other or would like to know each other.

We note that here too, the authors related their work to
social science theories, as can be seen by the citations to
papers in journals in psychology, sociology, economics,
and more.

Example 3: Social influence in Social News Web-
sites
[Muchnik et al., 2014] used BBD from a social news
aggregation website where users contribute news articles,
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discuss them, and rate comments. They studied the
effects of social influence on users’ ratings and discourse
on the website. They addressed an important research
question using data from the new online context:

The recent availability of population-scale
data sets on rating behavior and social com-
munication enable novel investigations of
social influence... The data therefore pro-
vide a unique opportunity to comprehen-
sively study social influence bias in rating
behavior.

Example 4: Impact of Teachers on Student Outcomes
using Education and Tax BBD
[Chetty et al., 2014] combined BBD from administrative
school district records and federal income tax records to
study whether high value-added (VA) teachers improve
students’ long-term outcomes. The question of the long-
term impact of teachers on student outcomes has been of
interest in economic policy. The novelty of this study is
its use of BBD, which includes many life events such as
test scores, teachers, demographics, college attendance
and quality, teenage pregnancy, childbirth, earnings, and
more3.

Example 5: Online Consumer Ratings of Physicians
In the context of health providers, [Gao et al., 2014] stud-
ied a question related to the new phenomenon of online
ratings of service providers: how consumer-generated
ratings of physician quality reflect the opinions of the
population at large. They compared a large BBD of
online reviews against an offline BBD, and stated the
novelty of this approach:

A distinctive feature that differentiates this
study from prior work is a unique dataset
that includes direct measures of both the of-
fline population’s perception of physician
quality, and consumer generated online re-
views. These data allow us to examine how
closely the online ratings reflect patients’
opinion about physician quality at large.

Example 6: Emotional Contagion in Social Networks
In collaboration with Facebook, researchers from Cor-
nell conducted an experiment that manipulated the extent
to which users were exposed to emotional expressions in

3Despite the authors claim “We find that teacher VA has substan-
tial impacts on a broad range of outcomes”, the reported magnitudes
are practically insignificant and in my opinion far from substantial.

their Facebook News Feed ([Kramer et al., 2014]). The
authors showed that emotional states can be transferred
to others via emotional contagion, leading people to
experience the same emotions without their awareness.

These examples are a small (and biased) sample in
the now growing BBD-based literature. The aim is to
show the diversity in the sources of BBD, the types of
questions asked, and the venues in which the work is
published4.

Questions Asked Using BBD
BBD Studies in Academia
The studies presented in the previous section illustrate
different types of questions asked by researchers using
BBD. Five of the examples examined a causal research
question. The study by [Gao et al., 2014] asked a de-
scriptive question (“How do Online Ratings Reflect Pop-
ulation Perceptions of Quality?”).

In the social sciences literature, causal questions are
the most common. It is therefore not surprising that
many of the BBD studies are causal in nature. Among
causal BBD-based studies, some examine age-old ques-
tions with the newly-available BBD – e.g., whether con-
spicuous consumption represents an investment in social
capital ([Hinz et al., 2015]), the effect of social influence
([Muchnik et al., 2014]), and the impact of teachers on
student outcomes ([Chetty et al., 2014]) – while others
identify and ask new questions, often related to new tech-
nological capabilities and their effect on behavior – e.g.,
the effect of anonymous browsing in online dating sites
([Bapna et al., 2016]) and the impact of broadband at
school on student performance ([Belo et al., 2013])5.

One challenge faced by non-statistician researchers
conducting explanatory and descriptive modeling with
statistical models is scalability. Technically, running re-
gression models on very large high-dimensional samples
is resource and time consuming, and is often solved by
brute-force computation with more powerful computing
power. Methodologically, researchers trained in classi-
cal statistical inference continue to rely on p-values for
drawing conclusions, a practice that is misleading at best
([Hoerl et al., 2014, Lin et al., 2013]). A related method-
ological issue is multiple testing, that can lead to high
chances of false discoveries, and which becomes much
more acute in the presence of rich, high-dimensional

4The breadth of applications is clearly limited by my own work
environment, and therefore might exclude other areas where BBD
are used for answering social science type questions.

5This study was not described earlier, for brevity.
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BBD.
While predictive modeling is rare in the social sci-

ences ([Shmueli, 2010, Shmueli and Koppius, 2011]),
there do exist BBD studies that ask predictive questions.
These studies are often authored by researchers with
a machine learning background. One example is [Hill
et al., 2006], who used BBD from a large Telecom to
evaluate the predictive value of calls network data to tar-
get marketing. As reported in AdWeek6 (www.adweek.com,
June 28, 2009):

[the researchers] plowed through reams of
the data AT&T collects on phone use. Call-
ing patterns revealed to them that there was
a direct correlation between the connect-
edness of consumers and their purchasing
habits. More specifically, consumers shop
quite a bit like their friends and are more
likely to respond to marketing messages
from a brand a friend uses.

In another study, [Dhar et al., 2014] used BBD from
Amazon.com to create a network between books (based
on user co-purchases) with two predictive purposes in
mind:

(a) does current and past information re-
garding neighboring entities contain predic-
tive information? and (b) do the network’s
structural properties... contain additional
predictive information?

In a third paper, [Junque de Fortuny et al., 2014] studied
to what extent larger data on “low-level human behavior”
leads to better predictive models. Examining nine BBD
in a variety of contexts, from book reviews to banking
transaction, they showed that the marginal increase in
predictive performance of predictive models built from
sparse, fine-grained behavioral data continues to increase
even to very large scale. The authors concluded:

Social scientists have long argued that one
way to circumvent the poor predictive va-
lidity of attitudes and traits is to aggregate
data across occasions, situations, and forms
of actions. This provides an early sugges-
tion that more (and more varied) data might
indeed be useful when modeling human be-
havior data. The implication for predictive

6www.adweek.com/news/technology/connect-thoughts-99712

analytics based on data drawn from human
behaviors is that by gathering more data
over more behaviors or individuals (aggre-
gated by the modeling), one could indeed
hope for better predictions.

BBD Studies in Industry
Companies that own BBD do not always have the ca-
pability to analyze their data. BBD must be stored in a
way that makes it accessible and amenable for analysis.
This has been a major challenge for many companies.
Companies that have made the leap into analysis-enabled
BBD, have used a variety of methods to try and derive
actionable insights. The first step into analytics is typ-
ically creating visual dashboards that give a picture of
“what is happening” using summaries and charts - called
business intelligence. The next step is the use of more ad-
vanced models and methods, most commonly predictive
analytics and data mining algorithms, termed business
analytics.

Predictive analytics generate predicted values at the
individual observation level and have been used by com-
panies for personalization, for various purposes such as
increasing the duration a user spends on a website and
increasing the number of purchased items. Personal rec-
ommendation engines are common on almost every type
of website, from e-commerce to news sites, to social
network sites, and beyond.

In the previous section we described several studies
conducted by academic researchers in collaboration with
companies, where the question asked was a scientific one
and the study was published in academic journals. We
now focus on studies conducted by companies for eval-
uating or improving their products, service, operations,
etc. for the eventual purpose of increasing profit.

A famous recommendation system study by a com-
pany is the Netflix Prize contest, which took place in
2006-2008. At the time, Netflix was the largest movie
rental company in North America, which provided DVDs
by mail to members. The company’s goal behind the
contest was to improve their movie recommendation sys-
tem. They decided to “outsource” the task by conducting
a contest that was open to the public and had a $1 million
prize. For the contest, the company released a large sam-
ple from their BBD on movie ratings by individual users.
The contest concluded with a winning team that included
computer scientists and a statistician ([Bell et al., 2010]).
Interestingly, Netflix wanted to run another round of the
contest, but was forced to cancel following a privacy
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lawsuit accusing them of indirectly exposing the movie
preferences of Netflix users by publishing anonymized
customer data7. While the company’s initial goal for the
contest was to improve their own recommendation sys-
tem, this open contest ended up contributing to research
on recommender systems but not providing an improved
solution, because by the time the contest was over, Net-
flix was shifting from primarily DVD by mail to movie
streaming, rendering the developed algorithm incompat-
ible with their new type of BBD: “it turns out that the
recommendation for streaming videos is different than
for rental viewing a few days later”8.

Another type of personalization studies performed
by companies is choosing which content to display to a
user. [Agarwal and Chen, 2016], who worked at Yahoo!
Research and at LinkedIn, described two such applica-
tions, where the end goal was to serve the “best” content
to users in an automated fashion to optimize metrics such
as user engagement or ad click-through-ratio. They de-
scribe an explore-exploit approach that led to significant
improvement in click-through rates on the Yahoo! Front
page Today Module and the LinkedIn Today Module, as
well as on LinkedIn self-serve Ads.

One of the earliest and still most common types of
company-led studies is aimed at target marketing. This
involves building predictive models, using BBD, for
identifying which customers, employees, transactions, or
other observations to act upon. E-commerce and mobile
commerce companies use targeted marketing to serve
customized offers, discounts, and coupons. A somewhat
extreme example of using change in customers’ behav-
ioral data is the giant retailer Target, who made headlines
in 2012 for its ability to identify when shoppers were
pregnant. They did this by using predictive analytics to
identify changes in shopping habits at early stages of
pregnancy. The controversy apparently started follow-
ing a case where the company’s algorithm was able to
predict a high school girl’s pregnancy before her father
did9.

Some companies with BBD have run experiments
to evaluate new features or to compare strategies. Ama-

7“Netflix Settles Privacy Lawsuit, Cancels Prize Sequel”,
Forbes.com, March 12, 2010.

8“Streaming has not only changed the way our mem-
bers interact with the service, but also the type of data
available to use in our algorithms.” Netflix blog, Apr 6,
2012, http://techblog.netflix.com/2012/04/netflix-recommendations-
beyond-5-stars.html

9www.dailymail.co.uk/news/article-2102859/, from [Hardoon
and Shmueli, 2013]

zon.com was one of the first online companies to mas-
sively use what is known as A/B testing - a two-level
single factorial experiment. In one of their experiments,
they manipulated the price of top-selling DVDs. How-
ever, users discovered the differential pricing scheme,
sounded their anger, and the company discontinued the
experiment and compensated customers10. Amazon.com
continues to carry out A/B tests for studying various
factors, such as new home page design, moving features
around the page, different algorithms for recommenda-
tions, and changing search relevance rankings11.

A/B testing is now also used in political campaigns
to predict who should receive which message treatment.
Campaigns now maintain extensive data on voters to
help guide decisions about outreach to individual vot-
ers. Prior to the 2008 Obama campaign, the practice
was to make rule-based decisions in accord with expert
political judgment. Since 2008, it has increasingly been
recognized that, rather than relying on judgment or sup-
position to determine whether an individual should be
called, it is best to use the data to develop a model that
can predict whether a voter will respond positively to
outreach. This is typically done by first conducting a
survey of voters to determine their inclination to vote
for a certain party or candidate. Given the survey re-
sults, an A/B test is conducted, randomly promoting the
party/candidate to half of the sample. The experiment is
followed by another survey to evaluate whether voters’
opinions have shifted. This combination of A/B test-
ing with predictive models is known as uplift modeling
([Shmueli et al., 2016]).

Obtaining BBD for Research

Open Data and Publicly Available Data
In recent years there has been a growing number of gov-
ernments and agencies making BBD publicly available.
Websites such as data.gov, data.gov.uk, and data.taipei
provide datasets collected by government: traffic acci-
dents, consumer complaints, crimes, health surveys, and
more. data.worldbank.org provides data on economic
growth, education, etc. While this trend and the number
of available datasets has been growing, data are often
not easily available, due to limited APIs, inconvenient
data formats (such as PDF files), and limiting sharing

10“Amazon backs away from test prices”, www.cnet.com, Jan 2,
2002

11“Amazon’s business strategy and revenue model: A history and
2014 update”, www.smartinsights.com, June 30, 2014.
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rules ([Adar, 2015]). Also, many datasets are given at
aggregation levels that do not support BBD research.

A growing number of companies have been making
their data publicly available through simple download or
through APIs. Twitter is probably one of the most heav-
ily used BBD sources for researchers: one can download
all tweets from the last 30 days. Amazon and eBay share
some of their data via APIs. In contrast, Facebook does
not provide data download.

Websites such as UCI Machine Learning Repository
make available many datasets, some BBD. The datasets
are heavily used by researchers in machine learning to
test new algorithms.

A more recent publicly available source for BBD is
data mining contest platforms such as kaggle.com and
crowdanalytix.com. These platforms host contests for
various companies who share a large dataset. Many of
these contests include BBD. Examples include consumer
ratings from the restaurant rating website yelp.com, Hillary
Clinton’s emails, customer bookings on airbnb.com, crimes
in San Francisco, purchase and browsing behavior on
ponpare.jp, restaurant bookings by customers on eztable.com.tw,
and more.

Aside from download and the use of APIs, another
tool commonly used by academic researchers is “web
scraping” - automated programs that collect data from
a website in a methodical way. Some websites disal-
low web scraping from some or all pages, by setting
technological barriers and legal notices. Yet, many web-
sites do tolerate web scraping by researchers, if they do
not overload their servers or scrape massively. [Allen
et al., 2006] discuss legal and ethical issues pertaining
to web data collection and offer guidelines for academic
researchers.

Institutional Review Board (IRB)
Collecting BBD through experiments or surveys typi-
cally requires researchers to obtain approval by an ethics
committee. Academic researchers who conduct studies
on human subjects are well familiar with Institutional
Review Boards (IRB) and the process of obtaining IRB
approval before carrying out a study that involves hu-
man subjects. The IRB is a university-level committee
designated to approve, monitor, and review biomedical
and behavioral research involving humans. In the United
States, any university or body that receives Federal funds
is required to have an IRB. Such “ethics committees”
also exist in other countries with different names. The
IRB performs a benefit-risk analysis for proposed stud-

ies, aimed at assuring that the study will potentially have
a sufficient contribution to justify the risks for the hu-
man subjects involved. Guidelines focus on beneficence,
justice, and respect for persons:

1. Risks to subjects are minimized (beneficence)

2. Risks are reasonable in relation to benefits (benef-
icence)

3. Selection of subjects is equitable (justice)

4. Provisions are adequate to monitor the data and
ensure its confidentiality and the safety of subjects
(beneficence)

5. Informed consent obtained and documented (re-
spect for persons), including assuring information
comprehension and voluntary agreement

6. Safeguards for vulnerable populations (respect for
persons)

We note that minimal risk means that the probability
and magnitude of harm or discomfort anticipated in the
research are not greater in and of themselves than those
ordinarily encountered in daily life or during the perfor-
mance of routine physical or psychological examinations
or tests12.

Considerations Beyond IRB Approval‘
Academic studies that collect BBD through experiments
or surveys are usually required to obtain IRB approval,
and top journals require the authors to confirm that their
study has IRB approval.

We note that the university IRB sometimes does not
require researchers to obtain IRB approval, even when
human subjects are involved. The recent Facebook exper-
iment ([Kramer et al., 2014]) which created controversy
was followed by a note by the editor-in-chief of Proceed-
ings of the National Academy of Sciences (PNAS), the
journal in which the paper was published. The editorial
Expression of Concern stated:

This paper represents an important and emerg-
ing area of social science research that needs
to be approached with sensitivity and with
vigilance regarding personal privacy issues.
Questions have been raised about the prin-
ciples of informed consent and opportunity

12“Code of Federal Regulations”,
www.hhs.gov/ohrp/humansubjects/guidance/45cfr46.html
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to opt out in connection with the research in
this paper. The authors noted in their paper,
“[The work] was consistent with Facebook’s
Data Use Policy, to which all users agree
prior to creating an account on Facebook,
constituting informed consent for this re-
search.” When the authors prepared their
paper for publication in PNAS, they stated
that: “Because this experiment was con-
ducted by Facebook, Inc. for internal pur-
poses, the Cornell University IRB [Institu-
tional Review Board] determined that the
project did not fall under Cornell’s Human
Research Protection Program.” This state-
ment has since been confirmed by Cornell
University. Obtaining informed consent and
allowing participants to opt out are best
practices in most instances under the US
Department of Health and Human Services
Policy for the Protection of Human Research
Subjects (the ”Common Rule”). Adherence
to the Common Rule is PNAS policy, but
as a private company Facebook was under
no obligation to conform to the provisions
of the Common Rule when it collected the
data used by the authors, and the Common
Rule does not preclude their use of the data.
Based on the information provided by the
authors, PNAS editors deemed it appropri-
ate to publish the paper. It is nevertheless
a matter of concern that the collection of
the data by Facebook may have involved
practices that were not fully consistent with
the principles of obtaining informed consent
and allowing participants to opt out.

[Adar, 2015] claims that the controversy around the Face-
book emotional contagion study, as reflected by a broad
variation in responses from the public, academics (where
computational scientists tended to be more in favor com-
pared to social scientists opposing it), the press, ethicists,
and corporates, “demonstrates that we have not yet con-
verged [to a] solution that can balance the demands of
scientists, the public, and corporate interests.”

Crowdsourcing: Amazon Mechanical Turk (AMT)
The use of large online labor markets, such as Amazon
Mechanical Turk (AMT), has been replacing the student
population as laboratory subjects in social science ex-
periments. The advantage of conducting experiments or

surveys on AMT include easy access to a large, stable,
and diverse subject pool, the low cost of doing experi-
ments, and faster iteration between developing theory
and executing experiments ([Mason and Suri, 2012]).
Moreover, the large pool of subjects make it easier to
conduct synchronous experiments, where multiple sub-
jects must be present at the same time.

Among the labor platforms, AMT currently seems
to be the most popular service used by academic re-
searchers, as indicated by published papers. AMT is
used for a variety of tasks, from using workers as ex-
periment subjects, to survey respondents, as well as for
cleaning data, tagging data, and performing other op-
erations that humans are better at than computers (e.g.,
tagging the gender of people in photos). [Mason and
Suri, 2012] illustrate the mechanics of putting a task on
AMT, including recruiting subjects, executing the task,
and reviewing the work that was submitted.

Partnering With a Company
Most of the studies described earlier were the result of
a partnership between individual academic researchers
and a company. The partnership can take different forms,
from one where both parties are interested in the same
question, to one where the data are purchased from the
company, or obtained in exchange for another resource.

There are also partnerships between schools and
companies or other organizations. The Living Analyt-
ics Research Lab is a joint research initiative between
Singapore Management University (SMU) and Carnegie
Mellon University (CMU) to conduct research on be-
havioral and social network analytics and behavioral
experiments. LARC partners with companies and gov-
ernment organizations in Singapore such as Citi Asia
Pacific, Resorts World Sentosa, and Starhub who make
BBD available for research by the LARC researchers.

Large Behavioral Experiments: Issues to
Consider

Four of the BBD-based studies mentioned earlier con-
ducted randomized experiments: [Muchnik et al., 2014]
manipulated the ratings of news article comments; [Hinz
et al., 2015] provided the treatment group with a prestige
good, while the control group did not receive it; [Bapna
et al., 2016] gifted an anonymous browsing feature to a
treatment group, while the control group continued to
browse non-anonymously. [Kramer et al., 2014] manip-
ulated the emotional content in users’ Facebook News
Feed. In all these studies, the authors partnered with
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a company in order to perform the experiment. Such
partnerships can take different forms, and can require
NDAs, payment for data, and strict conditions regarding
data sharing. In some studies, the authors work at the
company or organization that is carrying out the experi-
ment. This is more often the case in organizations that
have a research culture or division.

Conducting large-scale behavioral randomized ex-
periments poses challenges that differ from the industrial
environment. We discuss practical, methodological, ethi-
cal, and moral issues that arise in this context.

Fast-Changing Environment
One major challenge is the fast-changing environment.
In the book Amazonia. Five years at the epicentre of the
dot-com juggernaut, [Marcus, 2014], an ex-Amazon.com
employee, describes some of the challenges that Amazon
encounters13:

Amazon has a culture of experiments of
which A/B tests are key components... These
involve testing a new treatment against a
previous control for a limited time of a few
days or a week. The system will randomly
show one or more treatments to visitors
and measure a range of parameters such
as units sold and revenue by category (and
total), session time, session length, etc. The
new features will usually be launched if
the desired metrics are statistically signif-
icantly better. Statistical tests are a chal-
lenge though as distributions are not normal
(they have a large mass at zero for exam-
ple of no purchase) There are other chal-
lenges since multiple A/B tests are running
every day and A/B tests may overlap and so
conflict. There are also longer-term effects
where some features are ‘cool’ for the first
two weeks and the opposite effect where
changing navigation may degrade perfor-
mance temporarily. Amazon also finds that
as its users evolve in their online experience
the way they act online has changed. This
means that Amazon has to constantly test
and evolve its features.

13from “Amazon’s business strategy and revenue model: A history
and 2014 update”, www.smartinsights.com, June 30, 2014.

Multiplicity and Scaling
[Agarwal and Chen, 2016] summarized several of the
challenges in designing algorithms for computational
advertising and content recommendation. One is the
multivariate nature of outcomes, in multiple different
contexts, with multiple objectives. He calls this “3Ms”:
Multi-response (Clicks, share, comments, likes), Multi-
context (Mobile, Desktop, Email) modeling to optimize
Multiple Objectives (Tradeoff in engagement, revenue,
viral activities).

[Agarwal and Chen, 2016] also pointed out the chal-
lenge of scaling statistical model computations at run-
time to avoid latency issues.

Spill-Over Effects
A methodological challenge with randomized experi-
ments in BBD environments is that the treatment can
sometimes affect the control group. This is especially
challenging in social network environments, where con-
trol group members might become “contaminated” by
the treatment through connections with members in the
treatment group. [Bapna and Umyarov, 2015] who con-
ducted an experiment on a social network emphasize:

Researchers working on network experiments
have to be careful in dealing with possible
biases that can arise because of the pres-
ence of network structure among the peers
of manipulated users... The failure to appro-
priately account for this intersection prob-
lem could introduce various kinds of biases
threatening either internal or external valid-
ity of the experiment. How one deals with
this issue depends on the particular method-
ology and design choices deployed by the
researchers.

[Fienberg, 2015] pointed out the challenge of con-
ducting experiments in network data: “How to design
[a] network-based experiment with randomization and
statistically valid results?”. He raises the question of the
role of randomization in this setting, and points out that
even if the treatment and control members are chosen
to be sufficiently far away as to avoid spill-over effects,
analysis still must account for dependence among units.

Knowledge of Allocation and Gift Effect
Similar to clinical trials, where experiments are con-
ducted on human subjects, a concern arises regarding
the effect of subjects’ knowledge of their allocation to
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the treatment or control group on the outcome. Knowl-
edge of allocation can also affect compliance levels of
the subjects. In clinical trials solutions include blind-
ing (single, double and even triple, where the person
analyzing the data also does not know the allocation),
and placebo. Blinding and placebo approaches can be
difficult to employ in BBD experiments, especially when
they are carried out online.

In an online environment, users can sometimes iden-
tify a manipulation and whether they belong to the ma-
nipulated group or not through various online commu-
nication channels. An example is the experiment by
Amazon that manipulated prices of top-selling DVDs.
Consumers quickly detected the price variations shown
to different users.

[Hinz et al., 2015] discussed the issue of possible
knowledge of the manipulation by subjects, and even
conducted a survey to make sure users in both the treat-
ment and control groups perceived their chances of re-
ceiving the premium gift as equal.

A related issue is a potential “gift effect”. In BBD
experiments where the treatment group receives a gift
or preferential treatment, it is possible that the treated
members react to the act of receiving a gift rather than
(or in addition) to the treatment itself. This is similar
to the clinical trials scenario, where placebos are used
to eliminate the effect. In the online dating experiment
by [Bapna et al., 2016], the authors ruled out a gift
effect by comparing the outcomes in the last week of the
treatment month to the first week of the post-treatment
month. Because the effect persisted in the last week of
the treatment month and immediately disappeared in the
first week of post-treatment month, they were able to
rule out a gift effect.

Ethical and Moral Issues
The emotional contagion experiment by Facebook has
highlighted ethical and moral issues that large-scale ex-
periments on human subjects raise. The ease of running
a large scale experiment quickly and at low cost holds the
danger of harming many people at a quick rate. One sug-
gestion to reduce such a risk is performing a small-scale
pilot study to evaluate risk.

The growing use of crowdsourcing labor markets,
such as Amazon Mechanical Turk, has raised issues
related to fair treatment and payment to workers. A Wiki
page14 created by several AMT workers, and signed by

14http://wiki.wearedynamo.org/index.php/
Guidelines_for_Academic_Requesters

over 60 researchers, provides guidelines for researchers
(see also http://wiki.wearedynamo.org).

Observational BBD: Issues to Consider
In BBD environments, it is often impossible, unethi-
cal, or complicated to conduct randomized experiments.
BBD studies therefore often rely on observational data.

Selection Bias
Inferring causality from observational data is tricky, due
to possible selection bias that arises from individuals’
self selecting the treatment group, where the choice of
treatment group can also be driving the outcome. Infer-
ring causality from observational data requires the use of
specialized analysis methods as well as making assump-
tions about the selection mechanism. The two most com-
mon approaches are Propensity Score Matching (PSM)
([Rosenbaum and Rubin, 1983]) and the Heckman ap-
proach ([Heckman, 1979]). Both methods attempt to
match the self-selected treatment group with a control
group that has the same propensity to select the interven-
tion. The methods differ mainly in terms of assuming
that the selection process can be modeled using observ-
able data (PSM), or it is unobservable (Heckman ap-
proach). With very rich BBD, it becomes more plausible
to model the selection process, and therefore PSM is
common in BBD studies.

[Lambert and Pregibon, 2007] described a self-selection
challenge in the context of online advertising, where
Google wanted to test a new feature, but could not ran-
domize the advertisers that would receive the new fea-
ture. They authors mentioned the additional challenge
in assessing “whether a new feature makes advertisers
happier” due to “the irregularities in advertiser behavior
that largely depend on business conditions... whether or
not a new feature is introduced”. While propensity score
matching can handle these issues, the authors note:

Our main reservation about all variants of
matching is the degree of care required in
building the propensity score model and the
degree to which the matched sets must bal-
ance the advertiser characteristics. If analy-
sis is automated, then the care needed may
not be taken. In our idealized view, we want
our cake and we want to eat it too; specifi-
cally, we require an estimator that has good
performance and that can be applied rou-
tinely by non-statisticians.

http://wiki.wearedynamo.org/index.php/Guidelines_for_Academic_Requesters
http://wiki.wearedynamo.org/index.php/Guidelines_for_Academic_Requesters
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Given the growing number of observational studies
to infer causality by non-statisticians, both in industry
and in academia, we fully agree that there is a need for
more robust, automated, and user-understandable tech-
niques. Moreover, matching techniques do not scale well
to Big Data. Recently, [Yahav et al., 2016] developed
a tree-based approach which offers an automated, data-
driven, non-parametric, computationally scalable, and
easy-to-understand alternative to PSM. They illustrated
the usefulness of the tree-based approach in a variety
of scenarios, such as heterogeneous treatment effects
and a continuous treatment variable; the method also
highlights pre-treatment variables that are unbalanced
across the treatment and control groups, which helps the
analyst draw insights about what might be driving the
self-selection.

Simpson’s Paradox
[Glymour et al., 1997] described another challenge that
arises when using observational data for inferring causal-
ity: Simpson’s paradox. Simpsons paradox describes the
case where the direction of a causal effect is reversed in
the aggregated data compared to the disaggregated data.
Detecting whether Simpson’s paradox occurs in a dataset
used for decision making is therefore important. The
issue of causality and Simpson’s paradox was revisited
in a recent discussion in the The American Statistician
(Feb. 2014 issue). In the opening paper, [Armistead,
2014] suggested: “[w]hether causal or not, third vari-
ables can convey critical information about a first-order
relationship, study design, and previously unobserved
variables.”

Given a large and rich dataset such as BBD, and
a causal question, it is useful to be able to determine
whether a Simpson’s paradox is possible. [Shmueli and
Yahav, 2014] introduced a method that uses Classifica-
tion and Regression Trees for automated detection of
potential Simpson’s paradoxes in data with few or many
potential confounding variables, and scales to large sam-
ples. Their approach relies on the tree structure and the
location of the cause vs. the confounders in the tree.

Observational BBD Contaminated by Experiments
Because companies and other organizations constantly
experiment with new features, observational data are typ-
ically contaminated by the effects of such experiments.
Most often, there is no documentation of such experi-
ments. If an experiment result in extreme behavior and
outliers, then it might be possible to detect it. However,

in most cases it is difficult to identify and clean the data
appropriately.

Predictive Analytics and Sample Size and Di-
mension
When the study goal is predictive, the sample size and
dimension needed for achieving the predictive level of
interest will depend on the nature of the data. As men-
tioned earlier, [Junque de Fortuny et al., 2014] showed
that the marginal increase in predictive power continues
to grow significantly as more behavioral data are added
(more measurements and more observations). They con-
clude that this property gives an advantage to large com-
panies who have larger BBD than smaller companies.
This also means that researchers should partner with
companies that have sufficiently large and rich BBD in
order to answer predictive questions.

Ethical and Moral Issues
As Netflix discovered by the privacy lawsuit, observa-
tional BBD, as anonymized and minimal as they might
be, can reveal individuals and risk their well-being. Note
that the contest BBD included nothing more than a movie
ID, an anonymized user ID, and the rating that the user
gave the movie. Even with these three variables per
record an individual was revealed.

The implication for researchers using BBD is that
they must protect the data very well. More distressing
is the effect on reproducible research: to protect privacy,
authors of BBD studies should not share the BBD with
readers; yet, not sharing data underlying a study harms
the important principle of reproducible research.

Moral issues arise when the study conclusions lead
to operational actions that trade-off the company’s inter-
est with user well-being. A study by [Xiao and Benbasat,
2015] showed that product recommendations systems,
which are now ubiquitous on websites, can be designed
to produce their recommendations on the basis of bene-
fiting e-commerce merchants rather than benefiting con-
sumers.

Large Scale Surveys

We focused on two sources of BBD: large scale exper-
iments and observational data. Both of these are un-
solicited and are currently the major sources of BBD.
We briefly mention another source for BBD: large scale
online surveys. Large scale surveys, made possible by
cheap and user-friendly online tools, now supplement
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observational and/or experimental BBD in many ap-
plications. Academic researchers and companies use
such tools routinely to solicit opinions, preferences, and
insights. In the studies we described earlier, several
used surveys to supplement their analysis and robustness
check (e.g., [Hinz et al., 2015] used a survey to ensure
the treatment and control subjects perceived the chance
of receiving a premium gift as equal).

Generalization
Platforms such as Amazon Mechanical Turk have fur-
ther enhanced large survey deployment, with their large
pool of available workers. While it is easier, cheaper,
and faster to collect many responses using an online
platform with a large worker population, non-sampling
errors, and especially representativeness of the popula-
tion of interest, are still a challenge. [Keiding and Louis,
2016] describe such challenges in the context of epidemi-
ological surveys, and the same issues are relevant for
survey BBD. They note:

The central issue is whether conditional ef-
fects in the sample (the study population)
may be transported to desired target pop-
ulations. Success depends on compatibil-
ity of causal structures in study and target
populations, and will require subject matter
considerations in each concrete case.

Data Quality
Other challenges such as data quality, duplicate responses,
and insincere responses persist and require different ap-
proaches at such large scale.

Paradata
Web-based surveys can collect not only the responses
of individuals, but also detailed paradata – data on how
the survey was accessed/answered: time stamps of when
the invitation email was opened, when the survey was
accessed, the duration for answering each question, etc.
Some paradata is available even for non-responders and
for those who started responding but did not submit the
survey.

An example of the use of paradata directly related
to the survey topic is the Survey of Adult Skills by
the OECD15, an international survey conducted in 33
countries as part of the Programme for the International

15www.oecd.org/site/piaac/surveyofadultskills.htm

Assessment of Adult Competencies (PIAAC). The sur-
vey measures the key cognitive and workplace skills
needed for individuals to participate in society and for
economies to prosper. By conducting the survey on a
computer, data is captured directly on how the respon-
dents manage the various tasks. These data are then used
to evaluate computer skills.

Methodical Analysis Cycle of BBD
Large scale experiments are typically performed by com-
panies, even when the study is in partnership with aca-
demic researchers. In a partnership scenario, the aca-
demic researchers typically create a methodical scientific
process:

1. understand the context and BBD that the company
collects

2. set up the research question and hypotheses (based
on the literature and theoretization)

3. determine the needed experimental design

4. obtain IRB approval (if needed)

5. possibly perform a pilot experiment

6. communicate the experimental design with the
company and assure feasibility

7. the company deploys the experiment and collects
the data

8. the company shares the data with the researchers

9. the researchers analyze the data and arrive at con-
clusions

10. the researchers share the insights and conclusions
with the company and with the research commu-
nity

11. the company operationalizes the insights into ac-
tions to improve their business

12. the company deploys (ideally in collaboration with
the researchers) an impact study to evaluate the
change

This ideal process corresponds with the “life cycle view”
by [Kenett, 2015], and [Hoerl et al., 2014]’s building
blocks of statistical thinking. In practice, such a com-
plete methodical process typically does not take place
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for various reasons. One reason is the lack of a clear
roadmap such as the one spelled out above.

Another issue is the need for a framework to evaluate
the potential of the behavioral experiment for answering
the question of interest. The effort and risks involved in
conducting a large scale behavioral experiment can be
large. How can the researchers and the company know
whether the BBD to be generated by the experiment can
properly address the question of interest? (The same
issue arises in company-driven experiments).

The Information Quality (InfoQ) framework by [Kenett
and Shmueli, 2014] aims to address this problem. It pro-
vides guidelines for companies and researchers conduct-
ing large scale behavioral experiments as well as stud-
ies using observational data, where researchers can ask
“what is the potential of this BBD to answer my research
question?”. The InfoQ framework examines each of
four components: the study goal, the BBD, the analysis
methods, and the utility. Because all four components
are examined in a holistic way, the InfoQ framework
can also help highlight and resolve potential conflicts
in terms of company vs. academic researcher goals and
utility.

Summary and Further Thoughts

The availability of large amounts of rich, granular be-
havioral data has been changing the way human-subject
studies are conducted in industry and in academia. BBD
arises from passive collection, experiments, surveys, and
their combination. While the World Wide Web is an
immense source of BBD, another recent source is The
Internet of Things (IoT) - the network of physical ob-
jects embedded with electronics, software, sensors, and
network connectivity - which enables these objects to
collect and exchange data. BBD therefore now arises
in fields and applications that earlier did not capture
human behavior. Examples include manufacturing en-
vironments that now use employee monitoring systems,
and domestic “smart heating” systems that learn the in-
habitants’ habits.

In contrast to classical statistical design of experi-
ments, power analyses, and sampling designs that focus
on efficient and minimal data collection, in the BBD
environment data quantity is typically not a major con-
straint. The challenges that plague BBD studies include
technical issues (e.g., data access, analysis scalability,
a quick changing environment), methodological issues
(e.g., sampling and selection bias, data contamination

by undocumented experiments, lack of methodical life
cycle), legal and ethical (e.g., privacy violation, risks
to human subjects) and moral issues (misaligned goals
of science and company, gains for companies and or-
ganizations at the expense of individuals, communities,
societies, and science).

BBD and Privacy
BBD data and studies raise serious privacy-related con-
cerns. First, publicly available BBD, even if very limited
in terms of the number of variables, can disclose indi-
viduals in unanticipated ways, as Netflix discovered in
the lawsuit against them. This can occur in sparse BBD,
such as the ratings data that Netflix made public.

Social network data make privacy issues even more
complicated. [Fienberg, 2011] describes the challenge
of privacy protection for statistical network data and
points the need for developing new ways to think about
privacy protection for network data. [Cascavilla et al.,
2015, Schwartz et al., 2016] show that censoring data
on a social network, such as using initials instead of full
names, does not necessarily maintain anonymity. They
show examples of “unintentional information leakage”
on Facebook, where posts that included only initials
of individuals were de-anonymized when considering
the comments on the post. The commentator’s identity
and their visible list of “friends” can (unintentionally)
disclose the anonymized name.

Companies such as Google and Facebook have BBD
on a broad set of user behaviors, because they offer a
wide variety of services and because they constantly ac-
quire companies that have BBD on more aspects of these
users. For example, Facebook now owns WhatsApp,
which means that its BBD includes not only informa-
tion about a Facebook user’s activity on facebook.com,
but also the data from chats on WhatsApp. Integration
of BBD across platforms poses even bigger threats to
privacy and society. A “futuristic” scenario of such inte-
gration is described in the novel The Circle by [Eggers,
2013]:

The Circle, run out of a sprawling Califor-
nia campus, links users’ personal emails,
social media, banking, and purchasing with
their universal operating system, resulting
in one online identity and a new age of ci-
vility and transparency.

The book raises not only privacy concerns, but also
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threats to society, human thought, and human interac-
tions.

Generalizing from BBD Studies
In company studies that rely on their own collected BBD
it can be reasonable to assume that results generalize to
the company-specific population of interest. However,
scientific studies based on a company’s BBD do not
necessarily lead to results that generalize to a larger
population of interest. Sampling bias is therefore an
important challenge that if overlooked can lead to wrong
conclusions even with Big Data.

Generalization is also a concern when using BBD
from a crowdsourced market such as AMT. One concern
is whether the online community represents the offline
community. In countries with very high Internet penetra-
tion rates this might not be critical, but in many countries
online access is unavailable to entire populations, which
differ markedly from the online “elite”. Crowdsourcing
platforms such as AMT have a population of workers
that is driven by legal and technological constraints. Cur-
rently, workers are only from the USA and from India,
and the legal minimal age for working at AMT is 18.
According to [Mason and Suri, 2012], numerous stud-
ies show correspondence between the behavior of AMT
workers and behavior offline or in other online contexts.
They conclude:

While there are clearly differences between
Mechanical Turk and offline contexts, evi-
dence that Mechanical Turk is a valid means
of collecting data is consistent and contin-
ues to accumulate.

Company vs. Researcher Objectives
Many BBD-based studies published in top academic
journals are based on a partnership between academic
researchers and a company, where the data are obtained
from the company’s BBD. [Adar, 2015] notes that “there
is rarely a perfect alignment between commercial and
academic research interests. Clearly, the agenda of com-
panies will focus [on] the kinds of questions they ask
and consequently the kinds of data they capture: can I
understand my customers and predict what they will do
next?”. It is therefore the responsibility of the academic
researcher to carefully consider the potential impact of a
study that is based on company BBD.

One way to ensure that the study is driven by the
scientific goal is to make sure that answering the scien-
tific question also benefits the company. [Adar, 2015]

gives the example of the Facebook study, which offered
a potential benefit to the company (e.g., understanding
how your posting behavior varies from your friend’s may
be used to design interfaces or algorithms that encour-
age posting behavior), as well as to scientific inquiry
(e.g., how emotional contagion may work). Another
possible solution is purchasing the data from the com-
pany. A third option is to work with companies that do
understand and see value in scientific research, such as
companies that reward their staff for academic publica-
tions. Large corporations that have research divisions
(such as Microsoft, Google, and IBM) have long tradi-
tions of publication and scientific-oriented research and
even allow their research staff to perform independent
research.

Another issue that distinguishes commercial from
academic use of analytics is the near-complete focus
of companies on predictive analytics, while academic
research is focused more on causal modeling. Predictive
modeling and assessment are necessary and beneficial
for scientific development ([Shmueli, 2010, Shmueli and
Koppius, 2011]). However, their use for theory building,
evaluation, and development is different from the deploy-
ment of predictive analytics for commercial purposes.
Companies are using predictive analytics for immedi-
ate actions such as direct marketing (which customer
to send an offer to), customer churn (which customer
to reach out to for retention), fraud detection (whether
to accept a payment), Human Resources analytics (em-
ployee retention and employee training), personalized
recommendations, and more. The latter provide immedi-
ate solutions and actions that are based on correlations,
which are aimed at improving the company’s operations
in the short term. However, they do not provide an un-
derstanding of the underlying causes for problems such
as employee churn or customer dissatisfaction. While
we have advocated the use of predictive analytics in sci-
entific work, it is equally important to advocate the use
of explanatory modeling in the BBD industry.

Personal Thoughts
Lastly, I’d like to comment as a statistician who has
collaborated with non-statistician colleagues and with
companies in studies that use BBD. I’ve been blessed to
work in this new environment with smart and creative
colleagues, where challenges abound. Methodological
challenges have led us to exciting new techniques and
approaches. At the same time, the moral and ethical is-
sues are troubling. Whereas in other domains it might be
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easier to say “I am just the statistician”, when it comes
to BBD, I constantly find myself debating ethical and
moral issues that pertain to individuals, communities, so-
cieties, cultures, human nature and human interactions.
Treating individuals as vectors of numbers can easily
turn personalization efforts into de-personalization. And
there is the “Law of unintended consequences” (also
known as “The way to hell is paved with good inten-
tions”): Even studies that aim to “do good”, such as
using education BBD to identify potential dropouts, can
lead to more harm than intended by labeling students
as failures before an event actually occurred (similar to
crime analytics). It is therefore difficult to distinguish
right from wrong. I try to be aware and give careful
attention to the questions that we aim to answer, but the
pace of research today and the inertia of collaborations
does not leave much room for deep contemplation. The
new reliance on companies for BBD research is both a
challenge as well as an opportunity to “do good”.

The Way Forward
As statisticians, we are not trained to consider ethical and
moral dilemmas, yet we provide methods and knowledge
that can have significant influence in this age of BBD. It
is therefore imperative for statistics programs to include
training on legal, ethical, and moral issues that arise in
BBD collection and analysis. Recent changes have led
social science programs to include programming and
technical courses for their students. It is as important
for technical programs, including statistics programs, to
include courses on ethics and human subjects, which are
the expertise of social scientists.

A better understanding of human behavior and inter-
action, along with their ethical and moral considerations,
will also become invaluable to industrial statisticians, as
the objects for which they have been designing experi-
ments and monitoring methods become “smart objects”
that measure human behavior, directly or indirectly.

In order to integrate statistical principles into BBD
studies, and given the special challenges and pitfalls
posed by BBD, a general and understandable framework
is needed for BBD studies. Researchers and practitioners
would benefit from guidelines that tie a BBD study goal
with adequate data analysis methods and performance
evaluation. Such a framework would also help bridge
possibly-conflicting goals; it would create a common lan-
guage; and provide a “checklist” of the main statistical
principles that must be taken into account.

Acknowledgments
I thank the organizers of the 2016 Stu Hunter Conference
for inviting me to gather my experiences and thoughts
about BBD studies and to write this paper. Special
thanks to Steve Fienberg, Ron Kenett, Boaz Shmueli,
and Alon Wolf for their comments and suggestions on
an earlier draft of the paper. This work was supported
in part by grant 104-2410-H-007-001-MY2 from the
Ministry of Science and Technology in Taiwan.

References
[Adar, 2015] Adar, E. (2015). The two cultures and big

data research. A Journal of Law and Policy for the
Information Society, 10 (3).

[Agarwal and Chen, 2016] Agarwal, D. K. and Chen, B.-C.
(2016). Statistical Methods for Recommender Systems.
Cambridge University Press.

[Allen et al., 2006] Allen, G. N., L., B. D., and Davis, G. B.
(2006). Academic data collection in electronic en-
vironments: Defining acceptable use of internet re-
sources. MIS Quarterly, 30 (3):599–610.

[Armistead, 2014] Armistead, T. (2014). Resurrecting the
third variable: Critique of pearl’s causal analysis of
simpson’s paradox. The American Statistician, 68
(2):1–7.

[Bapna et al., 2016] Bapna, R., Ramaprasad, J., Shmueli, G.,
and Umyarov, A. (2016). One-way mirrors in online
dating: A randomized field experiment. Management
Science.

[Bapna and Umyarov, 2015] Bapna, R. and Umyarov, A.
(2015). Do your online friends make you pay? a ran-
domized field experiment on peer influence in online
social networks. Management Science, 61 (8):1902–
1920.

[Bell et al., 2010] Bell, R. M., Koren, Y., and Volinsky, C.
(2010). All together now: A perspective on the netflix
prize. Chance, 23 (1):24–29.

[Belo et al., 2013] Belo, R., Ferreira, P., and Telang, R.
(2013). Broadband in school: Impact on student per-
formance. Management Science, 60 (2):265–282.

[Cascavilla et al., 2015] Cascavilla, G., Conti, M., Schwartz,
D. G., and Yahav, I. (2015). Revealing censored
information through comments and commenters in
online social networks. In Proceedings of the
2015 IEEE/ACM International Conference on Ad-
vances in Social Networks Analysis and Mining 2015,



Analyzing Behavioral Big Data: Methodological, Practical, Ethical, and Moral Issues — 17/18

ASONAM ’15, pages 675–680, New York, NY, USA.
ACM.

[Chetty et al., 2014] Chetty, R., Friedman, J, N., and Rock-
off, J. E. (2014). Measuring the impacts of teachers ii:
Teacher value-added and student outcomes in adult-
hood. American Economic Review, 104 (9).

[Dhar et al., 2014] Dhar, V., Geva, T., Oestreicher-Singer,
G., and Sundararajan, A. (2014). Prediction in eco-
nomic networks. Information Systems Research, 25
(2):264–284.

[Eggers, 2013] Eggers, D. (2013). The Circle. Random
House LLC.

[Fawcett, 2016] Fawcett, T. (2016). Mining the quantified
self: Personal knowledge discovery as a challenge for
data science. Big Data, 3 (4):249–266.

[Fienberg, 2006] Fienberg, S. (2006). Privacy and confiden-
tiality in an e-commerce world: Data mining, data
warehousing, matching and disclosure limitation. Sta-
tistical Science, 21 (2):143–154.

[Fienberg, 2011] Fienberg, S. (2011). The challenge of pri-
vacy protection for statistical network data. In Pro-
ceedings of the 58th World Statistics Congress 2011.

[Fienberg, 2015] Fienberg, S. (2015). The promise and per-
ils of big data for statistical inference.

[Gao et al., 2014] Gao, G., Greenwood, B. N., McCullough,
J., and Agarwal, R. (2014). Vocal minority and silent
majority: How do online ratings reflect population
perceptions of quality?. MIS Quarterly, 39 (3):565–
589.

[Glymour et al., 1997] Glymour, C., Madigan, D., Pregibon,
D., and Smyth, P. (1997). Statistical themes and
lessons for data mining. Data Mining and Knowl-
edge Discovery, 1:11–28.

[Hardoon and Shmueli, 2013] Hardoon, D. R. and Shmueli,
G. (2013). Getting Started With Business Analytics:
Insightful Decision Making. Taylor & Francis.

[Heckman, 1979] Heckman, J. (1979). Sample selection
bias as a specification error. Econometrica, 47
(1):153–161.

[Hill et al., 2006] Hill, S., Provost, F., and Volinsky, C.
(2006). Network-based marketing: Identifying likely
adopters via consumer networks. Statistical Science,
21 (2):256–276.

[Hinz et al., 2015] Hinz, O., Spann, M., and Hahn, I.-H.
(2015). Can’t buy me love...or can i? social capi-

tal attainment through conspicuous consumption in
virtual environments. Information Systems Research,
26 (4):849–870.

[Hoerl et al., 2014] Hoerl, R., Snee, R., and De Veaux, R.
(2014). Applying statistical thinking to ‘big data’
problems. WIREs Comput Stat, 6:222–232.

[Junque de Fortuny et al., 2014] Junque de Fortuny, E.,
Martens, D., and Provost, F. (2014). Predictive
modeling with big data: Is bigger really better? Big
Data, 1 (4):215–226.

[Keiding and Louis, 2016] Keiding, N. and Louis, T. A.
(2016). Perils and potentials of self-selected entry
to epidemiological studies and surveys. Journal of the
Royal Statistical Society, Series A, 179 (2):1–28.

[Kenett, 2015] Kenett, R. (2015). Statistics: A life cycle
view. Quality Engineering, 27:111–121.

[Kenett and Shmueli, 2014] Kenett, R. S. and Shmueli, G.
(2014). On information quality. Journal of the Royal
Statistical Society, Series A, 177 (1):3–38.

[Kramer et al., 2014] Kramer, A., Guillory, J., and Hancock,
J. T. (2014). Experimental evidence of massive-scale
emotional contagion through social networks. Pro-
ceedings of the National Academies of Sciences, 111
(24):8788–8790.

[Lambert and Pregibon, 2007] Lambert, D. and Pregibon, D.
(2007). More bang for their bucks: Assessing new
features for online advertisers. In Proceedings of
the 1st International Workshop on Data Mining and
Audience Intelligence for Advertising, ADKDD ’07,
pages 7–15, New York, NY, USA. ACM.

[Lin et al., 2013] Lin, M., Lucas Jr., H., and Shmueli, G.
(2013). Too big to fail: Large samples and the p-
value problem. Information Systems Research, 24
(4):906–917.

[Marcus, 2014] Marcus, J. (2014). Amazonia. Five years
at the epicentre of the dot-com juggernaut. The New
Press, NY.

[Mason and Suri, 2012] Mason, W. and Suri, S. (2012). Con-
ducting behavioral research on amazon’s mechanical
turk. Behavior Research, 44 (1):647–651.

[Moussa, 2015] Moussa, M. (2015). Monitoring employee
behavior through the use of technology and issues of
employee privacy in america. SAGE Open, 5 (2).

[Muchnik et al., 2014] Muchnik, L., Aral, S., and Taylor, S.
(2014). Social influence bias: A randomized experi-
ment. Science, 341 (6146):647–651.



Analyzing Behavioral Big Data: Methodological, Practical, Ethical, and Moral Issues — 18/18

[Rosenbaum and Rubin, 1983] Rosenbaum, P. and Rubin, D.
(1983). The central role of the propensity score in
observational studies for causal effects. Biometrika,
70 (1):41–55.

[Schwartz et al., 2016] Schwartz, D., Yahav, I., and Silver-
man, G. (2016). News censorship in online social
networks: A study of circumvention in the com-
mentsphere. Journal of the Association for Informa-
tion Science and Technology, forthcoming.

[Shmueli, 2010] Shmueli, G. (2010). To explain or to pre-
dict? Statistical Science, 25 (3):289–310.

[Shmueli et al., 2016] Shmueli, G., Bruce, P. C., and Patel,
N. R. (2016). Data Mining for Business Analyt-
ics: Concepts, Techniques, and Applications with
XLMiner. Wiley & Sons, 3rd edition.

[Shmueli and Koppius, 2011] Shmueli, G. and Koppius, O.
(2011). To explain or to predict? MIS Quarterly,
35 (3):553–572.

[Shmueli and Yahav, 2014] Shmueli, G. and Yahav, I. (2014).
The forest or the trees? tackling simpson’s paradox
with classification and regression trees.

[Steinberg, 2016] Steinberg, D. M. (2016). Industrial statis-
tics: The challenges and the research. Quality Engi-
neering, 28 (1):45–59.

[Watts, 2013] Watts, D. J. (2013). Computational social
science: Exciting progress and future directions. The
Bridge on Frontiers of Engineering, 43 (4):5–10.

[Xiao and Benbasat, 2015] Xiao, B. and Benbasat, I. (2015).
Designing warning messages for detecting biased on-
line product recommendations: An empirical investi-
gation. MIS Quarterly, 26 (4).

[Yahav et al., 2016] Yahav, I., Shmueli, G., and Mani, D.
(2016). A tree-based approach for addressing self-
selection in impact studies with big data. MIS Quar-
terly, forthcoming.



Bayesian design of experiments for industrial and scientific
applications via Gaussian processes

David C. Woods
Southampton Statistical Sciences Research Institute,

University of Southampton,
Southampton SO17 1BJ UK
D.Woods@southampton.ac.uk

Abstract

The design of an experiment can be considered to be at least implicitly Bayesian, with prior knowledge
used informally to aid decisions such as the variables to be studied and the choice of a plausible relation-
ship between the explanatory variables and measured responses. Bayesian methods allow uncertainty
in these decisions to be incorporated into design selection through prior distributions that encapsulate
information available from scientific knowledge or previous experimentation. Further, a design may be
explicitly tailored to the aim of the experiment through a decision-theoretic approach using an appropri-
ate loss function. We review the area of decision-theoretic Bayesian design, with particular emphasis on
recent advances in computational methods.

For many problems arising in industry and science, Bayesian design is often seen as impractical,
particularly for finding designs for nonlinear models that have intractable expected loss and for larger
factorial experiments with many potential response models. We describe how Gaussian process emulation,
commonly used in computer experiments, can play an important role in facilitating Bayesian design for
realistic problems. A main focus is the combination of Gaussian process regression to approximate
the expected loss with cyclic descent (coordinate exchange) optimisation algorithms to allow optimal
designs to be found for previously infeasible problems. The methods are motivated and illustrated using
applications through the pharmaceutical and biological sciences.

Keywords: Computer experiments; D-optimality; generalised linear models; high-dimensional design; non-
linear models; Smoothing.

1 Introduction

Design of experiments is an “a priori” activity, taking place before data has been collected, and hence
the Bayesian paradigm is a particularly appropriate approach to take. Bayesian methods allow available
prior information on the model to be incorporated into both the design of the experiment and the analysis
of the resulting data, and produce posterior distributions that are interpretable by scientists. They also
reduce reliance on unrealistic assumptions and asymptotic results that may be inappropriate for small- to
medium-sized experiments. The Bayesian approach to design enables realistic and coherent accounting for
the substantial model and parameter uncertainties that usually exist before an experiment is performed and
is also a natural framework for sequential inference and design.

An important problem where Bayesian methods can have substantial impact is optimal design for nonlin-
ear modelling, which relies on some prior information being available about the unknown values of the model
parameters (see Atkinson et al., 2007, ch. 17). A Bayesian approach relaxes the assumption of specifying
particular values of the parameters, as required by local optimality criteria. Fully Bayesian design, as out-
lined below, also relies less on the asymptotic assumptions that underpin most classical design for nonlinear
models.

A decision-theoretic Bayesian optimal design is found through minimisation of the expectation of a loss
function that is chosen to encapsulate the aims of the experiment. Suppose that we require a design for q
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variables in n points, with the ith point defined as xi = (xi1, . . . , xiq)
T
∈ X ⊂ Rq. Let l(ξ,y,ψ) be the loss

function for a design ξ = {x1, . . . ,xn} ∈ X
n producing data y = (y1, . . . , yn)

T
∈ Y. Assume a statistical model

defined via likelihood p(y∣ψ), with parameters ψ ∈ Ψ having prior density p(ψ). Then an optimal design ξ⋆

is defined as

ξ⋆ = argminξ∈Ξ ∫Y
∫

Ψ
l(ξ,y,ψ)p(ψ,y∣ξ)dψ dy . (1)

See the landmark review paper of Chaloner and Verdinelli (1995).
There are a number of difficulties in calculating the expected loss in (1):

(a) the evaluation of l itself is potentially non-trivial, as it may depend on the posterior distribution and
only be available numerically;

(b) evaluation of the joint density p(ψ,y∣ξ) = p(y∣ψ, ξ)p(ψ) may be complicated by the computational
expense of calculating the likelihood for numerical models;

(c) the integrals in (1) may be very high dimensional, and are unlikely to be analytically tractable;

(d) the joint probability model must take account of any hierarchies in the experiment structure (e.g.
through the application of linear or nonlinear mixed models).

Common choices for l include (i) the negative of the gain in Shannon information, or Kullback-Leibler
(KL) divergence, between the posterior and prior densities, leading to a maximisation of the mutual infor-
mation between y and ψ, and (ii) the squared error loss between ψ and its posterior expectation. For some
experiments, more bespoke losses may be required, for example, incorporating a cost for each run of the
experiment. We demonstrate results using the negative Shannon information gain (NSIG), defined as

Φ(ξ) = ∫
Y
∫

Ψ
[log p(ψ) − log p(ψ∣y, ξ)]p(ψ,y∣ξ) dψ dy .

We refer to a design minimising this expected loss as NSIG-optimal.
However, until very recently, optimal Bayesian design has not evolved far from the methods reviewed in

the landmark paper of Chaloner and Verdinelli (1995). Development and application of methods for Bayesian
design have lagged behind the progress made in inference and modelling due to the additional complexity
introduced by the need to integrate over the (as yet) unobserved responses, in addition to unknown model
parameters. Hence, methodology has been restricted to simple models and fully sequential, one-point-at-a-
time, procedures (Ryan et al., 2015a).

In this short paper, we present two examples of practical importance where Bayesian design methods
are a natural choice, overview commonly used approaches to Bayesian design, and present and demonstrate
methodology for high-dimensional Bayesian design using recently developed methods of approximate coordi-
nate exchange (Overstall and Woods, 2016). We finish with a short discussion, highlighting issues that can
prevent the uptake of Bayesian design in practice, and propose some potential remedies.

2 Examples

We discuss two classes of example, both of which involve estimation of a nonlinear model. These examples
are typical of the situations where Bayesian design may (arguably) be most effective.

2.1 Pharmacokinetic studies

Consider a compartmental model, as might be used in pharmacokinetic studies of the movement of a drug
through the body, described by

y(t) ∼ N (c(θ)µ(θ; t), σ2ν(θ; t)) , t ∈ [0,24]hours , (2)
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Figure 1: Realisations from compartmental model (2) with NSIG-optimal sampling times for n = 15 points
subject to the constraint ∣tu − tv ∣ ≥ 0.25 (u, v = 1, . . . , n; u ≠ v).

with

µ(θ; t) = exp(−θ1t) − exp(−θ2t) , c(θ) =
D

θ3

θ2

θ2 − θ1
, ν(θ; t) = 1 +

τ2

σ2
c(θ)2µ(θ; t) .

Following Ryan et al. (2014), we fixD = 400, τ2
= 0.1 and σ2

= 0.1. Interest is in estimation of θ = (θ1, θ2, θ3)
T,

and normal prior distributions are assumed for logθ, with E(log θ1) = log 0.1, E(log θ2) = 0, E(log θ3) = log 20
and Var(log θk) = 0.05 for k = 1,2,3. A design is a choice of sampling times t1, . . . , tn, here subject to the
constraint ∣tu − tv ∣ ≥ 0.25 (u, v = 1, . . . , n; u ≠ v). Figure 1 shows realisations from this model, obtained by
sampling parameter values from the prior distributions for θ and σ2, and then sampling responses from (2).
Also shown are the sampling times for an n = 15 NSIG-optimal design for estimating θ.

2.2 Experiments with discrete data

Generalised linear models (GLMs) are an important class of models for experiments in science and industry
that measure responses that cannot be well described by a Normal linear model. Perhaps the most common
cases involve discrete responses, for example, binary, binomial or count data. Woods et al. (2006) and
Woods and van de Ven (2011) described examples from chemistry, food technology and engineering with
binary (success/fail) responses. In particular, the crystallography experiment from Woods et al. (2006)
involved measuring the formation, or not, of a pharmaceutical salt where a treatment was applied consisting
of settings of four variables. A suitable GLM here might be a logistic regression. Let yi ∼Bernoulli(ρi) be
the response from the ith run of the experiment, with

log (

ρi
1 − ρi

) = β0 +

4

∑

j=1

βjxji , (3)
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Figure 2: Two-dimensional projections of optimal designs with n = 16 points for model (3): NSIG-optimal
design (lower panels, ●); pseudo-Bayesian D-optimal design (upper panels, ▲).

where β0, . . . , β4 are unknown parameters to be estimated. For illustration, Woods et al. (2006) assumed the
following prior distributions for the parameters:

β0 ∼ U[−3,3] , β1 ∼ U[4,10] , β2 ∼ U[5,11] , β3 ∼ U[−6,0] , β4 ∼ U[−2.5,3.5] .

Figure 2 gives two-dimensional projections of the Bayesian NSIG-optimal design (lower panels) and a
pseudo-Bayesian D-optimal design (upper panels; see Section 3.1), both with n = 16 points. We discuss how
these designs were found and their relative performance in Section 4.3.

3 Approaches to Bayesian design

3.1 Asymptotic approximations

For experiments with large n, the inverse expected Fisher information matrix M(ψ; ξ), typically evaluated
at the posterior mode, is an asymptotic approximation to the posterior variance-covariance matrix of the
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parameters ψ. Use of this approximation leads to pseudo-Bayesian “alphabetic” optimality criteria. For
example, under D-optimality, a design is selected to minimise

ΦD(ξ) = ∫
Ψ
− log ∣M (ψ; ξ)∣π(ψ)dψ . (4)

The integral with respect to ψ is usually of low dimension and amenable to deterministic approximation.
Such an approximation to the objective function can then be minimised using a conditional algorithm such
as point or coordinate exchange; see, for, example, Gotwalt et al. (2009).

3.2 Simulation-based optimisation

In general, the expected loss can be approximated via Monte Carlo integration as

Φ̃(ξ) =
1

B

B

∑

k=1

l (ξ,yk,ψk) ,

with (ψk,yk) ∼ p(ψ,y∣ξ), and the loss l(ξ,yk,ψk) often also requiring approximation (necessitating nested
Monte Carlo simulation). Direct optimisation of this approximation requires large B to generate a suitably
smooth objective function and/or expensive stochastic algorithms (e.g. simulated annealing or genetic al-
gorithms), see for example, Hamada et al. (2001). Alternatively, the optimisation can be embedded within
a Markov chain simulation scheme, and a modal design identified by sampling from the artificial joint dis-
tribution for the design, the model parameters and the data (Müller, 1999, Müller et al., 2004 and Amzal
et al., 2006). Typically, an annealing step is employed to enable easier identification of the modal design.
This approach is most effective for small experiments (both variables and runs). Recent extensions to this
algorithm have allowed designs to be found for (i) models with intractable likelihoods using Approximate
Bayesian Computation (Drovandi and Pettitt, 2013) and (ii) dynamic models with numerous sampling times
using dimension-reduction (Ryan et al., 2014), importance sampling and Laplace approximations (Ryan
et al., 2015b).

3.3 Sequential design

Most experiments are part of a sequence, where a Bayesian approach, with sequential updating from prior
to posterior distributions, is natural. For point-sequential designs, approximation of the expected loss is
greatly simplified by the reduction in the dimension of the integral. Recent methods have been suggested for
estimation of, and discrimination between, nonlinear models, see Drovandi et al. (2013, 2014). A growing area
is Bayesian optimisation of expensive black-box functions (e.g. in computer experiments), using Gaussian
process surrogates to reduce the number of required function evaluations, following the seminal work of
Jones et al. (1998). The computational efficiency of sequential design can be greatly aided through the use
of sequential Monte Carlo for the necessary inference (Gramacy and Polson, 2011).

3.4 Smoothing-based optimisation

Smoothing-based design methods (Müller and Parmigiani, 1996) evaluate a computationally expensive, typ-
ically Monte Carlo, approximation to the expected loss (1) for a limited number of designs and then smooth
these approximated losses to generate a surrogate function which can then be optimised in place of the ex-
pected loss. Recent research includes (i) extension of such methods to multi-variable experiments (Overstall
and Woods, 2016) and (ii) use of surrogates to enable Bayesian D-optimal design for generalised linear mixed
models (Waite and Woods, 2015).

We demonstrate the Müller and Parmigiani (1996) smoothing method by finding a simple design for
compartmental model (2). We fix the first point in a design with n = 2 at t1 = 5, and approximate the NSIG
for 10 designs with different values of the second point t2. Figure 3 shows the smoothed NSIG constructed
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Figure 3: Compartmental example, n = 2 with the first design point fixed at time t1 = 5 (vertical line) and
smoothed approximate NSIG for 10 values of the second design point t2.

from these 10 designs, as a function of t2. Such a smoother may be used to find an optimal value of t2, which
is about t2 = 17 in this example.

An extension to higher-dimensional examples, using conditional smoothing and optimisation, is described
in the next section.

4 Bayesian optimal design via approximate coordinate exchange

In this section we describe and demonstrate multi-variable (factorial) Bayesian design using approximate
coordinate exchange (ACE), as proposed by Overstall and Woods (2016).

4.1 The approximate coordinate exchange algorithm

ACE is a conditional optimisation algorithm that makes use of surrogates, or emulators, for the expected
loss as a function of a single design coordinate (a value of a single variable in a single run). The algorithm
steps through each coordinate of the design, and constructs a one-dimensional emulator, Φ̂(x), for a Monte
Carlo approximation, Φ̃(xij ∣ξ), to the expected loss for design ξ with ijth coordinate replaced by xij (i =
1, . . . , n; j = 1, . . . , q). We find the value of the coordinate that minimises this emulator, and perform an
accept/reject step in order to decide whether to swap the current design coordinate with this minimum.

Algorithm 1 gives the basic steps of ACE, and the accept/reject step is described in Algorithm 2. This
algorithm would typically be repeated multiple times (perhaps exploiting parallel computing) to avoid local
optima. Overstall and Woods (2016) gave more details of the implementation and application of the algo-
rithm, including its combination with a point-exchange algorithm to consolidate clusters of similar design
points.

We employ a Gaussian process model (GP; see, for example, Rasmussen and Williams, 2006) in line 9 of
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Input : Initial (randomly chosen) design ξ
Output: Φ-optimal design

1 begin
2 repeat
3 for i = 1 ∶ n do
4 for j = 1 ∶ q do

5 Generate a 1d space-filling design ζij = {x1
ij , . . . , x

Q
ij} in Xj ⊂ R;

6 for k = 1 ∶ Q do

7 Evaluate Φ̃k = Φ̃(xkij ∣ξ);

8 end

9 Construct a 1d emulator Φ̂(x) as (5);

10 Set xij = argminX Φ̂(x) with probability p⋆ obtained from Algorithm 2;

11 end

12 end

13 until convergence;

14 end
Algorithm 1: The approximate coordinate exchange (ACE) algorithm.

Input : Current design ξ and proposed new coordinate xij
Output: Posterior probability p⋆ that Φ̃(xij ∣ξ) < Φ̃(ξ)

1 begin
2 Let ξp be the design formed by replacing the ijth coordinate of ξ with xij ;
3 for k = 1 ∶ B do

4 Sample ψ̃ from π(ψ);
5 Sample y1 ∼ π(y∣ψ, ξp) and y2 ∼ π(y∣ψ, ξ);

6 Set L1k = l(ξp,y1, ψ̃) and L2k = L2 + l(ξ,y2, ψ̃);

7 end
8 Assume L1k ∼ N(b1 + b2, a) and L2k ∼ N(b1, a);
9 Calculate the posterior probability, p⋆, that b2 < 0 using “data” L1k and L2k;

10 end
Algorithm 2: Accept/reject step from line 10 of the ACE algorithm.
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Figure 4: Bayesian optimal design for compartmental model (2): (a) Sampling times from the unrestricted
NSIG-optimal, pseudo-Bayesian D-optimal and Beta DRS NSIG-optimal designs (all from ACE), together
with the Ryan et al. (2014) Beta DRS NSIG-optimal design; (b) Boxplots for 20 evaluations of Monte Carlo
approximations to NSIG for the four designs.

Algorithm 1. The emulator is given by the posterior mean function of the GP

Φ̂(x) = µ̂ij + σ̂ija
T
(x, ζij)A(ζij)zij , (5)

with µ̂ij = ∑
Q
k=1 Φ̃(xkij ∣ξ)/B, σ̂2

ij = ∑
Q
k=1 (Φ̃(xkij ∣ξ) − µ̂ij)

2
/(B−1), zij aQ-vector having kth entry (Φ̃(xkij ∣ξ) − µ̂ij) /σ̂ij

and xkij being points from a one-dimensional space-filling design (see Algorithm 1). Under the common as-
sumption of a squared exponential correlation structure, the Q-vector a and Q ×Q matrix A have entries

a(x, ζij)u = exp{−ρ(x − xuij)
2
} , A(ξ)uv = exp{−ρ(xuij − x

v
ij)

2
} + η I(u = v) , u, v = 1, . . . ,Q ,

with I the indicator function. The inclusion of a nugget η ensures the emulator will smooth, rather than
interpolate, the Φ̃ values. We estimate ρ and η via maximum likelihood.

The minimisation in line 10 is subject to both Monte Carlo error and emulator error. To remove the
emulator error when making the decision to accept the exchange, we perform the steps in Algorithm 2 and
use independent Monte Carlo samples to assess the improvement in the design. Algorithm 2 essentially
describes a Bayesian t-test based on simulated data from the existing and proposed designs (c.f. Wang and
Zhang, 2006). If the assumption of normality that underpins this test is invalid, a nonparametric procedure
may be used instead.

4.2 Example: pharmacokinetic design

Overstall and Woods (2016) used ACE to find designs with n = 15 points for compartmental model (2) to
compare to the design found by Ryan et al. (2014). We reproduce those results here, to demonstrate the
effectiveness of ACE.
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Figure 5: Boxplots of 20 evaluations of the NISG expected loss for NSIG-optimal and pseudo-Bayesian
D-optimal designs for n = 6, . . . ,48.

The design of Ryan et al. (2014) used a dimension reduction scheme (DRS) that restricted the search for
NSIG-optimal designs to sampling times formed as scaled quantiles from a Beta(α1, α2) distribution. Hence,
the optimisation problem is reduced from finding n = 15 design points to finding values for the parameters
α1 and α2. Ryan et al. (2014) performed this two dimensional optimisation using the simulation algorithm
of Müller et al. (2004). These authors also imposed the constraint of a 15 minute interval between adjacent
sampling times, hence ruling out any replicate runs in the design.

Figure 4 gives Bayesian optimal designs (n = 15) from four different strategies and evaluates their per-
formance in terms of NSIG. Three strategies use ACE to find an optimal design: (i) NSIG-optimal design;
(ii) pseudo-Bayesian D-optimal design, minimising (4); and (iii) NISG-optimal design found using the Beta
DRS. The final design comes from the Ryan et al. (2014) strategy of using a Beta DRS with the Müller et al.
(2004) simulation algorithm. Figure 4(a) shows that the DRS designs do not display the same clustering of
design points as the two unrestricted designs. In Figure 4(b), we see that the DRS designs also have higher
expected loss, up to 5% higher, than the unrestricted designs. The Bayesian D-optimal design is a reasonable
surrogate for the NSIG-optimal design, and ACE is able to find a DRS design with lower expected loss than
the simulation-based approach.

4.3 Example: binary data

The NISG-optimal and pseudo-Bayesian D-optimal designs in Figure 2 were both found using the ACE
algorithm, followed by application of a point exchange algorithm to consolidate close clusters of design
points. Both designs are quite different from a factorial design, having multiple values of x1 and, especially,
x2 (the two variables that have parameters with prior support not including 0). The pseudo-Bayesian D-
optimal design also includes some points in the interior of the design region. We compare the performance
of these two designs, as well as designs for other values of n, by computing 20 independent Monte Carlo
approximations to the NSIG, see Figure 5.
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From these results, we can see that the difference in NISG between the two types of design decreases as n
increases, with only substantial differences for small numbers of runs. This is not surprising, as the posterior
distribution for the model parameters will be asymptotically well approximated by a normal distribution with
variance-covariance matrix given by the inverse of the Fisher information (see, for example, Gelman et al.,
2014, pp. 585-588). However, for small n, then can be substantial average differences in NSIG between the
designs, of up to 20%. For n = 16, the average difference is just less than 2%. Without the use of an efficient
computational algorithm, such as ACE, a comparative study to investigate the small-sample performance of
pseudo-Bayesian D-optimal designs would not be possible.

5 Discussion

Optimal Bayesian design is challenging for high-dimensional problems with multi-variable models and/or
many design points and there are few literature examples of such designs being used in practice. Reasons
for this include the lack of scaleable algorithms for design selection, the complexity of available software
for Bayesian design, an unwillingness in some areas to “bias” designs through the use of prior information
and, in many application areas, a lack of appreciation that “DoE” can go beyond standard factorial designs.
However, Bayesian design is a powerful tool for a variety of experiments. Here, we have focussed on using new
computational methodology to find designs for nonlinear models, where some prior information is necessary
to design informative experiments. Another important application area is in screening experiments, and
other small n, big p (“fat data”) problems. In fact, prior information is used implicitly whenever a fractional
factorial experiment is employed (for example, by invoking the principle of effect hierarchy).

Methodology such as ACE removes some of the barriers to the implementation of Bayesian design, both
by widening the scope of models and experiments that can be addressed, and by facilitating the provision of
greater evidence for the effectiveness of the methods through rigorous scientific studies. More details of the
methodology demonstrated in this paper can be found in Overstall and Woods (2016) and also in Overstall
et al. (2015) who discussed optimal designs for uncertainty quantification of physical models, an application
area of increasing importance. The ACE algorithm has been implemented in an R package, available on
request.
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From J. de Mast, T. Akkerhuis, T. Erdmann in their Quality Engineering

(2014) paper from the First Stu Hunter Research Conference (The

Statistical Evaluation of Categorical Measurements: “Simple Scales, but

Treacherous Complexity Underneath”): In line with the philosophy of the

Stu Hunter Research Conference, where this article was presented, the

article focuses less on novel technical contributions but instead aims to

explore where the field is now and make the case for a certain direction

that, in the view of the authors, is a fruitful way to make progress.
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Reliability and Big Data

At the First Stu Hunter Research Conference, Bill Meeker looked ahead to
the changes coming to reliability due to “Big Data.”

• Sensors that will collect system operating/environmental (SOE) data

• System health management, condition-based maintenance, early
warning of emerging reliability issues, prediction of remaining life for
individual systems
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Background and Context

When be Bayesian?

From Meeker and Hong (2014), “Many of the applications described in
this article and particularly in this concluding section will require
combining information from different sources (e.g., data, inexact
physics-based knowledge, and certain kinds of expert opinion).
Additionally, statistical models being used will often contain multiple
sources of variability. Bayesian statistical methods provide a natural
approach for combining such information.”
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Use the slide to introduce some of the areas for further discussion.

Introduce stockpile surveillance/reliability assessment for the US nuclear
stockpile as an example. This is a classic example of multiple sources of
data (and variability as stated in Meeker and Hong).

Meeker and Hong discuss extrapolation, a common desire in reliability
analyses: “Extrapolation will be more reliable if predictions are based on
a combination of science-based models of reliability (e.g., knowledge of
the physics of well-understood failure modes) and data are used to
develop predictive models for a failure time distribution.” (Come back to
this in the discussion of reliability growth models.)

Introduce the DoD acquisition test and evaluation problem, where there

are data collected from a series of test events and the system changes/is

improved. Introduce test planning as a goal.



Background and Context

Why be Bayesian?

• Allows incorporation of prior information
• May supplement limited data
• May provide improvements in cost or precision
• Provides a formal framework to think about how to combine

information

• Computational simplifications
• Censored data
• When framed as a Bayesian problem, complex models can often be fit

relatively easily using Markov chain Monte Carlo or other
computational algorithms.

• Straightforward to produce estimates and credible intervals for
complicated functions of model parameters (e.g., predictions,
probability of failure, quantiles of lifetime distribution)

• Philosophical
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Bayesian Basics Illustrative Examples

Examples

Basic Statistics Problem: Unknown population parameter (θ) must be
estimated.

1 Example 1:
θ = Probability of a successful launch of a new vehicle by an
inexperienced agent. During the period 1980–2002, eleven launches
of new vehicles were performed by companies or agencies with little
launch vehicle design experience. Of these eleven, three were
successful and eight were failures.

2 Example 2:
θ = Mean and standard deviation of (log) viscosity breakdown times
for a particular lubricating fluid. Data are collected (in 1000s of
hours) for 50 samples.
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Discuss the traditional types of reliability data.

• Bernoulli Success/Failure Data

• Failure Count Data

• Lifetime/Failure Time Data

• Degradation Data

• Covariates to allow modeling of all of the above

Mention the “less traditional” sources of information, like information

from previous tests/historical data, related systems, computer models,

engineering judgment



Bayesian Basics Illustrative Examples

Launch Vehicle Outcome Data

Vehicle Outcome

Pegasus Success
Percheron Failure
AMROC Failure
Conestoga Failure
Ariane 1 Success
India SLV-3 Failure
India ASLV Failure
India PSLV Failure
Shavit Success
Taepodong Failure
Brazil VLS Failure
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Bayesian Basics Illustrative Examples

Viscosity Breakdown Times

Viscosity breakdown times (in 1000s of hours) for 50 samples of a
lubricating fluid.

5.45 16.46 15.70 10.39 6.71 3.77 7.42 6.89 9.45 5.89
7.39 5.61 16.55 12.63 8.18 10.44 6.03 13.96 5.19 10.96

14.73 6.21 5.69 8.18 4.49 3.71 5.84 10.97 6.81 10.16
4.34 9.81 4.30 8.91 10.07 5.85 4.95 7.30 4.81 8.44
6.56 9.40 11.29 12.04 1.24 3.45 11.28 6.64 5.74 6.79
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Bayesian Basics Illustrative Examples

Examples

Step 1 of both the Bayesian and non-Bayesian formulations is to choose a
statistical model (sampling distribution) for the data.

• Example 1:
One choice for f (y | θ) is that the number of successful launches (Y )
follows a binomial distribution with n launches and the probability of
any one test being a “success” denoted as θ

• Example 2:
One choice for f (y | θ) is that natural logarithm of the viscosity
breakdown times (log(Y )) has an normal distribution with paramters
θ = (µ, σ2).

A. Wilson (NCSU Statistics) Bayesian Reliability March 7, 2016 9 / 70



Bayesian Basics Illustrative Examples

Non-Bayesian Analysis

1 All pertinent information enters the problem through the likelihood
function in the form of data (Y1, . . . ,Yn). For example,

L(θ) =
n∏

i=1

f (yi | θ)

2 Many software packages have this capability

3 Maximum likelihood, unbiased estimation, etc.

4 Confidence intervals, tests of hypotheses
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Bayesian Basics Illustrative Examples

Non-Bayesian Analysis

For the launch vehicle data, a point estimate of the success probability of
a new launch system developed by an inexperienced manufacturer is
provided by the maximum likelihood estimate:

θ̂ =
y

n
=

3

11
= 0.272

An interval estimate for the population proportion of success can be
obtained using the asymptotic normal sampling distribution of the MLE θ̂.
For θ, we have a 90% confidence interval of

(0.272− 1.645× 0.134, 0.272 + 1.645× 0.134)) = (0.052, 0.492).

In repeated sampling, one expects the confidence interval to include the
unknown parameter θ with probability close to 0.90.
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Bayesian Basics Illustrative Examples

Bayesian Analysis

1 Data enters through the likelihood function

2 However, other information can be incorporated through the prior
distribution

3 Prior distribution: Before any data collection, the view of/information
about the parameter

• Expressed as a probability distribution on θ
• Can come from expert opinion, historical studies, previous research, or

general knowledge of a situation
• There exist “noninformative” (“flat,” “diffuse”) priors that represent

states of ignorance.
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Briefly discuss the idea of noninformative priors. Make the distinction

between something like a Jeffreys prior, which is developed to satisfy

mathematical concepts of invariance, versus a prior that is relatively

diffuse with respect to the likelihood. Mention that a uniform prior for the

launch vehicle case is not particularly uninformative, although it is diffuse.



Bayesian Basics Illustrative Examples

Bayesian Analysis

4 Bayes’ Theorem:

p(θ | y1, . . . , yn) =

∏n
i=1 f (yi | θ)× π(θ)∫ ∏n
i=1 f (yi | θ)× π(θ)dθ

.

The posterior distribution, p(θ | y1, . . . , yn), is a constant multiplied
by the likelihood,

∏n
i=1 f (yi | θ), muliplied by the prior distribution,

π(θ). (The posterior distribution is proportional to the prior times the
likelihood.)

5 Posterior distribution: In light of the data, the updated view
of/information about the parameter

6 All inference is based on the posterior distribution.
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Bayesian Basics Illustrative Examples

Censored Data

Censored data requires no new methodology in a Bayesian analysis. It is
incorporated into the likelihood.

Type of Observation Failure Time Contribution

Uncensored T = t f (t)
Left censored T ≤ tL F (tL)
Interval censored tL < T ≤ tR F (tR)− F (tL)
Right censored T > tR 1− F (tR)
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Bayesian Basics Illustrative Examples

Bayesian Analysis

1 “Subjective” (what/whose information is contained in the prior
distribution?)

2 Fewer software packages have this capability (SAS PROC MCMC,
OpenBUGS, JAGS, STAN, NIMBLE, R packages)

3 Result is a probability distribution

4 Credible intervals use the language that everyone wants to use.
(Probability that θ is in the interval is 0.90.)

A. Wilson (NCSU Statistics) Bayesian Reliability March 7, 2016 15 / 70



Mention the “subjectivity” inherent in the specification of the likelihood

and discuss that well-done Bayesian analyses are up front about how the

data is used and the sensitivity of the posterior distribution to any

assumptions.



Bayesian Basics Illustrative Examples

Example 1
Bayesian Analysis

A convenient choice to represent prior information about the probability of
a successful launch is the Beta distribution. One interpretation of the
parameters defining this distribution are the number of a priori successes
and failures.

For example, if an expert hypothesizes that her opinion about the
probability of successful launch is worth 8 vehicle launches vehicles and
further expects successful launches 6 times, we would reflect this with a
Beta(6, 2) distribution.
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Bayesian Basics Illustrative Examples

Example 1

• Non-Bayesian analysis: If our data are Binomial(n, θ) then we would
calculate Y /n as our estimate and use a confidence interval formula
for a proportion.

• Bayesian analysis: If our data are Binomial(n, θ) and our prior
distribution is Beta(a, b), then our posterior distribution is
Beta(a + y , b + n − y).
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Bayesian Basics Illustrative Examples

Example 1
Bayesian Analysis

• In this case, the posterior distribution is
Beta(6 + 3, 2 + 11− 3) = Beta(9, 10).

• This means that we can say that the probability that θ is in the
interval (0.291, 0.659) is 0.90.

• Notice that we don’t have to address the problem of “in repeated
sampling”; this is a direct probability statement that relies on the
prior distribution.
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Bayesian Basics Illustrative Examples

Example 1
Beta(6,2) Prior

n = 11, y = 3, a = 6, b = 2
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Bayesian Basics Illustrative Examples

Example 1
Diffuse (Uniform(0,1)) Prior Distribution

n = 11, y = 3, a = 1, b = 1
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Bayesian Basics Illustrative Examples

Example 1
Large n, Beta(6,2) Prior Distribution

n = 110, y = 30, a = 6, b = 2
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Bayesian Basics Illustrative Examples

Example 1
Large n, Diffuse Prior Distribution

n = 110, y = 30, a = 1, b = 1

0.0 0.2 0.4 0.6 0.8 1.0

0
2

4
6

8

Proportion

D
en

si
ty

A. Wilson (NCSU Statistics) Bayesian Reliability March 7, 2016 22 / 70



Bayesian Basics Illustrative Examples

Example 1
All Four Posterior Distributions
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90% confidence interval: (0.052, 0.492) 90% credible intervals:

• Beta(6,2), n = 11: (0.291,0.659)

• Uniform(0,1), n = 11: (0.123,0.527)

• Beta(6,2), n = 110: (0.238,0.376)

• Uniform(0,1), n = 110: (0.210,0.348)

Spend some time with this slide interpreting the differences among the

confidence interval and credible intervals. Discuss the traditional

subjective Bayesian interpretation of the Beta(6,2) interval and give

examples where expert judgment may appropriately influence inference

and how that can be presented to a decision-maker.



Bayesian Basics Computation

Non-Conjugate Prior
Suppose that instead of capturing our prior information using a Beta(6, 2)
distribution, we capture it using a NegativeLogGamma(2, 0.5) distribution,
with

π(θ) = 0.25[− log(θ)]θ−0.5
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What is plotted is the Beta(6,2) in solid and the NLG(2,0.25) in dotted



Bayesian Basics Computation

Negative Log Gamma Prior

For our example, the posterior distribution is

p(θ | y1, . . . , yn) =

∏n
i=1 f (yi | θ)× π(θ)

c(y)

∝
n∏

i=1

f (yi | θ)× π(θ)

∝ θ2.5(1− θ)8[− log(θ)]
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Bayesian Basics Computation

Computation

• What do we do with the joint posterior distribution of θ?

• Note that the dimension of θ is often large in real problems.

• Only for very simple cases is c(y) known.

• Direct numerical integration (for example, to determine means or
marginal distributions) is problematic

• We could construct a normal approximation . . .

• The answer is: We sample. In particular, we figure out how to draw a
random sample from p(θ | y1, . . . , yn). Then we can compute
quantities of interest using Monte Carlo techniques.
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Bayesian Basics Computation

Computation

There are a variety of algorithms that can be used to get our random
samples:

• Rejection sampling

• Importance sampling

• Sampling importance resampling

• Gibbs sampling

• Metropolis-Hastings algorithm
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Bayesian Basics Prior Distributions

Example 2
We now turn to an example involving continuous-valued random variables.
The particular data set we consider represents viscosity breakdown times
for 50 samples of a lubricant.
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Bayesian Basics Prior Distributions

Example 2

• Recall: θ = (µ, σ2) are the mean and variance of the natural
logarithm of the lubricant measurements.

• A convenient choice for π(θ) is a normal distribution for µ and an
inverse gamma distribution for σ2. We’ll assume mutual
independence.

• If X1, . . . ,Xn are normal with mean µ and known variance σ2

[x1 . . . xn ∼ N(µ, σ2)] AND the prior distribution of µ is also normal
with mean m and variance v2 [µ ∼ N(m, v2)] then the posterior

distribution of θ is also normal with mean mσ2+nv2x̄
σ2+nv2 and variance

v2σ2

σ2+nv2 .
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Bayesian Basics Prior Distributions

Example 2

• System engineers who have studied the viscous properties of these
lubricants believe that log(Y ) should be centered at 2, but that value
is known only with standard deviation 1.

• They have very little knowledge about the variability they expect to
see.

• The process of getting a prior distribution from statements made by
experts is called elicitation.

• Role of prior predictive distribution in assessing multivariate prior
distributions:

p(y) =

∫
f (y | θ)π(θ)dθ,

This distribution reflects what we would expect for a randomly
selected fluid breakdown time in the presence of all a priori
uncertainty.
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Bayesian Basics Prior Distributions

Prior Predictive Distribution for Viscosity Breakdown
Times

µ ∼ Normal(2, 1), σ2 ∼ InverseGamma(1, 5)

Viscosity Breakdown Time (1000s of Hours)
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Bayesian Basics Prior Distributions

Launch Vehicle Revisited
Data from Johnson et al. (2005)

Vehicle Outcome Quality Rating

Pegasus 9/10 64
Percheron 0/1 34
AMROC 0/1 51
Conestoga 0/1 55
Ariane 1 9/11 76
India SLV-3 3/4 62
India ASLV 2/4 72
India PSLV 6/7 75
Shavit 2/4 68
Taepodong 0/1 56
Brazil VLS 0/2 47
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Bayesian Basics Prior Distributions

Hierarchical Models
Launch Vehicles Revisited

To more accurately model these data, it makes sense to introduce
parameters πi that denote the long-term probability that the launch of the
ith vehicle is successful.

The model proposed in Johnson et al. (2005) for the probability of a
successful launch of vehicle i on the j th launch:

Xij ∼ Bernoulli(πij)

− log(− log(πij)) = − log(− log(πi )) + α0Wj ,1 + α1Wj ,2

πi ∼ Beta(Kγi ,K (1− γi ))

− log(− log(γi )) = xTi β

• γi is the mean of the Beta distribution, and K controls its precision.
• α0, α1, β0, β1 have (improper) uniform priors
• K ∼ Exponential(1)
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• Discuss hierarchical specification. Give a few examples where a hierarchical
prior makes sense.

• There is strength borrowed from the data of other manufacturers, but there
is an offset based on experience (j ≤ 2→Wj,1 = 1, j > 2→Wj,2 = 1)

• There is also a covariate that adjusts the probability of launch success based
on assessed quality indices



Bayesian Basics Prior Distributions

Reflections

• Science is subjective (what about the choice of a likelihood?)

• Bayesian analyses use all available information

• Bayesian analyses often make interpretation easier

• Bad News: So far, we have looked at straightforward cases

• Good News: Bayesian analyses are possible (and practical) with
advanced computational procedures.
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Mention that there are prior specifications that weight the expert opinion

by how well it is calibrated with observed data, e.g., Reese et al. (2004)

and subsequent; Ibrahim and Chen power priors (e.g., Statistical Science

(2000) 15(1): 46-60



System Reliability

System Reliability
Heterogeneous Information

• DoD systems experience system design, contractor testing,
developmental testing, and operational testing.

• Later in the lifecycle, we see new variants of systems, life extension
programs, . . . .

• Within the Department of Energy, the goal of science-based stockpile
stewardship is the assessment of safety and reliability in aging
warheads in the absence of nuclear testing.
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Considering systems is one area that Bayesian methods have particular

utility. The basic ideas that have just been introduced for modeling

individual components can then be put together into more complex

structures.



System Reliability

Statistical Areas of Interest

• Data
• Multilevel
• Multiple types: binary, lifetime,

degradation, expert judgement,
computer model

• Systems
• Representation
• Assessment: model checking and

diagnostics, model fit

• Planning data collection
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System Reliability

Multilevel Data
Multilevel Pass/Fail Data, Series System

• Informaton collected at C0, C1, C2, and
C3

• Information at C0 provides partial
information about C1, C2, and C3

• Goal: simultaneous inference about
system and component reliabilities

Successes Failures Trials

Component 1 8 2 10

Component 2 7 2 9

Component 3 3 1 4

System 10 2 12
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System Reliability

System Representations

A B C

S

CBA

S

CBA

Reliability Block Diagram

Fault Tree

Bayesian Network
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Mention these as three ways that are commonly used to represent

systems. Reliability block diagrams and fault trees are the same, but

depend on whether you are looking at system success or failure. A

Bayesian network is a generalization that allows for a probability of

system failure depending on the states of the components.



System Reliability

System Representations
Developing the model for a complex system
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Mention the thread of work in the elicitation of complex systems (e.g.,
Wilson et al. (2007) and the subsequent work to develop tools, e.g.
Graves et al. (2008).

Also leads to model checking, e.g., Anderson-Cook (2008), Guo and
Wilson (2013), Zhang and Wilson (2016).

Inference does depend on getting the system structure correct. The

reliability problem is different from the machine learning problem where

we are trying to use the data to learn the conditional independence

structure (also represented using a Bayesian network).



System Reliability

Example
Multilevel Pass/Fail Data, Bayesian Network, Reliability Changing with Time

����
C

����
A





�

����
B

J
JJ]

Age A B C

1 19/19 35/35 15/16
2 - 47/48 14/14
3 16/19 37/38 12/14
4 12/12 - -
5 - 44/45 13/14
6 - 35/37 11/12
7 9/13 - -
8 - 33/42 5/16
9 - - 12/19
10 3/10 30/39 8/14
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The intent is not to cover the example in detail, but to give the flavor of

the data, likelihood, and inference.



System Reliability

Model

• “Component” probabilities, logistic regression,

pA(t) =
exp(αA + βAt)

1 + exp(αA + βAt)

pB(t) =
exp(αB + βBt)

1 + exp(αB + βBt)

• Conditional probabilities

τ11 = P(C = 1 |A = 1,B = 1)

τ10 = P(C = 1 |A = 1,B = 0)

τ01 = P(C = 1 |A = 0,B = 1)

τ00 = P(C = 1 |A = 0,B = 0)
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System Reliability

Model

• “System” probability

pC (t) = τ11
exp(αA + αB + (βA + βB)t)

(1 + exp(αA + βAt))(1 + exp(αB + βBt))

+τ10
exp(αA + βAt)

(1 + exp(αA + βAt))(1 + exp(αB + βBt))

+τ01
exp(αB + βBt)

(1 + exp(αA + βAt))(1 + exp(αB + βBt))

+τ00
1

(1 + exp(αA + βAt))(1 + exp(αB + βBt))
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System Reliability

Likelihood and Prior

Data at t = 3

Age A B C

3 16/19 37/38 12/14

Likelihood at t = 3

L(αA, αB , βA, βB , τ11, τ10, τ01, τ00) =

pA(3)16(1− pA(3))3pB(3)37(1− pB(3))pC (3)12(1− pC (3))2
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System Reliability

Posterior Distributions
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System Reliability

Extensions
This basic approach has been extended in many directions.

• Lifetime and degradation data at the components (Wilson et al.
(2006))

• Multiple diagnostics measured at the components (Anderson-Cook et
al. (2008))

• Lifetime data at the components and system (Reese et al. (2011))

• Binary, lifetime, or degradation data at components and system (Guo
and Wilson (2013))

• Parallel line of research focused on developing system models:
elicitation, software, representations (e.g., Wilson et al. (2007),
Anderson-Cook (2008))

• Prior distributions (to capture knowledge about parameters “before”
this experiment)

• “Naive” specifications can lead to surprisingly bad results
• Variable selection priors

A. Wilson (NCSU Statistics) Bayesian Reliability March 7, 2016 45 / 70



Moving Forward

Moving Forward

• There has been substantial progress in the last 20 years with models,
methods, and tools for Bayesian reliability.

• How do we design tests and optimize data collection when we
acknowledge that we have many kinds of information and
considerable relevant historical information?

• How do we embed reliability growth models in a Bayesian framework?

• How do we think about the idea of mission reliability?

A. Wilson (NCSU Statistics) Bayesian Reliability March 7, 2016 46 / 70



Note the link between physics-based and reliability growth models. The

reliability growth model is more probabilistic than mechanistic. Gets back

to the question raised in the introduction about extrapolation and

prediction.



Moving Forward Planning Data Collection

Resource Allocation

One approach that we will not cover in detail is often called resource
allocation. For given constraints, typically of cost or time, what set of
tests do we perform that optimizes some metric?

• Often the metric is the length of the credible interval for some
quantity of interest.

• The optimization is done over not just one possible source of data,
but over a range of possibilities, from more field tests to additional
computer modeling.

• Often there is often an explicit tradeoff between data that can be
collected about a system and data that can be collected about its
components.
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Moving Forward Planning Data Collection

Reliability Demonstration and Assurance

• Example: Using minimal assumptions, to demonstrate that reliability
at time t0 hours is 0.99, with 90% confidence, requires testing at least
230 units for t0 hours with zero failures. To have a 80% chance of
passing the test, requires that the true reliability be approximately
0.999.

• For complicated, expensive systems, traditional reliability
demonstration is usually not practical.

• Reliability assurance is an alternative: Use whatever relevant
knowledge you have in a principled Bayesian approach to plan the
test.
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Moving Forward Planning Data Collection

Bayesian Binomial Test Plan

• Suppose we want to develop a Bayesian binomial test plan.

• We want to determine (n, c) where n is the test sample size and c is
the number of systems allowed to fail before the “test is failed.”

• What criteria do we use to choose n and c?
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Moving Forward Planning Data Collection

Test Criteria

There are two errors we could make:

• We could decide the “test is failed” when the system reliability π is
higher than a specified πP

Posterior Producer’s Risk: Choose a test plan so that if the test is failed,
there is a small probability that the reliability at tI (the time of interest) is
high
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Moving Forward Planning Data Collection

Test Criteria

• We could decide the “test is passed” when the system reliability is
lower than a specified πC .

Posterior Consumer’s Risk: Choose a test plan so that if the test is passed,
there is a small probability that the reliability at tI is low

• Reliable Life Criterion: Choose a test plan so that if the test is
passed, there is a high probability that the 1− α quantile of the
distribution is greater than tI
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Moving Forward Planning Data Collection

Posterior Producer’s Risk

Posterior Producer ′s Risk = P(π ≥ πP |Test Is Failed , x)

=

∫ 1

πP

p(π | y > c , x)dπ

=

∫ 1

πP

f (y > c |π)p(π | x)∫ 1
0 f (y > c |π)p(π | x)dπ

dπ

=

∫ 1
πP

[∑n
y=c+1(ny )(1− π)yπn−y

]
p(π | x)dπ∫ 1

0

[∑n
y=c+1(ny )(1− π)yπn−y

]
p(π | x)dπ

=

∫ 1
πP

[
1−

∑c
y=0(ny )(1− π)yπn−y

]
p(π | x)dπ

1−
∫ 1

0

[∑c
y=0(ny )(1− π)yπn−y

]
p(π | x)dπ
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Moving Forward Planning Data Collection

Posterior Consumer’s Risk

Posterior Consumer ′s Risk = P(π ≤ πC |Test Is Passed , x)

=

∫ πC

0
p(π | y ≤ c , x)dπ

=

∫ πC

0

f (y ≤ c |π)p(π | x)∫ 1
0 f (y ≤ c |π)p(π | x)dπ

dπ

=

∫ πC
0

[∑c
y=0(ny )(1− π)yπn−y

]
p(π | x)dπ∫ 1

0

[∑c
y=0(ny )(1− π)yπn−y

]
p(π | x)dπ

.

We evaluate these integrals using Monte Carlo integration and draws from
the posterior distribution of p(π | x).
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Moving Forward Planning Data Collection

Assurance Testing Example

• Missile system consisting of 10 components.

• The 10 components are labeled A – K, and each component has two
or three versions as denoted by the numbers following the identifying
letters. For example, component A1 is component A, version 1.

• The missile is a series system.

• Over time, seven variants of the missile have been tested.

• For some systems we do not have information about which variant of
the component was tested.
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Example drawn from Hamada et al. (2014)



Moving Forward Planning Data Collection

Components Used in Variants of System

System Variants

I II III IV V VI VII

A1 A1 A1 A1 A2 A1 A2
B1 B1 B1 B1 B1 B2 B2
C1 C1 C2 C3 C3 − C3
D1 D2 D2 − − − −
E1 E2 E2 E1 E2 E2 E2
F1 F2 F3 F3 F3 F3 F2
G1 G2 G3 − − − −
H1 H2 H2 H2 H2 H2 H2
J1 J2 J3 J3 J3 J3 J3
K1 K1 K1 K1 K1 K1 K2
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Moving Forward Planning Data Collection

Previous Tests

Component Tests Successes Component Tests Successes

A1 638 633 F2 338 336
A2 70 65 F3 196 195
B1 662 651 G1 174 174
B2 46 43 G2 296 294
C1 470 468 G3 144 141
C2 144 141 H1 174 172
C3 90 89 H2 534 529
D1 174 174 J1 174 172
D2 440 435 J2 296 296
E1 194 192 J3 238 237
E2 514 512 K1 664 650
F1 174 174 K2 42 42
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Moving Forward Planning Data Collection

Model

We assume that the versions of a component are similar so that we can
model the reliabilities hierarchically. In particular, we model the successes
of the jth version of the ith component as:

Xij |πij ∼ Binomial(nij , πij),

πij | δi , γi ∼ Beta(δi , γi )

δi ∼ Uniform(0, 5000)

γi ∼ Uniform(0, 5000)
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Moving Forward Planning Data Collection

Designing a Test

Consider the situation where a new version of component A is under
consideration for the system, while the other components remain at the
most recent version. Draws for π for this new system that we can use in
our Monte Carlo evaluation of consumer and posterior risk are

π(k) = π
(k)
A π

(k)
B2 π

(k)
C3 π

(k)
D2 π

(k)
E2 π

(k)
F3 π

(k)
G3 π

(k)
H2 π

(k)
J3 π

(k)
K2

where we use the predictive distribution for π1 (component A) and
posterior distributions for πij (specific versions of the rest of the
components).

We set values for πP , πC , posterior producer’s risk, and posterior
consumer’s risk and then solve for n and c that satisfy the conditions.
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Moving Forward Reliability Growth

Additional Problems to Investigate

• Reliability Growth

• Mission Reliability
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Moving Forward Reliability Growth

Reliability Growth

• When predicting/extrapolating reliability, combining information from
the data and from a physics-based model can improve the quality of
the prediction

• Can we achieve similar gains using a more probabilistic description
like those in reliability growth models?
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Moving Forward Reliability Growth

Reliability Growth

Models change and improvement in the reliability of a system as it goes
through testing and corrective action periods.

A. Wilson (NCSU Statistics) Bayesian Reliability March 7, 2016 61 / 70



Moving Forward Reliability Growth

Reliability Growth

• Popular reliability growth models used in the DoD: Duane Model,
Crow-AMSAA, AMSAA PM2

• Parameters include initial system MTBF, average fix effectiveness
factor, and proportion of uncovered defects repaired

• As currently used in the DoD, reliability growth models are not based
on nor are they updated using data!
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Moving Forward Mission Reliability

Reliability

The ability of an item to perform a required function, under given
environmental and operating conditions and for a stated period of time
(ISO 8402, International Standard: Quality Vocabulary, 1986)

Reliability assessments have traditionally focused on understanding the
reliability of components or systems. However,

• Most complex defense systems serve more than one required function
(e.g., ships may provide transportation, defense, self-protection, etc.)

• Most are deployed to multiple operating environments: desert, littoral
(close to shore), mountain, etc.

• Operating conditions vary depending on mission

• The total mission time is often stated.

How do we formulate a reasonable definition of mission reliability and a
strategy for assessment and test design?
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Does theory work in practice? - two case studies 
Richard Jarrett 

Visiting Research Fellow, University of Adelaide 

Abstract 
This paper considers two different studies.  Each study explored the properties of a production process 
and each had a number of issues that needed to be resolved before experimental runs could be 
performed.  In the first case, the process was a continuous rubber extrusion line, producing windscreen 
wiper blades.  Planning involved people on three different continents, so issues of building trust were 
paramount.  Only a narrow window was available for experimentation, so flexibility and a quick response 
to problems as they arose were needed.  The second study was an off-line batch process aimed at 
producing polymers suitable for artificial corneas.  There were two competing variables of 
interest.  Previous attempts to improve the product had been piecemeal and unsuccessful, but a 
fractional factorial experiment provided guidance on a way forward.  Subsequent runs then aimed to 
optimise the primary variable whilst holding the second variable constant.  By comparing and contrasting 
these studies, there are many valuable lessons to be learnt. 

1 Introduction 
Experimental studies arise in many different ways.  There might be an approach by management 
to tackle a major issue or an approach by an individual engineer who feels that a process can be 
improved.  Textbook examples often gloss over a number of issues that are important: 

• developing trust between the owner of the process and the statistician, 
• developing a clear purpose for the proposed study, 
• justifying the cost of an experimental program by using the potential gains in knowledge 

or efficiency that can come from it, 
• determining whether the experimental program should be conducted on-line or off-line 

(or perhaps both), 
• choosing which factors are important and what their levels should be,  
• making choices over what outcome variables are measured and how, and determining 

how the sampling of the process is done, 
• being flexible and agile during the conduct of the experimental program, 
• being thorough and exacting in running the experimental program and in collecting and 

labelling samples, 
• narrowing down the outcomes to the few key findings 

Along these lines, Robinson (2000, p.6) provides a 24-step checklist, which includes an outer 
circle (examining the whole process) and an inner circle (the detailed experimental program).  
Box, Hunter & Hunter (2005) spend their first chapter talking about "the learning process", a 
series of iterations which gradually uncover the truth.   
This paper will present two case studies undertaken while the author was a statistician working 
at CSIRO, a research establishment in Australia which is partly government funded and which 
undertakes both fundamental and contract research.  The case studies are similar in that both 
use fractional factorial designs to gain an understanding of the process but they differ in a 
number of ways: 
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• one was conducted on-line, and the other was conducted off-line 
• one was a working production line, producing high quality product, while the other aimed 

to develop a new process that would ultimately be scaled up to a production line 
• one involved a series of experimental runs over a one-week period, while the second 

started with a (fractional) factorial dexperiment and then had a second and third phase 
over a period of 3 months, aimed at finding an improved process. 

The methodology applied in both studies owes much to the approach espoused in Box, Hunter & 
Hunter (2005) and a number of comparisons will be made between these case studies and the 
work of these three authors. 

2 Experiments on a rubber extrusion line 
2.1 Background 
Windscreen wiper blades were traditionally made of natural rubber using a moulding process.  
The company involved here had been at the forefront of switching over to extrusion moulding, 
as this proved to be cheaper, more efficient and more reliable.  At the time of this project, the 
company had two rubber extrusion plants operating in the US and had just started up a new 
extrusion plant in the UK.  The initial settings for the new plant were chosen based on the 
experience in the US, but the line was slightly different and the quality was not quite what it 
should have been.  The Australian arm of the company did a lot of the testing and product 
development and they suggested getting CSIRO involved in trying to improve the process. 

2.2 Planning the study 
Discussions began in February, with the intention of running the trials in the UK later the same 
year, and teleconferences were held monthly, involving staff in the US, UK and Australia.  There 
were many issues involved in preparation for this study.  These included: 

• choice of factors to be altered during the study, and the levels at which they might be set, 
• how much time could be devoted to the study, since the plant might not be producing 

marketable blades during this time, 
• how long each experimental run would take, and hence how many runs could reasonably 

be done in the time available, 
• decisions about what measurements might be important, and which facility would do the 

testing, 
• standardisation of test procedures across different facilities (round robin studies), 
• consistency of the supplied rubber.   

Attempts were made to resolve all these questions before the team arrived on site.  This section 
reports on the decisions made prior to arrival on site. 
The production line 
A plan of the extrusion process was supplied, with the time taken for the rubber to reach various 
points along the process, with zero time corresponding to the point when rubber exits the 
extruder.  A simplified version of this is provided in Figure 1. 
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Figure 1: Schematic diagram of rubber extrusion line,showing progressive times at a line speed of 

20m/min 
The product 
The die for the extruder had a cross-section as shown in Figure 2.  It produced a tandem; that is, 
two wiper blades with a small section in the middle which supported the extruded rubber as it 
progressed through the production line.  The Cutter in Figure 1 cut the tandems to length, but it 
was eventually decided that the slitting (which took out the centre section between the vertical 
dotted lines in Figure 2 and produced two separate wiper blades) be done off-line.  
 
Factors 
The factors identified for the study are shown in Table 1, together with the levels chosen in the 
months leading up to the experiment.  The agreement was that the study would run over a one-
week period.  While the ideal would have been to run an initial set of experiments as a fractional 
factorial experiment and then determine how to move forward from there (see, for example, 
Box, Hunter & Hunter, 2005), the client considered this a one-off experimental program and 
moreover the testing of materials to obtain data for the experiment would take several months.  
Accordingly, it was agreed to do a response surface design, consisting of a fractional factorial 
experiment with the addition of star points and centre points.  The outer two levels for the 
factors in Table 1 are for the star points, the centre value for the centre points and the remaining 
two levels are those used in the fractional factorial.   
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Figure 2: Cross-section of the extruded rubber, with measurements in mm 

 
Table 1: Proposed levels of factors, at planning stage 

Factor Label Units Coded levels 
-2 -1 0 1 2 

Cure Temp (Salt tank) Cur degC 195 200 205 210 215 
Chlorination Level Chl % 0.8 1.0 1.2 1.4 1.6 
Line Speed LSp m/min 17 18 19 20 21 
Graphite Oven Gr degC 180 185 190 195 200 
Postcure Time PCt min 19 21 23 25 27 
Postcure Temp PCd degC 140 145 150 155 160 
Trim Length Trim mm 3.8 4.0 4.2 4.4 4.6 
Source of Rubber    Hatcham  Burton  

 
The UK plant had a graphite oven added which was not present in the US plants.  The request 
was made to consider not only the impact of changing the temperature of this oven around a set 
point of 190degC, but also the impact of having it switched off, so that the results could be 
translated to the US plants.  This would potentially lead to large changes in the outcomes, so it 
was decided to run two separate experimental programs, one with the oven off (2 days) and one 
with the oven on (3 days).  The aim at this stage was to trim the centre section from the tandem 
on-line, so this was an additional factor.  As a result, there were potentially 7 factors for the 
Graphite Off experiment and 8 factors for the Graphite On experiment. 
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Timing 
In planning the experimental program, there were a number of issues that needed to be taken 
into account: 

• Changing the level of any factor required a certain amount of time before the factor 
settled at its new value. Line Speed and Postcure Time were governed by the speeds of 
two separate conveyor belts which could be changed quite quickly with, say, 1 minute for 
this to settle down.  However, it was estimated that Cure Temp would take 45 minutes to 
stabilise, while the Chlorination Level, Graphite Oven temperature and Postcure Temp 
would each take about 15 minutes. 

• Operating a continuous process also meant that the timing of such factor changes had to 
be considered carefully, as the extruded rubber was in the process for about 35 minutes.  
The intention was that, for each experimental run, there would be 4-minutes worth of 
extruded rubber passing through the process once it had stabilised to the set values.  At a 
minimum speed of 17m/min , this would generate at least 68m of rubber which, cut into 
50cm lengths, would provide sufficient material for the variety of tests that needed to be 
made.  In order to complete sufficient runs in a reasonable time, it was necessary to start 
changing factor levels as soon as that 4-minutes worth of rubber had exited the relevant 
step in the process.  This was particularly true for the salt bath and the chlorination tank.  
Table 2 shows the calculations which give the minimum times possible between runs 
according to which factors were being changed. 

As an example, consider a run that starts at Time 0.  For the next 4 minutes, the extruded rubber 
forms our sample.  The material enters the Chlorinator at 2min and begins to exit it at 7min.  The 
last of the collected material exits the Chlorinator at 11min.  If we start to change the chlorine 
level immediately and allow 15min for it to stabilise, the Chlorinator will be ready to receive the 
next batch at 26m.  Since this point is 2min from the extruder, we can start the next batch at 
24min.  Table 2 shows similar calculations for each of the key factors.  Note here that the Line 
Speed is the speed of the line for the first 12 minutes, as the Postcure oven has a different 
conveyor system.  The last column in Table 2 contains adjustments that were made on site after 
observing the process more closely. 
 

Table 2: Changeover times between runs in minutes, depending on which factors are changing 
Factor Label In Out Changeover 

Time 
Ready to 
receive 

New 
sample can 

start at 

Revised 
on site 

Cure Temp (Salt tank) Cur 0 1 45 49 50 50 
Chlorination Level Chl 2 7 15 26 24 31+ 
Line Speed LSp 0 12 1 17 17 17 
Graphite Oven Gr 8 10 15 29 21 21 
Postcure Time PCt 12 35 1 40 28 28 
Postcure Temp PCd 12 35 15 54 42 28 
Trim Length Trim 10 12 1 17 7 - 
Source of Rubber  -3 0 1 8 5 - 
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The result of this was that the start times of successive runs needed to be separated by between 
5 and 50 minutes, according to which of the factors were being altered.  In order to complete the 
runs in a reasonable time, those factors leading to large delays (Cur and PCd) needed to be 
altered less frequently, so that full randomisation of the order of the runs was not desirable or 
possible from a practical point of view. 
Variables to be measured 
Table 3 shows the measurements that were agreed.  Wipe Quality and Flip were the key 
variables to be optimised.  Wipe Quality was determined by running a wiper blade on a test rig 
to see how well it would clean a wet windscreen, with a score on a 0-10 scale acccording to how 
it performed given by the operator.  Similar, Flip was scored as 0, 1 or 2 when the wiper blade 
changed direction, according to whether the blade failed to flip (0), partially flipped (1) or fully 
flipped (2).  
While interest centred on the settings required to achieve the best results, there was also a 
desire to understand how these were influenced by other measurable properties of the wiper 
blades, such as Young's Modulus, tan(delta) and a variety of dimensional measurements.  
Furthermore, there was interest in how the blades perform in use, so some tests were made 
after ageing, or accelerated ageing.  These are listed in Table 4.  Certain other variables were 
derived by averaging other variables, as listed in Table 4. 
The planned designs 
Prior to leaving Australia, plans were drawn up for two designs.  It was felt that, with 7 factors 
for the Graphite Off design and 8 factors for the Graphite On design, there would be insufficient 
time to complete the work in the 5 days provided.  With some reluctance, it was agreed to use a 
different source of rubber for each of the two studies.  This led to the studies being planned as 
follows: 

• Graphite Oven Off: With 6 factors of interest, the plan was to use the Plackett-Burman 24 
run design, 12 star points and 3 centre points, making 39 runs. By structuring the order so 
that the hard to change variables were altered less often, it was felt that this could be 
done in a little over two days. 

• Graphite Oven On: With 7 factors of interest, the aim as to use a quarter replicate of a 27 
design, in blocks of size 4, complemented by 14 star points and 4 centre points, making 
50 runs in all.  This could be completed in a little less than 3 days. 

2.3 Running the experiments 
Those involved with the experiment flew in from Australia and the US early in January, ready to 
start the program on the Monday morning. 
What changed? 
A number of developments took place that led to changes in the experimental program.  
Unfortunately, there was a fault in one of the heaters in the salt tank, so the first day was lost 
completely.  This necessitated a redesign of the program on Monday night ready to start 
Tuesday morning.  On Tuesday, there were problems with the cutter blades that slit the 
tandems, so only the first four runs of the Graphite Off experiment were run late Tuesday.   
From what was done, more was learnt about the time needed to stabilise after changes were 
made to the factors.  In particular: 
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Table 3: Variables chosen for measurement on new wiper blades 
Abbreviation Name Units Description Source 
Run Run number (1-29,G1-G31)  Identifier, standard order  
SetPt Set point for Chlorination % From the design  
PreP Chlorination pre Postcure % Tandems at Cutter UK 
PostP Chlorination after Postcure % Tandems after Postcure UK 
PostB Chlorination after Postcure % Tandems after Postcure US 
UpperBWa* Upper Body Width above rail mm See Figure 1 Aust 
UpperBWb* Upper Body Width below rail mm See Figure 1 Aust 
UpperBDl* Upper Body Depth left mm See Figure 1 Aust 
UpperBDr* Upper Body Depth right mm See Figure 1 Aust 
HingeLl* Hinge Length left mm See Figure 1 Aust 
HingeLr* Hinge Length right mm See Figure 1 Aust 
HingeTa* Hinge Thickness a mm Closest to upper body Aust 
HingeTb* Hinge Thickness b mm Central Aust 
HingeTc* Hinge Thickness c mm Closest to centre Aust 
TrimLm* Trim Length mm See Figure 1 Aust 
TrimA* Trim Angle deg Angle of cut when centre cut 

out 
Aust 

TrimT* Trim Thickness mm See Figure 1 Aust 
YM* Young's Modulus MPa  Aust 
WQ1u-WQ4u* Wipe Quality upstroke 0-10 Assessed on rig, 4 blades Aust 
WQ1d-WQ4d* Wipe Quality downstroke 0-10 Assessed on rig, 4 blades  Aust 
Chlpc Chlorination after Postcure % Same as PostB US 
Uheadin Underhead inches See Figure 1 US 
Uheadmm Underhead mm See Figure 1 US 
YMr Young's Modulus, room temp Mpa  US 
YMm Young's Modulus, -40degC Mpa  US 
Mod Modulus Mpa  US 
Tand Tan Delta  Ratio of elastic modulus to 

viscous modulus 
US 

Bend Bending Set deg Rubber clamped in a U-shape 
and heated; the angle is 
measured after unclamping 

US 

Tens Tensile Set % Rubber stretched and heated; 
the % increase in length is 
measured after unclamping 

US 

T40FMax* Friction test, Maximum  Trim Length 4.0mm UK 
T40FMn* Friction test, Mean  Trim Length 4.0mm UK 
T42FMax* Friction test, Maximum  Trim Length 4.2mm UK 
T42FMn* Friction test, Mean  Trim Length 4.2mm UK 
T44FMax* Friction test, Maximum  Trim Length 4.4mm UK 
T44FMn* Friction test, Mean  Trim Length 4.4mm UK 
 

JarrettPaper2 7 22/02/2016 



Table 4: Variables measured to assess long term performance and derived variables 
Abbreviation Name Units Description Source 
Run Run number  Identifier, standard order  
OvMar-OvJun Length of blades inches Monthly, to detect shrinkage US 
TLen Trim Length mm Intended trim length US 
Up/Down* Wipe Quality, Perm Set 0-10 Blades at 80degC for 72h,then tested, 

10=clear screen 
Aust 

X1-X6* Flip (6 cycles) 0-2 0=no flip, 1=partial flip, 2=full flip Aust 
AveWQu Ave Wipe Quality (up) 0-10 Average of WQ1u-WQ4u Derived 
AveWQd Ave Wipe Quality 

(down) 
0-10 Average of WQ1d-WQ4d Derived 

AveWQ Ave Wipe Quality 0-10 Average of AveWQu, AveWQd Derived 
Flip* Average of X1-X6 0-2  Derived 
AveWQ.PS* Ave Wipe Quality, after 

Perm Set 
0-10 Average of Up and Down Derived 

FMax Maximum Friction  Mean of T40FMax,T42FMax,T44FMax Derived 
FMean Average Friction  Mean of T40FMn,T42FMn,T44FMn Derived 

 
• Postcure Oven temperature stabilised to a new level within a minute, so that the 

changeover time for Postcure Temp in Table 2 became the same as for Postcure Time, 
namely 28 minutes. 

• Chlorination levels could only be checked when samples were taken from the line at the 
Cutter, 5 minutes after it exited the Chlorinator. It was noted previously that, if a run 
starts at Time 0, the last of the collected material exits the Chlorinator at 11 minutes.  If 
the chlorine level was reset immediately and 15 minutesallowed for it to stabilise, the 
Chlorine level could be checked at the Cutter at 31 minutes.  If it was OK, the next batch 
can start immediately, so the delay between runs would be 31 minutes.  If the level at the 
Cutter is not close enough, a few extra minutes could be taken before starting the next 
run. So, this extra check increases the changeover time from 24 minutesto at least 31 
minuteswhen changing the level of chlorination.  

• Chlorination levels for the Graphite On experiment were increased by 0.1 from the values 
in Table 1, so they ran from 0.9-1.7. 

This led to alterations in the planned changeover times, as shown by the last column in Table 2, 
and led to the decision to change salt bath temperature and chlorination level as infrequently as 
possible in order to shorten the length of the program.   
There were now only 3 days remaining to complete the study, so Tuesday night was spent 
redesigning the experiments once again, while trying to retain the 4 runs that had been 
completed Tuesday afternoon.  the designs as originally planned were now not possible and 
further reductions in size were needed.   
In view of the problems with the Slitter, it was decided that the slitting, to remove the centre 
section shown in Figure 1 and provide two wiper blades, would be done off-line. The extruded 
rubber would be cut to length at the Cutter (see Figure 1), the cut tandems passed through the 
Postcure Oven and the samples put into labelled boxes.  Samples would later be passed through 
a Slitter off-line.  This meant that the number of factors in the on-line studies was reduced by 
one, and the factor Trim Length became a factor at three levels nested within the on-line design.  
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For each experimental run, tandems would be chosen at random to be slit to produce blades 
with nominal Trim Length 4.0mm, 4.2mm and 4.4mm.  
In Table 3 and Table 4, variables which have an asterisk were measured separately on blades 
with each of these three levels of Trim Length.  For the purposes of this paper, results have been 
averaged over the 3 Trim Lengths, so that the data provided with this paper and the analyses 
discussed here use only this averaged data.   
With one less factor to consider, the designs were revised as follows: 

• Graphite Oven Off: There were 5 factors of interest, so a half replicate of a 25 design was 
used, with an additional 10 star points and 3 centre points, making 29 runs in all. 

• Graphite Oven On: Here, there were 6 factors of interest, so a quarter replicate of a 26 
design was used, with 12 star points and 3 centre points, giving 31 runs in all. 

Randomisation was very restricted by the changeover time issues.  Priority was given to 
completing the fractional factorial parts of each study first, since that was considered the most 
important part to get done. These were completed by having 4 blocks of 4 units, corresponding 
to the salt bath and chlorinator combinations, with the 4 blocks done in a random order, and 
then the 4 runs within those blocks being done in a random order.  These were followed by the 
star and centre points, not properly randomised but arranged to minimise changeover times. 
The rubber from each source came in batches of around 400lbs, or 180kg, each batch consisting 
of a continuous feed with dimensions approximately 10cm x 1cm which was fed into the 
extruder where it was heated, mixed and forced through the die.  With a cross-section of about 
0.84cm2, and a specific gravity of 0.9, each batch should make about 2400 metres of extruded 
rubber, lasting about 2 hours at the average line speed of 19m/min. This generally corresponded 
to about 8 experimental runs, although the exact times each batch started were not recorded.   
After a very long day, the Graphite Off runs were completed on Wednesday night.  The runs for 
the Graphite On experiment were commenced on Thursday morning and completed around 
lunchtime on Friday. The first run through the Graphite Oven at 180degC, the lowest planned 
level, produced copious amounts of black smoke, necessitating a rapid decision to reset the 
temperatures for the Graphite Oven down by 40degC to a range of 140-160degC.   
The new designs 
Table 5 and Table 6 show the two studies in the order they were performed.  In each case, the 
Run Number comes from the design written in a standard order.  All samples were labelled with 
this number and all results were ultimately given in that standard order.  The main criterion in 
determining the order for the runs to be performed was to change the salt bath temperature 
and the chlorination level as infrequently as possible, so the fractional factorial part was run in 
blocks of 4, corresponding to the levels of Cur and Chl, and then the remaining points grouped 
appropriately to minimise the changeover times.  
The factor Trim Length was applied within runs as a factor at 3 levels, so that the designs 
effectively became split plot designs.  For the Graphite Off study, there were then 29 whole 
plots, corresponding to the 29 runs, and 3 subplots in each, corresponding to the levels of Trim 
Length. 
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Table 5: Graphite Off experiment, in the order performed, showing the time each sample entered 
the salt tank 

Run Time Cur Chl LSp PCt PCd Cur Chl LSp PCt PCd 
1 18:41 -1 -1 -1 -1 1 200 1 18 21 155 
2 19:09 -1 -1 1 1 -1 200 1 20 25 145 
3 19:33 -1 -1 -1 1 -1 200 1 18 25 145 
4 20:01 -1 -1 1 -1 1 200 1 20 21 155 
5 08:43 -1 1 -1 1 1 200 1.4 18 25 155 
6 09:12 -1 1 1 -1 -1 200 1.4 20 21 145 
7 09:33 -1 1 -1 -1 -1 200 1.4 18 21 145 
8 10:05 -1 1 1 1 1 200 1.4 20 25 155 
13 11:09 1 1 1 1 -1 210 1.4 20 25 145 
14 11:39 1 1 -1 -1 1 210 1.4 18 21 155 
15 11:51 1 1 1 -1 1 210 1.4 20 21 155 
16 12:21 1 1 -1 1 -1 210 1.4 18 25 145 
9 12:55 1 -1 1 -1 -1 210 1 20 21 145 
10 13:23 1 -1 -1 1 1 210 1 18 25 155 
11 13:37 1 -1 1 1 1 210 1 20 25 155 
12 14:09 1 -1 -1 -1 -1 210 1 18 21 145 
18 14:47 0 0 0 -2 0 205 1.2 19 19 150 
17 15:11 0 0 0 0 2 205 1.2 19 23 160 
19 15:39 0 0 0 0 -2 205 1.2 19 23 140 
20 16:05 0 0 0 2 0 205 1.2 19 27 150 
21 16:34 0 0 -2 0 0 205 1.2 17 23 150 
22 17:37 0 0 0 0 0 205 1.2 19 23 150 
29 18:25 0 2 0 0 0 205 1.6 19 23 150 
24 18:56 0 0 0 0 0 205 1.2 19 23 150 
23 19:08 0 0 2 0 0 205 1.2 21 23 150 
25 19:23 0 0 0 0 0 205 1.2 19 23 150 
28 20:13 2 0 0 0 0 215 1.2 19 23 150 
27 20:32 0 -2 0 0 0 205 0.8 19 23 150 
26 21:15 -2 0 0 0 0 195 1.2 19 23 150 

2.4 Methodology for analysis 
Where measurements were made at the different Trim Lengths, analyses of the split plot designs 
were performed and it was found that, while  Trim Length had an impact, there were generally 
no interactions between Trim Length and the other factors.  Accordingly, the important effects 
relating to the other factors were those occurring in the upper part of the split plot analysis, 
corresponding to an analysis of the average values for the whole plots.  For those variables 
identified by an asterisk in Table 3 and Table 4, the analyses reported below are based on these 
averages.  Other variables were measured only once for each run. 
For both experiments, we can identify the main effects, a number (but not all) of the two-factor 
interactions and the quadratic terms in the main effects.  Two approaches were used in the 
original analyses: 

• Analysis of variance: For the Graphite Off experiments, there were 17 effects of interest 
(5 main effects, 5 quadratics and 7 identifiable two-factor interactions), leaving 11 
degrees of freedom for error.  For the Graphite On experiment,  there were 21 effects of 
interest (6 main effects, 6 quadratics and 9 identifiable two-factor interactions), leaving 9 
degrees of freedom for error.  The residual degrees of freedom are quite small, so tests 
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based on them are not that powerful.  Furthermore, there are likely to be relatively few 
strong effects, so they may get missed in an overall test.  On the other hand, if individual 
parameters are tested, there are multiple comparisons, both within a single variable and 
then especially given that there are 20-30 variables to consider, making the usual 
significance tests somewhat problematic. 

• Normal quantile plots:  If all effects are standardised to the same standard deviation, 
then the hypothesis of no effects suggests that they should behave like a sample from a 
Normal distrubtion with zero mean and constant variance.  Hence a Q-Q plot of the 
ordered effects should produce a straight line. Large values at either end, deviating from 
the straight line, would suggest real effects that may be present.  In a further refinement, 
Daniel (1959) developed the half-Normal plot, on the basis that the sign of the effects is 
irrelevant because the levels of any factor could easily have been coded in the reverse 
order, hence changing the sign (arbitarily) of any effect.  Thus, the unsigned values of the 
effects should behave like a sample from a half-Normal distribution. 

A combination of these two proved very effective in identifying the key factors that influence the 
different variables. 
Correlations were also considered, particularly among the dimensional measurements, since one 
would expect that groups of these variables would behave in similar ways. 
In preparation for the current paper, these ideas were extended on a number of fronts: 

• Half-Normal plots for all contrasts: In the original analyses, half-Normal plots were 
performed on the effects of interest, and then the slope, corresponding to the standard 
deviation implied by the residual mean square, was added.  As an alternative to this, a full 
set of meaningful orthogonal contrasts can be developed and the half-Normal plot 
applied to the full set of either 28 or 30 orthogonal contrasts, depending on the study. 

• Combining the two studies: In practice, the same factors show up as influencing 
particular variables in both studies, so the question arises as to whether common effects 
can be identified across the two studies.  The design of the studies is similar enough that 
this can be done and, ultimately, a set of 59 contrasts can be identified which enable 
questions to be asked about whether the response to the factors is the same or different 
across the two studies.  This is a more powerful approach, as it essentially doubles the 
sample size for determining the importance of the factors, while maintaining the ability 
to look for differences between the two studies. 
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Table 6: Graphite On experiment, in the order performed, showing the time each sample entered 
the salt tank 

Run Time Cur Chl LSp Gr PCt PCd Cur Chl LSp Gr PCt PCd 
G9 08:59 1 1 -1 1 1 -1 210 1.5 18 155 25 145 
G10 09:30 1 1 1 -1 1 -1 210 1.5 20 145 25 145 
G11 10:04 1 1 -1 -1 -1 1 210 1.5 18 145 21 155 
G12 10:23 1 1 1 1 -1 1 210 1.5 20 155 21 155 
G5 10:49 -1 1 1 1 1 1 200 1.5 20 155 25 155 
G6 11:11 -1 1 -1 -1 1 1 200 1.5 18 145 25 155 
G7 11:38 -1 1 1 -1 -1 -1 200 1.5 20 145 21 145 
G8 11:58 -1 1 -1 1 -1 -1 200 1.5 18 155 21 145 
G27 12:22 0 0 0 0 0 0 205 1.3 19 150 23 150 
G28 12:32 0 2 0 0 0 0 205 1.7 19 150 23 150 
G29 13:13 2 0 0 0 0 0 215 1.3 19 150 23 150 
G18 13:57 0 0 0 0 -2 0 205 1.3 19 150 19 150 
G17 14:23 0 0 0 0 0 2 205 1.3 19 150 23 160 
G19 14:50 0 0 0 0 0 0 205 1.3 19 150 23 150 
G20 15:15 0 0 0 0 0 -2 205 1.3 19 150 23 140 
G21 15:41 0 0 0 0 2 0 205 1.3 19 150 27 150 
G22 16:08 0 0 0 2 0 0 205 1.3 19 160 23 150 
G24 16:18 0 0 0 0 0 0 205 1.3 19 150 23 150 
G26 16:28 0 0 0 -2 0 0 205 1.3 19 140 23 150 
G25 16:47 0 0 -2 0 0 0 205 1.3 17 150 23 150 
G23 17:01 0 0 2 0 0 0 205 1.3 21 150 23 150 
G13 09:20 1 -1 1 -1 -1 -1 210 1.1 20 145 21 145 
G14 09:42 1 -1 -1 1 -1 -1 210 1.1 18 155 21 145 
G15 10:10 1 -1 1 1 1 1 210 1.1 20 155 25 155 
G16 11:03 1 -1 -1 -1 1 1 210 1.1 18 145 25 155 
G30 11:30 0 -2 0 0 0 0 205 0.9 19 150 23 150 
G1 12:07 -1 -1 -1 -1 -1 1 200 1.1 18 145 21 155 
G2 12:20 -1 -1 1 1 -1 1 200 1.1 20 155 21 155 
G3 12:46 -1 -1 -1 1 1 -1 200 1.1 18 155 25 145 
G4 12:58 -1 -1 1 -1 1 -1 200 1.1 20 145 25 145 
G31 13:27 -2 0 0 0 0 0 195 1.3 19 150 23 150 

 

2.5 The formal structure of the designs 
Response surface designs, such as these are generally analysed by fitting the quadratic surface, 
including main effects, quadratic effects and those two-factor interactions that are available.  
Any remaining degrees of freedom are regarded as "residual".  While this is eminently sensible, it 
may be worth identifying whether there are meaningful contrasts among these remaining 
degrees of freedom and theapproach here is to do just that. 
Graphite Off study 
Consider first the Graphite Off study.  If the 5 factors are labelled A, B, C, D, E, in order, then the 
half-replicate used confounds the contrast I=-ABDE.  The implication is that the four two-factor 
interactions involving C are estimable, being confounded with three-factor interactions, while 
the other six two factor interactions occur as three confounded pairs AB=-DE, AD=-BE and      
AE=-BD.  There are three other contrasts in this half-replicate which can be identified as       
ABC=-CDE, ACD=-BCE and ACE=-BCD. 
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When the design is extended by the addition of the 10 star points and 3 centre points, the 10 
contrasts associated with the two- and three-factor interactions stay the same, because they 
take the value 0 for all the new points.  
The other 18 contrasts can initially be identified as 

• the 5 main effects based just on the factorial part, labelled u1,...u5, 
• 5 contrasts which identify the difference within each pair of star points - these just have a 

-2 and a +2 for the star points and 0 elsewhere, v1,...v5, 
• 5 contrasts for how the average of each pair of star points differs from the average of the 

16 factorial points - these have -1 for the factorial points and +8 for the two star points, 
w1,...,w5 

• one contrast for the average of the centre points versus the rest, in this case -26 for the 
centre points and +3 for the 26 other points, z  

• 2 contrasts for the differences between the 3 centre points. 
These are all orthogonal to one another except for the set w1-w5 which have a correlation of 
0.1111=1/9 with each other.  These can be converted to "useful" and largely orthogonal 
contrasts as follows: 

• ui+vi provides the linear effect "x" for each of the factors, 
• 2vi-ui provides a set of cubic terms (x3-2x) in the main effects, , 
• the quadratic terms can be made into contrasts by taking (x2- 24/29), and these are found 

to be 
qi = {13wi-3(w1+w2+w3+w4+w5) +24z/29}/26, 

• the same 2 contrasts for the differences between the 3 centre points, and 
• the final contrast orthogonal to all of these is 

c = {-9(w1+w2+w3+w4+w5)-2z}/13 
which gives 3 for the factorial points, -6 for the star points and 4 for the centre points. 

These are all orthogonal to each other except for the five quadratic terms which have a 
correlation of -7/51=-0.1373 with each other. 
Graphite On study 
Here the 6 factors are labelled A, B, C, G, D, E, where G represents the Graphite oven, and the 
remaining 5 represent the same factors as in the Graphite Off experiment.  The quarter-replicate 
used confounds the contrast I=-ABDE=CGE=-ABCGD.  The implication is that, in the factorial 
design, there are 15 2-factor interactions, 6 of which are estimable, in the sense that they are 
confounded only with 3-factor and higher interactions (AC, BC, CD, CE, BG, GD), 6 more occur in 
three confounded pairs (AB=-DE, AD=-BE, AE=-BD), while the remaining three are confounded 
with main effects (C=-GE, G=-CE, E=-CG).  Between them, the 6 main effects and the 9 
identifiable two-factor interactions supply the 15 contrasts for the fractional factorial part of the 
experiment. 
When the design is extended by the addition of the 12 star points and 3 centre points, the 9 
contrasts associated with the two-factor interactions stay the same, because they take the value 
0 for all the new points.  The 2-factor interactions GE, CE and CG become estimable but are so 
highly correlated (0.8) with the corresponding linear terms for factors C, G and E, respectively, 
that they were ignored in the model. 
The other 21 contrasts can initially be identified as before: 

• the 6 main effects based just on the factorial part, labelled u1,...u6, 
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• 6 contrasts which identify the difference within each pair of star points - these just have a 
-2 and a +2 for the star points and 0 elsewhere, v1,...v6, 

• 6 contrasts for how the average of each pair of star points differs from the average of the 
factorial points - these have -1 for the 16 factorial points and +8 for the two star points, 
w1,...,w6, 

• one contrast for the average of the centre points versus the rest, in this case -28 for the 
centre points and +3 for the 28 other points, z  

• 2 contrasts for the differences between the 3 centre points. 
These are all orthogonal to one another except for the set w1-w6 which have a correlation of 
0.1111=1/9 with each other.  These can be converted to "useful" and largely orthogonal 
contrasts as follows: 

• ui+vi provides the linear effect "x" for each of the factors, 
• 2vi-ui provides a set of cubic terms (x3-2x) in the main effects, , 
• the quadratic terms can be made into contrasts by taking (x2- 24/31), and are found as 

qi = {14wi-3(w1+ w2+w3+w4+w5+w6)+24z/31}/28, 
• the same 2 contrasts for the differences between the 3 centre points, and 
• the final contrast orthogonal to all of these is 

c = {-9(w1+ w2+w3+w4+w5+w6)-4z}/14 
which gives 3 for the factorial points, -6 for the star points and 8 for the centre points. 

These are all orthogonal to each other except for the six quadratic terms which have a 
correlation of -5/57=-0.0877 with each other. 
 
Combining the studies 
Initial analyses suggested that the factors influencing the results were the same for both studies.  
It therefore made sense to try to combine the two studies to improve the power and precision.  
This was not done in the original report, but has been done for this paper. 

• There are 28 contrasts identified for the first study and 30 for the second study.  
• An additional contrast "O" was added, taking the value -31/30 for the first study and 

+29/30 for the second study. 
• For the 24 effects which were common to the two studies (5 linear, 5 quadratic and 5 

cubic effects, 6 two-factor interactions, 2 contrasts between the three centre points, and 
the contrast of the centre points against the others), the sum of the contrasts from the 
two studies provided an estimate of the overall effect, while the difference provided the 
interaction of that effect with the factor "O". 

• The 4 remaining contrasts which were present in the first study (CE, ABC, ACD and ACE) 
but not the second were retained. 

• The 6 remaining contrasts from the second study (the linear, quadratic and cubic effects 
of G, plus AG, BG and GD) were retained. 

If this represented the full set of 59 contrasts, then they are all orthogonal to each other except 
for the 6 quadratic terms and the 5 interactions of those terms with the factor "O". 
However, there is a further complication since the Chlorination levels were different for the two 
studies, with all the levels of Chlorination increased by 0.1 for the Graphite On study.  This 
implies that the coded levels -2 through to +2 cannot be used for the analysis.  The line labelled 
"Linear" in Table 7 shows the levels recoded so that (i) they increment by 0.25 for each 0.1 
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increase in Chlorination level, and (ii) they sum to zero over the full 60 runs, so that this forms 
the linear contrast for Chl as required.  The quadratic and cubic effects can be calculated as 
before, with the constraints that they need to be made into contrasts and, for convenience, the 
cubic is made orthogonal to the linear term.  The formulae in this case are then: 

Quadratic = x2 - 0.8624 
Cubic = x3 + 0.0210 - 2.208x 

These terms, shown in the top half of Table 7, are correlated with the "O" contrast, because 
Chlorination is higher overall in the Graphite On study.  The contrast "O" between the two 
studies is essentially a block factor since the studies were run sequentially, they had rubber 
sourced from two different suppliers, and there was the effect of having the Graphite Oven off 
or on.  For these reasons, it was considered appropriate to consider the "within block" estimates 
of these three terms.  This amounts to taking out the mean for each level of "O".  The resulting 
contrasts are shown in the lower half of Table 7.  The linear term now reverts to what it would 
have been if the chlorination levels had been the same in both studies, but the quadratic and 
cubic effects are somewhat different - for example, the original cubic term had values 0, ±1 and 
±4. 
The analyses done here replace the quadratic and cubic terms for Chl, and their interactions with 
factor "O", by the "Within Block" contrasts shown in Table 7.  As a result, there are 45 contrasts 
which are uncorrelated with all others, but 14 which have some correlation with each other, as 
shown in Table 8.  In summary, the correlations within the set of quadratic contrasts are -0.11, as 
before, and the correlations within the set which has the interactions of these with "O" are also  
-0.11, except for the Graphite term which is only estimated in the second study.  The correlations 
of concern are those involving Chl, where Ch2.O has correlations over 0.4 with Chl and rCh3, and 
Ch2 has correlations over 0.4 with Chl.O and rCh3.O.  Diagonal elements of the inverse of this 
matrix show the inflation in the variance of estimates, relative to what their value would have 
been if the contasts were orthogonal, it follows that the variance of the estimates of Chl and Ch2 
are inflated by 30% and 70%, respectively.  If the cubic terms are deleted from the model (that is, 
regarded as error terms), this inflation in variance is reduced to 23% and 34%, respectively. 
 

Table 7: Polynomial contrasts for Chlorination when the studies are combined 
 Graphite Off Graphite On 

-2 -1 0 1 2 -2 -1 0 1 2 
Chlor level 0.8 1.0 1.2 1.4 1.6 0.9 1.1 1.3 1.5 1.7 
Coded 
values 

          

Linear -2.258 -1.258 -0.258 0.742 1.742 -1.758 -0.758 0.242 1.242 2.242 
Quadratic 4.238 0.721 -0.796 -0.312 2.171 2.229 -0.287 -0.804 0.679 4.163 
Cubic -6.510 0.807 0.574 -1.209 1.459 -1.533 1.259 -0.498 -0.806 6.336 
Within Block           
Linear -2 -1 0 1 2 -2 -1 0 1 2 
Quadratic 4.206 0.689 -0.828 -0.344 2.139 2.259 -0.258 -0.774 0.709 4.192 
Cubic -6.443 0.874 0.641 -1.141 1.526 -1.596 1.197 -0.561 -0.869 6.273 
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Table 8: Correlations for the 14 contrasts that are not orthogonal 
 Chl Cu2 Ch2 LS2 Pt2 Pd2 rCh3 Chl.O Cu2.O Ch2.O LS2.O Gr2 Pt2.O Pd2.O rCh3.O 
Chl 1.00 0.00 -0.01 0.00 0.00 0.00 -0.01 0.00 0.00 0.42 0.00 0.00 0.00 0.00 -0.01 
Cu2 0.00 1.00 -0.10 -0.11 -0.11 -0.11 0.01 0.00 0.02 0.02 0.02 -0.06 0.02 0.02 -0.06 
Ch2 -0.01 -0.10 1.00 -0.10 -0.10 -0.10 -0.01 0.42 0.02 0.01 0.02 -0.06 0.02 0.02 0.45 
LS2 0.00 -0.11 -0.10 1.00 -0.11 -0.11 0.01 0.00 0.02 0.02 0.02 -0.06 0.02 0.02 -0.06 
Pt2 0.00 -0.11 -0.10 -0.11 1.00 -0.11 0.01 0.00 0.02 0.02 0.02 -0.06 0.02 0.02 -0.06 
Pd2 0.00 -0.11 -0.10 -0.11 -0.11 1.00 0.01 0.00 0.02 0.02 0.02 -0.06 0.02 0.02 -0.06 
rCh3 -0.01 0.01 -0.01 0.01 0.01 0.01 1.00 -0.01 -0.06 0.45 -0.06 -0.03 -0.06 -0.06 -0.01 
Chl.O 0.00 0.00 0.42 0.00 0.00 0.00 -0.01 1.00 0.00 -0.01 0.00 0.00 0.00 0.00 -0.01 
Cu2.O 0.00 0.02 0.02 0.02 0.02 0.02 -0.06 0.00 1.00 -0.10 -0.11 -0.06 -0.11 -0.11 0.01 
Ch2.O 0.42 0.02 0.01 0.02 0.02 0.02 0.45 -0.01 -0.10 1.00 -0.10 -0.06 -0.10 -0.10 -0.01 
LS2.O 0.00 0.02 0.02 0.02 0.02 0.02 -0.06 0.00 -0.11 -0.10 1.00 -0.06 -0.11 -0.11 0.01 
Gr2 0.00 -0.06 -0.06 -0.06 -0.06 -0.06 -0.03 0.00 -0.06 -0.06 -0.06 1.00 -0.06 -0.06 -0.03 
Pt2.O 0.00 0.02 0.02 0.02 0.02 0.02 -0.06 0.00 -0.11 -0.10 -0.11 -0.06 1.00 -0.11 0.01 
Pd2.O 0.00 0.02 0.02 0.02 0.02 0.02 -0.06 0.00 -0.11 -0.10 -0.11 -0.06 -0.11 1.00 0.01 
rCh3.O -0.01 -0.06 0.45 -0.06 -0.06 -0.06 -0.01 -0.01 0.01 -0.01 0.01 -0.03 0.01 0.01 1.00 

 
The effects of interest were determined to be the 6 linear effects, the 6 quadratic effects, 
together with their 10 interactions with "O", the factor "O", and the 10 identifiable two-factor 
interactions, making 33 effects in all. 

2.6 Analysing the results 
Our primary interest is in determining the settings for the process that will deliver high values for 
Average Wipe Quality (AveWQ) and Flip.  However, it is also important to understand why these 
settings deliver those values, so it is important to look at the other variables that have been 
measured, like Young's Modulus, to see the extent to which they "explain" differences in AveWQ 
and Flip. 
 
Performance measures 
For AveWQ, the Half-Normal plots are shown in Figure 3. The Half-Normal plot on the left looks 
at just the 33 recognised effects, with a straight line indicating the slope associated with the 26 
residual effects, while the Half-Normal plot on the right shows all 59 effects, with the residual 
effects shown as open circles.  
From the plot on the right, it is clear that there are three important effects as follows: 

• whether the Graphite Oven is Off or On, with the oven On giving higher results, 
• the salt bath temperature (Cur), with lower temperatures giving higher values, and 
• chlorination level, with lower chlorination giving higher results 

The equation describing Average Wipe Quality in terms of these three factors is: 
AveWQ = 7.404 - 0.363*Cur -0.286*Chl+0.337*O, with a SD of 0.52 

where Cur takes values from -2 (195degC) to 2 (215degC), O takes values -0.925 (GOff)  and 
+0.865 (GOn) and Chl takes values -2 to +2, corresponding to values 0.8-1.6 when the Graphite 
Oven is off and 0.9-1.7 when it is on.   
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Figure 3: Half-Normal plots for Average Wipe Quality, showing plots of (i) the 33 effects, with a 
line indicating the standard deviation of the rest, and (ii) all 59 effects, with residual effects 
shown as open circles. 
 
With the Graphite Oven Off, the best predicted result among the points in the factorial design 
occurs when Cur=-1 and Chl=-1, with a predicted result of 

7.404+0.363+0.286+0.337*(-1.033) = 7.70, 
whereas, with the Graphite Oven On, the best predicted result among the same points is 

7.404+0.363+0.286+0.337*(0.967) = 8.38. 
In each case, there are four points in the factorial design at this combination, and these give 
average values of 8.01 and  8.31, respectively. 
 
It is worth commenting on the split plot analysis that was done for AveWQ using the additional 
factor Trim Length.  The data form 60 whole plots of size 3, where each whole plot has a reading 
for each of the three Trim Lengths.  The only effects of significance were Trim and Trim.O.  When 
the Graphite Oven was off, each 0.2mm reduction in Trim Length increased the AveWQ by 1.0, 
so Trim=4.0, Cur=-1, Chl=-1 gave a predicted value of 8.70.  When the Graphite Oven is on, both 
Trim=4.0 and Trim=4.2 gave a predicted value of 8.70 at these levels of Cur and Chl. 
"Permanent set" is the process of heating the wiperblades for 3 days to mimic the ageing 
process, after which the tests are repeated.  The analysis for Average Wipe Quality after 
permanent set (AveWQ.PS) gives the Half-Normal plots shown in Figure 4.  The values are 
considerably reduced, with Cur and O now the major factors influencing the results.  Dropping 
out most of the unimportant factors reveals that Chl is also significant.  The equation relating 
these is 

AveWQ.PS = 4.772 - 0.847*Cur -0.333*Chl+0.503*O, with a SD of 0.83. 
The predicted results at Cur=-1, Chl=-1 are now 5.43 for Graphite Oven Off and 6.44 for Graphite 
Oven On.  Average values of the 4 design points at these combinations are 5.56 and 6.29, 
respectively. 
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Figure 4: Half-Normal plots for Average Wipe Quality after permanent set. 
 
Dimensional measurements 
Hinge Length and Hinge Thickness, which potentially have an impact on Wipe Quality, were 
unaffected by the factors in the experiment, so their impact on the results would only be 
determined by changing the dimensions of the die itself. Upper Body Width and Depth are 
affected by salt bath temperature and chlorination, but these differences were thought unlikely 
to directly impact the Wipe Quality. 
 
Rubber properties 
Young's Modulus (YM) is a key variable signifying the properties of the rubber.  Figure 6 shows 
the Half-Normal plots for this, indicating that having the Graphite Oven On and the salt bath 
temperature are important factors.  The equation relating them is: 

YM = 4.09-0.230*Cur+0.236*O, with a SD=0.13. 
where Cur and O take values as before.  
We might suspect that AveWQ would be well predicted by YM.  This is in fact the case, but Chl 
has an impact even after allowing for YM: 

AveWQ = 1.13 + 1.533*YM - 0.267*Chl, with SD=0.46, 
or, using the Postcure Chl levels, 
  AveWQ = 2.15 + 1.565*YM - 1.404*PostB, with SD=0.44, 
where PostB is the actual chlorination level measured in the rubber after the postcure oven, 
taking values 0.41 to 1.34.  Thus, it appears that reducing salt bath temperature (Cur) and having 
the Graphite Oven on lead to increases in Young's Modulus which is a major predictor of AveWQ.  
However, the chlorination level has an impact over and above this. 
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Figure 5: Half-Normal plots for Young's Modulus. 

2.7 Blocking and randomisation 
There were concerns that the reliability of the conclusions would be suspect due to two reasons.  
Firstly, blocking and randomisation were not done in a formal way.  Second, the rubber was 
provided in batches that lasted approximately 2 hours, enough for about 8 runs.  Each baatch 
consisted of a single strand of rubber, itself produced by a continuous process.  No records were 
kept of exactly when each batch was started, so it possible that there is autocorrelation induced 
by the continuous nature of the process as well as step changes when new batches are started.  
These concerns can be partially tested by defining blocks, corresponding to sets of (generally) 4 
runs, identified by the sets of 4 within the factorial part of the study and also by the longer 
changeovers (especially different days) in the remainder of the study.  Table 9 shows the main 
effect analysis of (i) the full design, and then (ii) separating out components for between and 
within blocks. Table 10 gives the parameter estimates obtained from the same two analyses, 
with some parameters only estimated in one of the two strata. There are a number of 
conclusions that can be drawn: 

• The between block variance is approximately double the within block variance, 
suggesting that some autocorrelation is present. 

• Some parameters are estimated largely between blocks and some within blocks.  Where 
they are estimated in both, they are remarkably similar, giving confidence in the size of 
the effects, even if their standard errors may be over- or under-estimated somewhat.  
Improved estimates could be obtained by a weighted combination of the parameter 
estimates from the two strata, but this is scarcely needed on this occasion. 
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Table 9: Analysis of variance for AveWQ, (i) without blocking and (ii) with blocking.  
(i) Without Blocking  (ii) With Blocking 

 DF SS MS VR Pr(>F)   DF SS MS VR Pr(>F) 
Cur 1 6.319 6.319 24.015 0.000  Error: Blk 
Chl 1 3.939 3.939 14.969 0.000  Cur 1 4.373 4.373 7.906 0.020 
LSp 1 0.018 0.018 0.067 0.797  Chl 1 2.297 2.297 4.152 0.072 
PCd 1 1.120 1.120 4.257 0.044  LSp 1 0.017 0.017 0.032 0.863 
PCt 1 0.001 0.001 0.002 0.963  O 1 6.802 6.802 12.296 0.007 
O 1 6.802 6.802 25.851 0.000  Resid 9 4.979 0.553   
Gr 1 0.116 0.116 0.440 0.510  Error: Within 
Resid 52 13.68 0.263    Cur 1 1.948 1.948 8.958 0.005 

       Chl 1 1.643 1.643 7.557 0.009 
       LSp 1 0.022 0.022 0.101 0.752 
       PCd 1 1.100 1.100 5.058 0.030 
       PCt 1 0.000 0.001 0.002 0.963 
       Gr 1 0.117 0.117 0.540 0.467 
       Resid 40 8.698 0.217   

 
Table 10: Main Effects obtained from (i) without blocking and (ii) with blocking 

 Mean Cur Chl LSp PCd PCt O Gr 
(i) Without Blocking 

 7.404 -0.363 -0.286 0.019 -0.153 0.003 0.337 -0.049 
(ii) With Blocking 

Between 7.404 -0.359 -0.293 -0.198   0.337  
Within 7.404 -0.373 -0.275 0.018 -0.154 0.004  -0.050 

 

2.8 What did we learn? 
The outcomes of these studies provided clear guidelines for the client in terms of the settings 
required to achieve good quality wiper blades, although it left a number of important open 
questions: 

• How much of the impact of the Graphite Oven was due to the oven and how much to the 
source of rubber? 

• How much more improvement could be made by exploring further in the direction of 
lower salt bath temperatures and lower chlorination? 

The limited amount of time available for experimentation and the lengthy delays before all 
results would be received had persuaded us to try a response surface design from the beginning, 
with nearly half the experimental runs devoted to adding star points and centre points.  The 
conclusions were essentially based on the main effects model, with the star points and centre 
points not adding a great deal of value.  The few design points in the corner of the space that 
was really of interest (lower salt bath temperature and lower chlorination) were insufficient to 
tighten our conclusions further in the interesting corners of the design space.   
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In retrospect, we may have been better served to use these points to undertake a larger factorial 
design, essentially double in size, allowing us to add "source of rubber" as a further factor and 
giving greater power and accuracy for the other factors.  The downside of this, given that it took 
about 6 months to assemble all the data, is that further exploratory or confirmatory runs would 
have been delayed by about a year. This reinforces the view expressed by Box, Hunter & Hunter 
(2005) that the initial study should only use about 25% of the resources available and that it 
should start with a (fractional) factorial experiment, followed by further experimentation 
focussed in the "corner" of the design space that looks most promising.   

3 Developing polymer-based corneal implants 
3.1 Background 
One of the research groups at CSIRO had been developing commercial uses for polymers for 
some time.  An early example of their success were polymer banknotes, first used in Australia in 
1988.  Much of their work involved optimisation of processes, and in 2002, the author gave a 
short course on the use of experimental design to identify important factors amd improve 
processes.  Three years later, one of the researchers made an approach for assistance.   
They were attempting to develop a polymer that could be used for corneal implants The cornea 
does not have blood vessels, so it needs to be e sufficiently permeable to allow nutrients to flow 
without hindrance. However, the introduction of interconnected pores to allow such nutrient 
flow can result in optical haze due to light scattering from the pore-bulk interface. The 
interconnected pores need to be in sufficient number and size to maintain corneal health by 
permeation of nutrients through the implant whilst being small enough not to scatter light and 
hence maintain acceptable levels of optically transparency (Hughes et al., 2001).  These 
conflicting requirements were causing difficulties for the experimenters.   
At this point, the experimenters had successfully implanted porous perfluoropolyether (PFPE) 
materials in rabbits and humans for 2 years without any inflammatory response or degradation 
over time.  However, the transparency was not good enough to make the polymer commercially 
viable.  Previous attempts to optimise these materials largely involved the time consuming 
approach of exploring a single factor at a time.  Furthermore, the experimental process also 
involved 8 different measurements and was very time consuming.  The formulation for the 
polymer was made up of eight components and they had undertaken a small factorial design 
based on varying three of the components.  However, they had chosen levels for the factors 
which were somewhat extreme, with the result that several of the formulations had failed to 
"work" and could not be measured.  Hence the request for assistance. 
A detailed review of the experimental process was made at this time and reached the following 
conclusions: 

• a simpler more efficient process was needed for the experimental runs and their analysis, 
• measurements on the output of the process would be reduced to two critical variables - 

Haze, the average of five measurements made with a Gardner Haze meter, and 
Permeability, as measured by the Equilibrium Water Content (EWC), the average of five 
measurements which compared wet mass, when all the pores were filled with water, and 
dry mass, and expressed the water content as a percentage, 

• with the improved process and reduced measurement load, eight runs could be 
undertaken in a day, and 
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• factorial experimentation would be used to explore the impact of a range of factors on 
these two key variables with care taken to ensure that the levels used for the factors 
would produce viable product. 

Previously, it had been shown that polmers with an EWC of 50% had sufficient permeability to 
maintain corneal health in vivo for 2 years (Xie et al., 2006). Whilst this material had sufficient 
nutrient permeability, the level of optical haze was higher than desired.  The challenge was to 
minimise Haze without reducing EWC (i.e. without reducing nutrient permeability).   

3.2 Planning the study 
An initial factorial experiment was proposed to determine the most important factors 
influencing the process.  A number of meetings were held to discuss the factors known to impact 
haze and porosity and to determine levels for these factors which were as  far apart as possible 
without jeopardising the integrity of the process. The many experimental runs already 
performed meant that the scientists knew the likely limits for each factor, but only when other 
factors were held relatively constant.  Hence there was some concern about how the process 
might fare near the "corners" of any experimental region.  Table 11 shows the factors chosen 
and their levels.  All factors except A are essentially continuous, while factor A could only take 
the two levels shown.  
The initial experiment was a 27-2 factorial design arranged in blocks of size 8.  The design was of 
Resolution IV.  Using the coded factors above, the design had the properties I=-ABCDE=DEFG=-
ABCFG, so the 7 main effects are free of two-factor interactions.  Of the 21 two-factor 
interactions, 15 were estimable free of other two-factor interactions, while the other 6 were 
confounded in pairs DE=FG, DF=EG, DG=EF.  The design points were placed in 4 blocks of size 8, 
while the three terms confounded with blocks were BC=ADE=AFG, DF=EG and ADG=AEF. 
 

Table 11: Factors and their levels for the corneal implant study 

Coded Factor Factor Low Limit High Limit 

A Zwitterion 0.050 0.200 

B MeOH 0.450 1.000 

C Fluoro-solvent 0.250 0.600 

D Water 0.000 0.100 

E Fluoro-surfactant 0.300 0.600 

F Initiator 0.010 0.090 

G Macro-monomer 0.800 0.900 

 

3.3 Analysis of the initial experiment 
As with the earlier study, an analysis of variance which considered blocks, main effects and two-
factor interactions would have only 5 residual degrees of freedom, providing a very inaccurate 
measure of the error.  This would not be conducive to determining which effects were 
important.  Instead, the Half-Normal plots described earlier were applied to the full set of 31 
orthogonal contrasts. The values of Haze were generally low and an initial analysis of Haze led to 

JarrettPaper2 22 22/02/2016 



negative predictions for a number of the factorial combinations, suggesting that a 
transformation of Haze might be needed.  A Box-Cox transformation analysis (Box & Cox, 1964) 
showed that the percentage of the variation accounted for by the main effects was maximised 
for Hazeλ  with 55.0=λ , suggesting that the square root transformation was appropriate.  It 
was therefore decided to analyse the square root of Haze. Figure 7 shows the Half-Normal plots 
for  √Haze and EWC, and these were highly effective in identifying the factors important for each 
of the variables.   

 
Figure 6: Half-Normal plots for the effects for √Haze (left) and EWC (right). 

 
For √Haze, the DF interaction is aliased with one of the block effects in the design and is 
presumed to be a block effect.  Apart from the main effects, the AG interaction was the most 
important of the remaining effects and is included in the model for the remainder of the paper.  
Because factor A can only take the two levels given, a separate model, accounting for the AG 
interaction, is given for each level of A.  Table 10 shows the mean and the important effects for 
√Haze and EWC, firstly for the overall analysis, and then separately for √Haze for each level of 
factor A.  The residual standard deviations for √Haze and EWC, based on 20 and 21 degrees of 
freedom, respectively, were 0.29 and 1.29, respectively. Standard errors for the main effects in 
the first two rows of Table 12 are therefore 0.10 for √Haze and 0.46 for EWC, while the standard 
error for G in each of the last two lines is 0.14. 

Table 12: Mean and main effects from 27-2 experiment, for √Haze and EWC, showing also the 
separate main effects models at A=−1 and A=+1. 

Response variable Mean A B C D E F G AG 
√Haze 3.56  0.67  0.77  0.58  −0.59  0.50  −0.84  −0.70  0.22  

EWC 55.30 −2.05 12.18 4.44 1.08 2.17 1.95 −0.55  

√Haze at A = −1 3.23   0.77  0.58  −0.59  0.50  −0.84  −0.92   

√Haze at A = +1 3.90   0.77  0.58  −0.59  0.50  −0.84  −0.49   

 
The standard approach at this point would be to determine the path of steepest descent for 
√Haze, and this would involve moving each of the factors B-G in the direction that would reduce 
√Haze.  When the factor A is at its high level (A=+1), the centre of the design, corresponding to 
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the point (+1,0,0,0,0,0,0), provides predicted values of 3.90 for √Haze and (55.3-1.0)=54.3 for 
EWC.  This achieves a level of EWC above the required 50 but a poor value for Haze.  The lowest 
prediction for √Haze just considering the corners of the cube occurs when B, C and E take the 
level -1, while D, F and G take the level +1.  This would result in a predicted value for √Haze of 

3.90 - (0.77+0.58+0.59+0.50+0.84+0.49)/2 = 2.015, 
which would be a much more desirable value to have.  However, it can be seen that, particularly 
when the level of B is moved in this direction, the value of EWC is severely impacted with a 
prediction of 

55.30 - 2.05/2 -(12.18+4.44+2.17)/2 + (1.08+1.95-0.55)/2 = 46.12. 

3.4 Finding a way forward 
Box, Hunter & Hunter (2005, p.264) consider a paint trial, consisting of a 28-4 fractional factorial 
in which two response variables are measured.  The primary variable is Glossiness which needs 
to be maximised, while a secondary variable, Abrasion Resistance, needs to be held at or above 
5.  Half-Normal plots are used to identify factors A, B and F as being significant main effects 
across the two response variables.  After viewing contour plots for the two variables as a 
function of the factors A and B, for each of the two levels of factor F, the authors draw the 
conclusion 

“the addition of F, while producing little difference in glossiness, moved up the 
acceptable region for adequate abrasion resistance, thus making possible a substantial 
improvement in glossiness while maintaining an acceptable level of abrasion resistance”  

and 
“the experiment suggested that by further increasing the amount of ingredient F it might 
be possible to produce even better levels of abrasion resistance (and) this proved to be 
the case.”   

This study faced a similar predicament.  How best to determine the settings that will provide 
suitably low values for the primary variable, Haze, while keeping the secondary variable, EWC, at 
or above 50%?  A more formal approach can be developed as follows. 
Suppose the main effects model for the primary response variable has mean m and main effects 
represented by the vector f of length p. The predicted value at any particular corner of the cube 
is m+f'c/2, where c is a vector of factor levels which take values ±1 depending on the corner of 
the cube, but which can take any other values if we choose to take different levels of the factors.  
In the p-dimensional factor space, the (p−1)-dimensional plane representing constant predicted 
yield K is then given by all vectors c = (c1, c2, ... ,cp) satisfying the set of equations  m+f'c/2 = K, so 
that, for given K, we have 

f1c1 + f2c2 + ... =2(K−m). 
The path of steepest descent actually depends on the scaling of the axes, but with the coded 
values ±1 for the corners of the cube, the path normal to the above plane, starting from the 
centre of the cube, is given by all vectors c satisfying 

c1/f1 = c2/f2 = ... = cp/fp = w, say, 
where w is negative.  Thus the path is determined by arbitrarily varying the scalar w in the vector 
c=wf.  The predicted values along this path are m+wf'f/2., so that negative values of w give 
decreasing values of the primary variable. 
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While the predicted values for the primary response variable may decrease along this path, the 
secondary response variable may well be changing in undesirable ways.  Suppose the secondary 
response variable also has a main effect model, with mean n and main effects g.  Along the line 
of steepest descent for the primary variable, the predictions for the secondary variable as w 
changes will be the vector n+wg'f/2.  Whether the predictions for the secondary variables go in 
the right direction depends crucially on the correlation between f and g.  The secondary variable 
will only decrease along this path if the correlation is positive; otherwise the secondary variable 
will stay the same or increase as w becomes more negative.  
In this case, the aim is to decrease the primary variable while holding the secondary variable 
close to the value n predicted at the centre of the cube.  Slight modifications to the following 
would allow any convenient starting point other than the centre of the cube.  The equation for 
the plane in (p−1)-dimensional space in which the secondary variable has predicted value n is 
given by all vectors c satisfying g'c=0.  The projection of the vector wf onto this space is found by 
splitting wf into two components, the first normal to the plane and the second in the plane; that 
is 

wf = w P f  +  w (I−P) f . 
where P= g(g'g)-1g' represents the projector matrix onto the space normal to the plane and I is 
the identity matrix.  Along the line represented by c=w (I−P) f, the values of the primary variable 
will now be m+w f'(I−P)f /2, while the secondary variables will remain constant with predicted 
values n+wg'(I−P)f }/2 = n, as required, because g'(I-P)=0. 
The second stage of experimentation takes a series of points along the path c=w(I−P)f.  The 
primary variable is predicted to decrease along this path at a rate given by  { f'(I-P)f }/2 so this 
provides a useful guide to the values of w to be chosen.  However, significant departures 
between the data and these predicted values for both primary and secondary variables are likely 
as the value of w becomes larger.  This will arise from two major sources  

• the linear model can not be expected to still apply as the design points move farther from 
the original design cube, and  

• the direction chosen is estimated with error, since it is based on estimates of both the 
steepest descent for the first variable and the constant plane for the secondary variables.   

A plot of the data obtained against the values of w will generally reveal an appropriate value of 
w at which to concentrate a third stage of experimentation.  A linear or quadratic regression of 
the response variables against the values of w may assist with this. 
Figure 8 demonstrates the situation.  The line of steepest descent wf runs out from the centre of 
the original design cube and cuts through planes corresponding to changing values of g'c.  In 
order to maintain g'c at a constant value of, say, 50, the vector wf is projected onto the space 
g'c=50 and the resulting path is represented by w(I−P)f. 
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Figure 7: Diagram illustrating the steepest ascent path wf for the primary variable, and the   

projection w(I−P)f of that path onto the plane g'c=50. 

3.5 Proof of the pudding 
Since the aim was to reduce the values of Haze, a path of steepest descent when A=-1 can be 
obtained by using negative values of w in the formula 

(−1, 0, 0, 0, 0, 0, 0) + w (0, 0.77, 0.58, −0.59, 0.50, −0.84, −0.92). 
When A=+1, the corresponding path would be: 

(+1, 0, 0, 0, 0, 0, 0) + w (0, 0.77, 0.58, −0.59, 0.50, −0.84, −0.49). 
These directions, while reducing the level of Haze, would lead to a rapid decline in EWC.  The 
correlation between f and g is 0.74, so moving along the path of steepest descent for Haze would 
decrease EWC also.  For example, at w = −1, still within the cube, EWC is predicted to drop to 
50.7 and 48.7 for the two paths, respectively.  The major contributor to this drop is the high 
positive coefficient for factor B for both variables, so that decreasing the level of B would result 
in a reduced value for both variables.   
Projecting these directions, as described earlier, onto the plane in which EWC was estimated to 
be constant provided the following direction when A=−1 

(−1, 0, 0, 0, 0, 0, 0) + w (0, 0.01, 0.30, −0.66, 0.37, −0.96, −0.89). 
for negative values of w.  As might be expected, the coefficient of B was close to zero. The 
contribution from factors where both main effects have the same sign was decreased and there 
was an increased reliance on factors where the main effects had opposite signs.  A calculation 
error led to the experimental runs following a slightly different direction given by  

(−1, 0, 0, 0, −0.33, 0, 0) + w (0, 0.00, 0.30, −0.66, 0.49, −0.96, −0.89), 
which started from predicted values of 10.0 for Haze and 56.0 for EWC and still gave almost 
constant predicted values for EWC.  Since the square root of Haze was predicted to fall from a 
starting value of 3.14 at a rate of 1.19 per one unit (negative) step in w, a sensible series of 
points along this path was to take values of w in −0.5 increments, so that Haze was predicted to 
be close to zero by the time w = −2.5.  Figure 9 shows the predicted line and the actual values for 
Haze and EWC for the case A = −1. Haze was markedly reduced while still holding EWC above the 
required 50%.   
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For A = +1, the corresponding trajectory was given by  
 (+1, 0, 0, 0, 0, 0, 0) + w (0, 0.01, 0.31, −0.66, 0.37, −0.96, −0.45). 

which started from predicted values of 15.2 for Haze and 54.3 for EWC.  Figure 9 shows that 
Haze decreased markedly along this path, while EWC held up well.   

 
Figure 8: Predicted and observed values for Haze and EWC, for A=−1 (left) and A=+1 (right), along 

the line represented by different values of w. 
 

A location along each of these lines was chosen as being the best compromise between low Haze 
and maintaining EWC.  For A = −1, the value w = −2.5 was used as a starting point for a third set 
of points which confirmed that this was a region in which EWC could be maintained above 50%. 

3.6 What did we learn? 
From the start of this study, the results after 3 months were quite startling.  The scientists had 
not expected to be able to reduce Haze so far without losing permeability.  Closer examination of 
the resulting polymer revealed that it had a finer structure, with more and narrower pores.  The 
initial study with 32 design points provided a clear way forward, another 16 runs pinpointed an 
area that was close to ideal and a further 22 runs were undertaken to explore this region further.  
In summary terms, the achievements were: 

For the 5% Zwitterionic Copolymer (A=-1) 
 EWC  49.8% → 50.9% 
 Haze   5.9% → 0.9% 
For the 20% Zwitterionic Copolymer (A=+1) 
 EWC  48.9% → 53.5% 
 Haze   6.6% → 2.1% 

4 Summary and Conclusions 
It is clearly more difficult to run such studies on a "live" production process.  There are strong 
financial pressures to undertake such studies quickly and there are also difficulties about 
accurately achieving desired set points for the factors.  At least some of the issues in our first 
study were difficulties with being unsure whether we had reached the set points before the next 
measurements were made.  Nevertheless, great care was taken with correctly marking and 
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identifying the samples and there were very few missing values and no (known) mixed up values 
during the measurment and analysis process. 
Half-Normal plots of either the effects of interest or the full set of contrasts proved very effective 
in determining the factors of most importance.  In this context, statistical significance is less 
relevant than the impact of an effect, with the proviso that we do not want to wrongly identify 
factors as important.  
Both studies confirm the idea that, when we are some distance from the optimum, the yield 
surface will be approximately planar, so that the model with main effects only provides a good 
summary of the results.  This also provides a way forward, by indicating a direction in which the 
yield can be continued to be improved. 
In the first study, we tried a response surface design from the outset.  This was partly a result of 
financial and other pressures, including the knowledge that the full set of results would not be 
available until about 6 months after the experimental runs were completed.  In hindsight, we felt 
that it would have been more effective to start with a factorial experiment that would have 
provided greater accuracy for the estimates and then undertake some further exploratory or 
confirmatory runs, albeit at a much later stage. 
The second study provides more of a model as to how we should conduct such studies. The 
initial factorial experiment provided a very clear picture of how the process could be improved.  
Subsequent experimental runs confirmed a region in which the required properties could be 
reliably achieved.  It also provides an innovative way of dealing with situations where there are 
variables of interest with competing priorities.  My view is that extensive response surface 
designs to pinpoint the optimum more precisely are probably not warranted - the curvature at 
this point is low, so that quite large sets of runs would be needed to determine the optimum 
with any degree of confidence.   
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