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Abstract:      The most intuitive interface humans have for music creation is their own bodies. However, current 
musical instruments and production software are not as intuitive and take a significant amount of time to master. 
Much research has been done in this area and related fields, some with promising results. A solution is 
proposed to translate human vocal performances (e.g. beat-boxing or humming) into useful musical data (e.g. 
MIDI files). Various products exist to serve a similar function, though their scope is limited and their accuracy is 
compromised for the sake of performance. The proposed solution is able to train a Naïve Bayes classifier with 
user-specified sounds based on a large feature set. The user can then translate an input musical performance to 
a MIDI or WAV file output using these trained sound associations. The solution was tested across a variety of 
voices, microphones, training data and patterns, ultimately achieving an overall accuracy rating of 89.2%.  
 

1. INTRODUCTION 
 Producing music is a difficult task. It requires 
significant resources (e.g. instruments, equipment, 
space), time (spent learning how to play, record, 
and edit), and skills (for playing, recording, and 
editing). These requirements make going from 
idea to execution a difficult process, especially for 
those on a tight budget, with little space, and not 
much spare time. Adequate solutions do not exist 
to allow the rapid creation of music with little to no 
prerequisite knowledge.  

 Art forms such as drawing or painting often 
involve a universal tool to rapidly prototype an 
idea: the sketchbook. However, there is no such 
channel available for potential music creators to 
“sketch” their ideas. Furthermore, the lack of 
available tools or resources is worse for the 
physically or mentally disabled. Research 
suggests that music therapy (specifically done 
through music creation) can increase happiness 
more than regular play therapy with toys and 
puzzles amongst hospitalized children [1]. 

2. STATE OF THE ART 
State of the art solutions for this specific 

problem include a music production studio 
software plugin, two iOS apps and a variety of 
scientific research. 
 

Ableton Live 9 Suite includes a plugin that 
converts audio to MIDI. Though it is reasonably 
capable of the function explored within this project 
(audio input translation to MIDI), its operation is still 
noticeably error-prone and limited to certain types 

of sounds. Furthermore, users must pay $449 for 
the full software suite in order to access this 
particular plugin [2], and the tool is proprietary to 
Ableton’s software so it is unusable outside the 
application. The software is closed source, so the 
employed classification methods are unknown. 
 

Comparable tools available on the iOS app 
store include BoomClap by Billaboop Studio [3] 
and Vocal Beater by Mike Gao [4]. Once again, the 
classification methods employed are unknown and 
classification accuracy is likely hindered in an effort 
to improve mobile device performance. 
 

Dan Stowell explored this topic extensively in 
his PhD thesis [5], wherein various approaches to 
the generation of music from vocal inputs are 
explored. A plethora of techniques are tested 
thoroughly, though the work is more academic than 
practical in nature and software is not provided. 
 

3. PROPOSED SOLUTION 
 The proposed software solution is split into 
two types of musical tracks: percussive and 
melodic. The first version of the software is 
prototyped using MATLAB. A background noise 
profile is first recorded and analyzed to help 
accurately remove any unwanted noise for both 
track types. 

 For percussive tracks, the system is first 
trained to understand each distinct user input (e.g. 
kick, snare, hi-hat, crash). During the training 
period, each unique sound is classified based on 
various features including peak amplitude, 
fundamental frequency, and musical envelope 



(attack, decay, sustain, and release). The user 
would then associate each sound with an 
instrument sample (e.g. 808 kick drum, 808 hi-
hat). Once trained, the system allows the user to 
record a performance to be analyzed, and 
produces a track based on this input (replacing the 
sounds of the performance with instrument 
samples) in MIDI or WAV format. A full solution 
diagram for percussive tracks is illustrated below. 

 

Figure 1: Solution Diagram 

 For melodic tracks, the system does not 
require training – the user simply sings or hums a 
melody. The system splits the performance into 
individual notes at significant pitch changes. The 
frequency of each note is then calculated and 
mapped to the appropriate musical note (e.g. C4, 
B3, etc.). Finally, the system compiles the 
extracted notes to a MIDI file, which can be 
associated with any instrument (e.g. piano, guitar, 
bass) to create music. 

4. TESTING AND EVALUATION 
Testing was performed using an automated 

suite across a variety of input examples chosen to 
emulate real-world performance. Reference files 
were manually created to compare the output, 
according to an accuracy metric. 
 

The metric itself rated differences in start and 
end times according to a normalized Gaussian 
curve, where small differences were ignored but 
large differences approached zero. The accuracy 
metric also incorporated sound classification 
correctness, and provided a weighted average of 
the start, end, and classification accuracies biased 
away from the end time (since the notes resemble 
exponential curves, and variances in end times 
have little effect on perceived difference). 
 

The end result was an overal atonal accuracy 
of 89.20%, with indications of a correlation 
between accuracy and temporal distance between 
notes, and a tonal accuracy of 39.78%. The low 
accuracy of tonal samples reflects a problem with 
the accuracy metric regarding tonal values (where 
any wrong pitch is rated 0%, instead of being 
proportional to the error from the actual pitch), and 
should be expanded upon in future iterations. 
 

5. NEXT STEPS 
In order for this project to be available to the 

end-user, a few additional steps should be taken. 
First, the software must be ported (from MATLAB) 
to an end-user compatiable platform, such as OS X 
or Andriod. Currently a prototype GUI exists in 
MATLAB, but that is insufficient for the end-user. 
Full user-interface mockups for Project MUSE were 
designed for iOS devices as part of other course 
requirements. Second, other types of inputs (i.e. 
vibration, accelerometer data, etc.) and outputs 
based on MIDI (i.e. lighting control) should be 
investigated to identify new oppurtunities for this 
technology.  Third, the system should be able to 
intrepret chords or multiple simultaneous notes in 
user input. Finally, improvements could be made to 
the actual output files by adding quantization as 
desired and smoothing the melodic track output to 
better reflect the precieved pitch. 
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