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Abstract: There is a need for more educational resources for those learn American Sign 
Language. Most learning is limited to the classroom and students have few opportunities to 
practice and receive feedback. We present a sign language recognition system using computer 
vision and machine learning techniques to detect and classify a predefined set of vocabulary 
signs. This prototype demonstrates the feasibility of our idea and we recommend that the project 
be developed further.  

1. Introduction 
Learning American Sign Language (ASL) 

has many benefits such as being able to 
communicate with those who use ASL as 
their primary method of communication, 
learning about Deaf culture, and improving 
working memory. 

However, learning American Sign 
Language can be very difficult. ASL is a 
language as any other, but it has a unique 
syntax and grammar. There is no available 
two-way dictionary. Most learning must 
occur in a classroom, as it is difficult to 
practice with no conversation partner. In 
fact, there are currently no distance-learning 
tools that provide feedback to the student.  

There is a lot ongoing research into Real-
time Sign Language Translation, but these 
techniques are generally not accurate 
enough to be useful to fluent ASL users, use 
expensive and impractical setups and do not 
help beginners learn the language.  

2. Problem Statement 
Using computer vision and machine 

learning techniques, our goals is to create 
an affordable, accessible system that would 
allow a user to practice ASL in their own 
home. 

Our main requirements are: 
• Accurately detect and classify ASL 

gestures 
• Perform in near real-time 
• Use inexpensive and readily available 

hardware 
• Be robust to variations in lighting and 

individual users’ cadence 

3. Approach 
Our design solution employs coloured 

gloves that allow the capture of features that 
describe the shape and trajectory of the 
user’s hands. Hidden Markov Models are 
used to classify these features into signs. 
Multiple interfaces were designed to 
demonstrate possible uses for the classifier. 

3.1. Gloves 
Our first task was to determine how we 

would identify the user’s hands in a video 
frame. Detection of bare hands is a difficult 
problem for many reasons, such as variation 
in skin colour between users as well as 
variation in skin tone in a single user’s 
hands. Gloves solve these problems and 
allow us to reliably extract hand shape 
features. In this application, it is not 
unreasonable to ask a user to put on gloves 
as long as they interfere minimally with 
performing signs.  

Currently there is a short calibration step 
required to find the appropriate chroma 
values for the current lighting conditions. 
The user holds their hands in front of the 
camera and we search the colour space, 
adjusting the thresholds until we’ve 
minimized the difference between the 
perceived shapes and the ideal shape. In 

Figure 1. Gloves 



the future, we hope to make the system 
more robust to changes in lighting. 

3.2. Feature Selection 
In order to classify gestures, we need to 

develop a set of quantitative features that 
can be used as inputs for our classifier. We 
chose features that describe the posture of 
the hand at a given moment, as well as its 
position in space. To summarize the hand 
posture, we draw a convex shape around 
the coloured finger markers and get the first 
seven central moments of that shape. We 
also get the position of the hand in the 
frame. Using both hands, this gives us a 
vector of 18 elements for each video frame. 
Features are scale and translation invariant 
so that the user’s position relative to the 
camera should have very little effect on the 
accuracy of the model. 

3.3. Classification 
To classify signs based on our extracted 

features, the system uses a set of Hidden 
Markov Models. In an HMM, each sign is 
represented as a series of states. Each state 
is then associated with a probability 
distribution of observed features. To build 
these models, they must be trained using 
existing samples of feature data. Throughout 
the term we recorded samples of various 
subjects performing our candidate signs. 
The training data can be used to estimate 
the transition probabilities and observation 
distributions for each state.  

To classify, we can calculate the likelihood 
that a set of features “belongs to” a trained 
model. To filter out false positives, the score 
from the trained sign model is compared to 
that of a larger threshold model.  We chose 
to use Hidden Markov Models because they 
are capable of handling the wide personal 
variation in user cadence and expression. 
Other methods that were investigated 
including Fourier based features and an 
early prototype using support vector 
machines. 

We test our models for reliable recognition 
of signs. Test users have been able to use 
our system successfully, and we have 
received positive feedback. One user said 
that our system would be great for distance 
learning, which is a method of learning that 
is particularly lacking for ASL.  

3.4. User Interface 
We have implemented two example 

games for our prototype. The first one acts 
like a flashcard vocabulary game; the user is 
prompted to perform a sign, and can only 
move on to the next one if they successfully 
perform the sign. 

The second one is an interactive “Would 
you rather” game. The user is asked to 
choose between two options. When a user 
successfully signs a response, a 
conversational message appears, and then 
the user is asked another question. 

4. Conclusion 
The final prototype is capable of 

recognizing 10 trained signs with reasonable 
accuracy in most indoor ambient lighting 
environments. Additional work is required in 
almost every aspect of the system; notable 
weaknesses include poor robustness to 
lighting conditions as well as the small scale 
of the current prototype. Nevertheless, we 
believe this prototype shows the potential for 
the application of computer vision and 
classification techniques in an American 
Sign Language teaching tool. In particular, 
we have shown that the real-time translation 
can be simplified in pedagogical applications 
using techniques such as coloured markers. 
We believe this project warrants further 
investigation.

Figure 2. Video Preprocessing and 
Feature Selection 


