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Abstract: In our fourth-year Systems Design workshop project, our team created vision processing and 
navigation software to allow a robot to compete in the Intelligent Ground Vehicle Competition. The Intelligent 
Ground Vehicle Competition is an annual autonomous robotics competition. To win, the robot must navigate 
to Global Positioning System waypoints in the least amount of time while avoiding obstacles in an outdoor 
obstacle course. We wrote software to process information from onboard sensors, such as cameras and 
Global Positioning System. This software helps the robot complete the course by identifying and navigating to 
objectives while avoiding static and dynamic obstacles. In this project, we demonstrate that saliency methods 
and Hue Saturation Value thresholding can be used effectively to identify lanes and flags in an outdoor 
environment. Additionally, we show that Probabilistic Roadmap can be used to quickly find paths through 
maps with highly variable geometry. 
 

1.  INTRODUCTION 
 

We decided to break the problem of 
completing the Intelligent Ground Vehicle 
Competition (IGVC) course into two parts. The 
first part is the vision processing sub-problem. 
Much of the robot's navigation is based on the 
location of lanes and flags on the field. The robot 
must not cross the white lanes painted on the 
field and it must go to the left of red flags and to 
the right of blue flags. The robot has cameras 
mounted on it which are used to take pictures of 
the environment as the robot travels. The images 
are processed to determine the location of the 
lanes and flags. 
 

The second sub-problem is navigation. In this 
step, the information from the vision processing 
step is combined with laser-depth scanner and 
GPS information to decide where the robot 
should drive. Navigation generates paths which 
the robot can follow to reach a goal. The main 
challenge is that robot has no prior knowledge of 
the course geometry as it progresses. It gains an 
increasingly complete understanding of the 
environment as it traverses the course. The 
chosen navigation strategy must re-plan 
appropriately given sensor updates. The paths 
should be generated quickly and minimize the 
distance that the robot travels. 

 

The next sections will explore the details of 
how the two sub-problems were approached. 
 

2.  VISION PROCESSING 
 

Autonomous exploration tasks commonly use 
computer vision techniques to sense the 
environment. Vision information is required for the 
robot to navigate the course, as detecting objects 
is necessary for

 
avoidance tasks. Mounted cameras are used to 
acquire a stream of images of the environment as 
the robot travels. We process these images to 
determine the location of lanes and flags. The goal 
of the vision algorithms is to accurately classify all 
lanes and flags while minimizing errors and false 
positives. This problem is challenging because it is 
in an outdoor environment. Traditional approaches 
are suitable for indoor applications with predictable 
and controllable lighting. However, these 
approaches fail outdoors where illumination varies 
depending on weather conditions, causing colour 
distributions to vary. Additionally, outdoor settings 
have textured, dynamic backgrounds that are 
difficult to distinguish from foregrounds, causing 
traditional segmentation techniques to fail. Much of 
the novelty in the design solution was constrained 
by the challenge of developing a vision processing 
technique in the given setting. 
 

To detect lanes, a saliency metric was used to 
get candidate regions. These regions were 
combined into clusters, and all clusters which were 
too small were rejected. Validation was done in the 
Hue Saturation Value (HSV) space to make sure 
only lanes were detected. For detection of flags, 
colour segmentation was done by thresholding the 
image in the HSV space and then rejecting any 
detected objects that were under a certain size. 
Finally, morphological filtering was used to dilate 
the detected pixels and cluster objects to merge 
detected lane and flag objects. 
 

3.  NAVIGATION 
 

Autonomous navigation is an extensively 
studied area. We aimed to tailor the results of 
existing research to meet our needs. We build a 
map of the environment in the form of an 
occupancy grid that indicates grid cells that we 
believe are occupied or unoccupied based on 



our sensor data. Now that we have this grid 
representation of the environment, the problem is 
essentially a graph traversal problem. We 
considered a number of graph traversal methods to 
see which would best fit our needs. 
 

A* Search is a standard graph search method. 
It finds a path from the start node to the goal node 
using the distance from the start node and the 
estimated distance to the goal. A* performs well in 
some circumstances but not others. For example, it 
is good at finding paths through narrow openings 
but it can end up wasting a lot of time navigating 
through open areas. The figure below shows an 
overhead view of a simplified IGVC course design. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 1: Sample IGVC Map 

 
The black lines and circles represent obstacles 

in the map such as lanes and pylons. The dashed 
box marks an open area like the type in which A* 
performs poorly. The type of narrow space that it is 
efficient at finding paths through is also indicated 
using a solid box. While it performs well in tight 
spaces, the A* approach is simply not fast enough 
for our purposes in the competition. 

 

Next we considered the D* Lite algorithm. It is 
derived from A* Search. Through testing we 
determined that it has more balanced performance 
across open and closed surroundings. It uses 
additional heuristics to reuse prior calculations as 
the information in the map updates. D* Lite can be 
run in real time as long as an updated plan is not 
needed too frequently. 

 

The last approach we considered was a 
Probabilistic Roadmap (PRM). The PRM approach 
randomly samples points in unoccupied space 
from the map and connects the points that have 
line of sight to each other. This effectively creates 

a new, smaller graph. It then calculates a path from 
one point to another point using a graph search 
algorithm. It could even use A* or D* Lite to get its 
final path after sampling and constructing a new 
graph. PRM performs very well in open space as 
indicated by Figure 1. However, it can run into 
problems in narrow spaces. This is because of how 
it picks sample points. If it samples randomly only, 
then it is unlikely that it will pick two samples that 
have line of sight to each other through a narrow 
space like the one pictured. There are other 
sampling methods, such as bridge sampling where 
two samples are chosen close together and then 
one is kept if it is in unoccupied space and the 
other is in occupied space. This ensures that you 
get samples that are close to obstacles and will 
help achieve line of sight through narrow spaces. 
Even with additional bridge sampling, PRM is 
significantly faster than A* or D* Lite. 
 

Because of the significant performance 
increase, we chose the PRM implementation for 
the navigation strategy. We believe that the risk of 
poor performance in narrow spaces can be 
mitigated by bridge sampling techniques. On the 
other hand, the slow performance of A* and D* Lite 
are not acceptable. Therefore, the speed 
improvements that PRM makes on A* and D* Lite 
make it the best choice for a planner. 

 

4.  CONCLUSIONS 
 

In the case of both vision and navigation, the 
solution space was greatly constrained by the 
specificity of the problem. A saliency method and 
clustering were used to detect lanes. The lane 
detection was further validated in the HSV colour 
space to reduce false positives. Colour 
segmentation, once again in the HSV colour 
space, was used for flag detection. Additionally, 
objects were rejected if they were below a certain 
pixel count. Morphological filtering was also used 
to dilate the detected objects for merging 
purposes. 
 

The map of the IGVC course is generated 
from sensor data as an occupancy grid, which 
makes navigation a graph traversal problem. The 
PRM approach was chosen because it is faster 
than A* Search and D* Lite, while still handling 
both open and narrow spaces relatively well. 
Because we anticipate at least some narrow 
passages, we feel we cannot risk the PRM failing 
to find a path through the narrow space. 


