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Abstract We propose a new multi-objective reinforcement learning algorithm for
Markov decision processes, which finds a deterministic policy that uniformly (in
all states) maximizes a reward subject to a probabilistic constraint over reaching
forbidden states. This class of learning problem is known to be hard and there
are no off-the-shelf solutions that fully address the combined requirements of de-
terminism and uniform optimality. These characteristics and other requirements
that arise naturally in the context of safety-critical systems pose a significant chal-
lenge. Despite this, we find that our algorithm is stable and performs well in both
model-based and model-free settings.

Having presented our requirements and highlighted the specific challenge of
learning instability using a simple counterexample, we define from first principles
a stable Bellman operator that provably respects key requirements. This operator
produces conservative polices but suggests a relaxation, using adaptive hysteresis,
that forms the basis of our proposed approach. The new algorithm is stable w.r.t.
our counterexample and learns policies that are less conservative than those of
the stable operator and our previous algorithm, which is based on recursive con-
straints. In comparison to the recursive constraints approach, the policies of our
new algorithm also demonstrate improved monotonicity with increasing constraint
probabilities, which is one of the characteristics we desire.

Keywords Constrained Markov decision process · constrained reinforcement
learning · uniform optimality · adaptive hysteresis · learning instability · Bellman
operator

1 Introduction

We wish to find a deterministic policy that maximizes a reward in all states of a
Markov decision process, subject to a probabilistic bound in each state of reaching
a set of forbidden states. This problem arises naturally in safety-critical systems,
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where deterministic decisions are necessary for explainability and it is required to
maximize performance while bounding the probability of hazards. Despite its ap-
parent simplicity and similarity to other settings, this problem definition appears
to have no adequate solution prior to our own work. The characteristics that dis-
tinguish it from previous work are that we require a deterministic policy, uniform
optimality and constraints over what amounts to an undiscounted reward function,
i.e., probabilistic reachability. With naive reinforcement learning algorithms, this
combination entails learning instability and inaccurate estimates of probability.

In what follows, we use the term performance to refer to maximizing rewards,
and the term safety to refer to the probability of not reaching forbidden states.
A state is then said to be safe if its probability of reaching a forbidden state
is less than or equal to some constraint threshold. A state is said to be safer
than another state if its probability of reaching a forbidden state is less than
that of the other state, regardless of whether either state is safe by the previous
definition. Our focus in this work is the multi-objective optimization problem
formed by the explicit dichotomy of optimizing safety and performance, coupled
with multiple potentially conflicting requirements of the learned policy. The notion
of performance may itself be multi-objective, e.g., trading comfort and progress in
autonomous driving, but we leave this as a separate problem.

A requirement of particular concern to us is that of uniform optimality, i.e.,
optimality in every state. This arises because we make no useful a priori definition
of initial states, so all states must be considered initial for the purposes of opti-
mization. A naive notion of uniform optimality for our problem can be stated as:
in every state, an agent should choose a safe action that maximizes performance
or, if no safe action exists, the least unsafe action. This notion is naive because a
direct implementation will lead to learning instability, i.e., oscillations and a lack
of convergence [11]. Another characteristic we desire of optimal policies is mono-
tonicity w.r.t. constraint thresholds. It is clear that an optimal policy for a given
constraint will also satisfy a weaker constraint, albeit sub-optimally. It is then a
natural engineering assumption that an optimal policy for the weaker constraint
will perform at least as well as the original policy.

Our previous work focused on the learning instability we have identified, propos-
ing a dynamic programming algorithm based on recursive constraints to address
it [11]. Our present work improves on the already good performance of recursive
constraints and extends our ideas to reinforcement learning, for practical appli-
cations when the model is not known. Rather than simply adapt our previous
algorithm, which we describe in Appendix A, we have designed a completely new
algorithm from the ground up. Having formally defined the desired properties
of a solution to our multi-objective decision-making problem, we define a stable
Bellman operator1 that provably respects key properties. Applying this opera-
tor directly, using value iteration or policy iteration dynamic programming algo-
rithms, produces policies that are monotonic in the sense described above, but
are significantly more conservative than those of recursive constraints. However,
by adaptively relaxing some of the constraints within the operator, using what we
call adaptive hysteresis, we propose a new algorithm that is demonstrably stable
and less conservative than recursive constraints. We find that the new algorithm
is conceptually simple and is also more monotonic than recursive constraints.

1 We slightly abuse the term ‘Bellman operator’ throughout to mean a Bellman-like operator.
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Hysteresis—reacting to different thresholds according to whether a signal is
rising or falling—occurs in nature and is employed in many engineered systems
to mitigate undesirable switching. It is an obvious candidate to address the insta-
bility we observe with naive learning approaches. The high-level intuition of our
proposed approach is as follows. Our new Bellman operator is correct and stable,
but conservative; the naive operator is unstable, but not conservative. We there-
fore relax our new operator in the direction of the naive operator, using hysteresis
to mitigate the instability.

Constrained optimization of Markov decision processes is a well-studied field,
with a number of algorithms in existence for specific problem definitions [1–9,
15]. Much previous work has considered stochastic policies [1, 3–5, 8, 15], while
that which considers deterministic policies [6, 7, 9] does not include the notion of
uniform optimality. Unpublished preprints that appear to use a similar problem
formulation to ours [10, 16] use examples that do not demonstrate the inherent
instability that we have discovered and therefore do not address this issue.

The remainder of this paper proceeds as follows. In Section 2 we define the
mathematical preliminaries required for the sequel. In Section 3 we describe the
sometimes conflicting requirements of our notion of constrained optimality. In Sec-
tion 4 we give a simple motivating example that demonstrates the inherent insta-
bility observed with naive learning approaches. In Section 5 we derive a stable
Bellman operator that provably respects our key requirements. In Section 6 we
present our new adaptive hysteresis approach. In Section 7 we present the results
of learning experiments that demonstrate the performance of our algorithms. We
briefly conclude our work in Section 8. Our previous approach is fully described
in the appendix, along with proofs of theorems and other analysis.

2 Preliminaries

N0 := N∪ {0,∞} is the set of extended non-negative integers; 1(·) is the indicator
function. For n,m ∈ N0, we use the notation [n..m] to mean {k ∈ N0 |n ≤ k ≤ m}.
For set-valued mappings F1, F2 : X → 2Y , we define (F1 ∩ F2)(x) := F1(x) ∩ F2(x)
and (F1 ∪F2)(x) := F1(x)∪F2(x) for x ∈ X; F1 ⊆ F2 iff F1(x) ⊆ F2(x) ∀x ∈ X. For
real-valued functions f1, f2 : X → R, we write f1 ≤ f2 iff f1(x) ≤ f2(x) ∀x ∈ X.

We consider a finite Markov decision process (MDP) M := (S+,A+,T, γ,R),
where S+ := S ∪ S⊥ is a finite set of states consisting of the disjoint sets of all
non-terminal states S and all terminal states S⊥. A+ is a finite set of actions and
γ ∈ [0, 1) is discount rate; transition function T(s, a) describes the distribution of
next state s′ over S+, given a current state s ∈ S and a chosen action a ∈ A+;
the reward model R : S+ × A+ × S+ → R determines the reward R(s, a, s′) for
transition sas′ ∈ S × A+ × S+ and the terminal one R(s, a, s) at terminal state-
action sa ∈ S⊥ ×A+. We denote by A(s) (⊆ A+) the set of all available actions in
state s ∈ S+, which is assumed non-empty for each s ∈ S+.

A path is a sequence of alternating states, actions and rewards

(s0a0r0)(s1a1r1) · · · (sT−1aT−1rT−1)sT aT rT

s.t. stat ∈ S ×A(st), st+1∼T(st, at) and rt = R(st, at, st+1) for each t ∈ [0..T−1],
sT aT ∈ S⊥ × A(sT ) and rT = R(sT , aT , sT ), where T ∈ N0 denotes the terminal
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index, the first hitting time on S⊥. The reward sequence r0r1 · · · rT and discount
rate γ define the return

RT := r0 + γ · r1 + γ2 · r2 + γ3 · r3 + · · ·+ γT · rT (1)

A policy2 is a mapping π : S+ → A+ s.t. π(s) ∈ A(s) for all s ∈ S+. Given s ∈ S+

(resp. sa ∈ S+ × A(s)), policy π and MDP M generate paths s.t. s0 = s (resp.
s0a0 = sa) and at = π(st) thereafter, thus inducing probability measures over all
such paths. For notational simplicity, we adopt the notations Pπ(ϕ | s0 = s) and
Pπ(ϕ | s0a0 = sa), denoting the probabilities that the paths generated by policy π,
given s0 = s and s0a0 = sa, respectively, satisfy the property ϕ; Eπ(x | s0 = s) and
Eπ(x | s0a0 = sa) denote the corresponding expectations of a random variable x.

Probabilistic Reachability of Forbidden States Let F⊥ ⊆ S⊥ be a set of all forbidden
states, then given policy π defines the probabilistic reachability of F⊥ from s ∈ S+:

Pπ(s) := Pπ(sT ∈ F⊥ | s0 = s)

meaning the probability of reaching a forbidden state ∈ F⊥ at the terminal instant
T , given that an episode starts from the state s0 = s and follows the policy π.
Pπ(s) thus quantifies how safe it is to follow the policy π from the initial state s.
By definition, it is clear that Pπ(s) = 1(s ∈ F⊥) for each s ∈ S⊥.

Throughout the paper, we denote by θ ∈ [0, 1) a safety threshold given a priori.
The sets of all safe and unsafe states, called the safe and unsafe regions, under
policy π is then defined as

Sπ :=
{
s ∈ S+ |Pπ(s) ≤ θ

}
and Fπ :=

{
s ∈ S+ |Pπ(s) > θ

}
respectively, where the dependency on θ is implicit. The entire state space S+ is
then partitioned by these disjoint regions as S+ = Sπ ∪ Fπ for any policy π.

Value Functions Given policy π, define its value function V π as

V π(s) := Eπ(RT | s0 = s)

where RT is the return (1). The value V π(s) is a performance metric to be opti-
mized at each s ∈ S. At each s ∈ S⊥, it is directly given by V π(s) = R(s, π(s), s).
Similarly, we define the action-value functions as

Qπ(s, a) := Eπ(RT | s0a0 = sa)

Pπ(s, a) := Pπ(sT ∈ F⊥ | s0a0 = sa)

which are the same as V π(s) and Pπ(s), except that they represent the value and
probabilistic reachability, respectively, when the action a ∈ A(s) is taken at the
initial state s ∈ S+ and then π is followed.

For notational convenience, when given policy π is obvious by context, for any
function Fπ(·), explicitly dependent on π, we just write F (·). E.g., Q and P for

Qπ and Pπ. Likewise, for optimal policy π∗ and any function Fπ
∗
(·), explicitly

dependent on π∗, we will often write F ∗(·). E.g., V ∗ and P ∗ for V π
∗

and Pπ
∗
.

2 We only consider deterministic policies by definition.
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Pareto Optimality Given subset S ⊆ S+, or state s if S = {s}, we say that policy π?

is Pareto optimal w.r.t. performance (over S) iff there exists no policy π s.t.

Pπ(s) ≤ Pπ
?

(s) and V π(s) > V π
?

(s) ∀s ∈ S.

If the inequalities are replaced by Pπ(s) < Pπ
?

(s) and V π(s) ≥ V π
?

(s), then π?

is said to be Pareto optimal w.r.t. safety. Moreover, π? is Pareto optimal iff it
is Pareto optimal w.r.t. both performance and safety; π? is said to be uniformly

Pareto optimal iff it is Pareto optimal and S = S+.
Pareto optimality will be a requirement of our constrained optimality in the

next section, as strongly related to the solution of the constrained optimization
over MDP M: given state s ∈ S+ and threshold θ ∈ [0, 1),

maximize
π

V π(s) subject to Pπ(s) ≤ θ. (2)

In what follows, we say that state s ∈ S+ is feasible iff ∃policy π s.t. Pπ(s) ≤ θ.

Proposition 1 Given feasible state s, any solution to the constrained optimization (2)
is Pareto optimal w.r.t. performance.

3 Desired Properties of Constrained Optimality

In unconstrained optimization over an MDP, an optimal policy at a particular state
is also uniformly optimal (i.e., optimal at any other state, too) [14]. However, the
same property does not hold for the constrained case (2). That is,

Proposition 2 A solution to the constrained maximization (2) at a single state is not

necessarily uniformly optimal (i.e., not necessarily solve (2) at another state).

Therefore, the notion of uniform constrained optimality has to be defined in a
different manner to the unconstrained one. Instead of its precise definition, we in
this section provide the requirements we want the optimal policy to satisfy.

We denote by π∗ the assumed existent optimal policy that satisfies the require-
ments shown below, associated with the given threshold θ ∈ [0, 1). The associated

safe and unsafe regions Sπ
∗

and Fπ
∗

are denoted by S∗ and F∗, respectively.
We then say that state s is safe iff s ∈ S∗ and unsafe iff s ∈ F∗. For notational
simplicity, we write V ∗ for V π

∗
, Q∗ for Qπ

∗
, P ∗ for Pπ

∗
and P∗ for Pπ

∗
.

All the Requirements below, except for Requirement 3, are the same or similar
to the properties for constrained optimality we introduced in [11], but they are here
further refined and studied, ultimately with the connection to the stable operator
in Section 5 and the hysteresis technique in Section 6.

Requirement 1 For any policy π,

Pπ(s) ≤ P ∗(s) =⇒ V π(s) ≤ V ∗(s) ∀s ∈ S∗ (3)

V ∗(s) ≤ V π(s) =⇒ P ∗(s) ≤ Pπ(s) ∀s ∈ F∗ (4)

By Property (3), π∗ is optimal in any safe state, among all policies that are safer
or equally safe in the same state. Similarly, by Property (4), π∗ is safest in any
unsafe state, among all policies that have higher or equal performance values in
the same state. Moreover,
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Proposition 3 π∗ is Pareto optimal w.r.t. performance and safety over its safe and

unsafe regions, S∗ and F∗, iff Properties (3) and (4) hold for any policy π, respectively.

Therefore, if a state is safe thus feasible, then a solution to the constrained prob-
lem (2) at that state and our existent optimal policy π∗ are Pareto optimal w.r.t.
performance by Propositions 1 and 3, respectively, thanks to (3) for the latter. If
a state is unsafe thus may not be feasible, then π∗ is Pareto optimal w.r.t. safety
by Proposition 3, by virtue of (4). Here, a state being not feasible simply means
that the constrained optimization (2) has no solution at that state.

Possibly different is Pareto optimality w.r.t. performance in a safe state in
Propositions 1 and 3, achieved by a solution to the constrained problem (2) and
our optimal policy π∗, respectively. Moreover, there may exist multiple optimal
policies that all satisfy Requirement 1 but achieve different Pareto efficiency. The
next property limits such optimality to the case(s) where the safety is maximally
improved over the unsafe region.

Requirement 2 π∗ is uniformly least unsafe over F∗ over all policies that are safer

or equally safe over S∗. That is, for any policy π,

P ∗(s) ≤ Pπ(s) ∀s ∈ S∗ =⇒ P ∗(s) ≤ Pπ(s) ∀s ∈ F∗ (5)

Proposition 4 Requirement 2 ⇐⇒ π∗(s) ∈ arg min
a∈A(s)

P∗(s, a) ∀s ∈ F∗.

Requirement 2 makes sense also in practice since we trade-off safe and performance
within the safe region but not in the unsafe region, in which safety comes to be the
first priority to be optimized.

To achieve uniform Pareto optimality, we need the following requirement.

Requirement 3 For any policy π,

V ∗(s) = V π(s) =⇒ P ∗(s) ≤ Pπ(s) ∀s ∈ S∗ (6)

P ∗(s) = Pπ(s) =⇒ V π(s) ≤ V ∗(s) ∀s ∈ F∗ (7)

By Property (6) (resp. (7)), we want π∗ to be safer or equally safe (resp. optimal)
in any safe (resp. unsafe) state, among all policies whose performance (resp. safety)
is all equivalent to that of π∗ at the same state.

Proposition 5 Under Requirements 1 and 3, π∗ is uniformly Pareto optimal.

Next, it is desirable to have the following monotonicity property among the op-
timal policies w.r.t. different thresholds, where π∗ϑ is the assumed existent optimal
policy associated with threshold ϑ ∈ [0, 1) and the corresponding value functions

V π
∗
ϑ and Pπ

∗
ϑ are denoted by V ∗ϑ and P ∗ϑ , respectively.

Requirement 4 If 0 ≤ ϑ ≤ ϑ′ ≤ 1, then

P ∗ϑ(s) ≤ P ∗ϑ′(s) ∀s ∈ S+ (8)

V ∗ϑ (s) ≤ V ∗ϑ′(s) whenever P ∗ϑ′(s) ≤ ϑ
′
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The intuition behind Requirement 4 is that the weaker the constraint is (i.e., the
greater θ), the less conservative the optimal policy is (i.e., the greater probabilistic
reachability, thus potentially the better performance). Property (8) means π∗ϑ′ is
conservative less than or equally to π∗ϑ. In addition, if Requirement 4 is true, then
so are Property (3) for π = π∗ϑ if ϑ ≤ θ, and Property (4) for π = π∗ϑ′ if θ ≤ ϑ′.
That is, Requirements 1 and 4 are coherent.

For the next requirement, consider the constrained action space under policy π

Aπc (s) := {a ∈ A(s) |Pπ(s, a) ≤ θ} (9)

Proposition 6 s ∈ Sπ =⇒ Aπc (s) 6= ∅ for any policy π.

Let the uniformly-constrained Bellman operator T be defined on the space of all
policies as

T(π) :=

{
π if π ' π̂′

π̂′ otherwise

where ' is an equivalence relation defined for any policies π1 and π2 as

π1 ' π2 ⇐⇒ V π1 = V π2 and Pπ1 = Pπ2

and π̂′ is an improved policy, given by

π̂′(s) ∈


arg min
a∈Aπc (s)

Pπ(s, a) for Aπc (s) := arg max
a∈Aπc (s)

Qπ(s, a) if Aπc (s) 6= ∅

arg max
a∈Aπ(s)

Qπ(s, a) for Aπ(s) := arg min
a∈A(s)

Pπ(s, a) otherwise
(10)

The argmin and argmax in Aπ(s) and Aπc (s) choose the action(s) a that mini-
mize the probabilistic reachability Pπ(s, a) (i.e., maximize the safety) over the en-
tire action space A(s) and maximize the performance Qπ(s, a) over the constrained
action space Aπc (s), respectively. The outer argmin and argmax were introduced
for consistency to Requirement 3 for uniform Pareto optimality; they further op-
timize the safety and performance in the respective regions if the corresponding
inner processes result in more than one action in Aπ(s) and Aπc (s). We also note
that π̂′(s) ∈ Aπc (s) if Aπc (s) 6= ∅ and π̂′(s) ∈ Aπ(s) otherwise, by definition. I.e.,

π̂′(s) ∈


arg max
a∈Aπc (s)

Qπ(s, a) if Aπc (s) 6= ∅

arg min
a∈A(s)

Pπ(s, a) otherwise
(11)

For notational simplicity, we write Aπ
∗

c as A∗c .

Requirement 5 π∗ is a fixed point of T, i.e., π∗ = Tπ∗.

Proposition 7 Under Requirement 5, A∗c(s) 6= ∅ ⇐⇒ s ∈ S∗.

Note that Requirement 5 is a reasonable property of an optimal solution—
if it is true, then by Proposition 7, action a∗ = π∗(s) in safe state s yields the
best value (that is also safest among those best) over the actions a identified as
being safe by P∗(s, a) ≤ θ. Similarly, in an unsafe state, a∗ is the safest (and best-
performing among those safest) over all available actions. These are also consistent
with Requirements 2 and 3. We finally note that Requirement 5 is necessary for
convergence of dynamic programming and reinforcement learning methods.
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X s1 s2 G
Lp

1− p

R p

1− p

R
1− p

p

Fig. 1: A simple counter-MDP for Requirement 5 when 0.5 < p < 1

4 Learning Instability

In this section, we present a simple example—the “counter-MDP” shown in Fig-
ure 1—which demonstrates that Requirement 5 (the fixed point property) does not
hold for certain values of threshold θ. Dynamic programming is therefore unstable.

The state space of this example is S+ = {s1, s2,X,G}, with S = {s1, s2}, S⊥ =
{X,G} and F⊥ = {X}; the action space A+ = A(s1) = {L,R}, with A(s2) = {R}. For
each transition during an execution there is a reward of −1. Intuitively, the learning
objective is to minimize the expected discounted path length, while keeping the
probability of reaching X less than or equal to θ. In general, the smaller θ, the
higher the probability of the agent reaching G.

We assume the initial state is s1, where the agent chooses to move either to
the left (action L) or to the right (action R). With probability p > 0 the agent
moves in its chosen direction and with probability 1 − p it moves in the opposite
direction. For simplicity, the agent has no choice in state s2 and must choose
action R. From s2, the agent will reach the goal G with probability 1− p, or return
to state s1 with probability p. An episode terminates when the agent reaches a
terminal state in S⊥.

Only two policies exist—choose L in s1 or choose R in s1—which we denote
by πL and πR, respectively. For notational simplicity, we denote the corresponding
action-value functions QπL(s1, a),PπL(s1, a), QπR(s1, a) and PπR(s1, a) in state s1 by
QaL,PaL, QaR and PaR, making the dependency on s1 implicit. Hence, for example,
QaL is the Q-function when the agent initially takes action a ∈ {L,R} in s1 and
then follows πL. Given the simplicity of the MDP, QaL and PaL can be given as
explicit functions of probability p:

PLL =
p

1− pq

QLL = − 1 + γq

1− γ2pq

PRL = 1− pq

1− pq

QRL = −1 + γp+ γ2p(p− q)
1− γ2pq

where q := 1− p. Similarly,

PLR = 2 · p

p+ 1

QLR = −1 + γ(1− 2p)

1− γp

PRR =
1

p+ 1

QRR = − 1

1− γp
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The derivation of these equations is explained in Appendix B. In Figures 2 and 3 we
plot the equations against p, for γ = 0.95. In the following analysis, to demonstrate
the counter-example, we consider only 0.5 < p < 1.

Figures 2a and 2b plot the Q-values of each action in state s1, given the policy
is πL and πR, respectively. We see that regardless of the policy and the value of
p > 0.5, action L always has the greater Q-value. Hence, while the actual Q-value
depends on the policy, there is never any ambiguity about which action to choose
to maximize the reward: if the constraint is satisfied, the agent should always
choose action L.

Figures 3a and 3b plot the P-values of each action in state s1, given the policy
is πL and πR, respectively. As in the case of the Q-values, we see that action L

for p > 0.5 unambiguously has greater P-value, with the actual P-value depending
on the policy. In contrast to the Q-value case, however, the probability that the
P-value represents must also satisfy the constraint, i.e., be less than or equal to

0.5 1
−3

−1

p

QLL

QRL

(a) QaL vs p

0.5 1
−20

−10

−2

−1

p

QLR

QRR

(b) QaR vs p

Fig. 2: Q-functions for s1 w.r.t. (a) πL and (b) πR, for γ = 0.95

0.5 0.7 1
0.5

0.85

1

p

PLL

PRL

PLR

(a) PaL vs p

0.5 1
0.5

1

p

PLR

PRR

(b) PaR vs p

Fig. 3: P-functions for s1 w.r.t. (a) πL and (b) πR
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threshold θ. The relative performance of the two actions L and R is therefore not
sufficient to decide which one is optimal.

To make this decision, we first note that the P-value for action L under πL (PLL)
is the true probability for taking action L, and the P-value for action R under πR
(PRR) is the true probability for taking action R. We then call the P-value for
action L under πR (PLR) the estimated probability for taking action L (under πR),
and call the P-value for action R under πL (PRL) the estimated probability of
action R (under πL).

In Figure 3a we see that the true probability of action L is always greater than
the estimated probability of action L. If we choose a threshold θ between the true
and estimated values, such that PLL > θ > PLR, we find that a simple learning
agent will not be able to decide which action is optimal using only the P-values.
Suppose, during the learning process, the current policy is πL, which we know
maximizes the Q-value, the agent will see that the P-value (PLL) is greater than θ,
which does not satisfy the constraint. Figure 3a shows that the estimated value
of action R under πL (PRL) will satisfy the constraint, so the agent chooses πR.
Under πR, however, the estimated value of action L (PLR) appears now to satisfy
the constraint, so the (memoryless) agent chooses πL once again.

To see this phenomenon in a concrete learning example, consider the policy
iteration process described in Table 1, with (p, θ, γ) = (0.7, 0.85, 0.95) and πR as
its initial policy. This process, which we call T-policy iteration or naive policy
iteration, sequentially applies T to given policy πi−1 at iteration i ∈ N to generate
new policy πi = Tπi−1. At the first iteration i = 1, PLR ≤ θ in Table 1 indicates
that action L seems to be safe, and thus we choose πL. However, at the next
iteration (i = 2), PLL � θ shows that πL is not safe, which forces us to choose πR
again. Unfortunately, PLR ≤ θ at iteration i = 2 falsely indicates that action L is
safe, again! This oscillation continues ad infinitum.

Using the full range of θ, in Figure 4 we present the results of applying naive
value iteration (see T-value iteration in Appendix D) to the counter-MDP in Fig-
ure 1 for (p, γ) = (0.7, 0.95), with a total of 60 iterations. Figure 4 shows that
within a wide range around θ = 0.85: (i) T-value iteration thinks that the current
policy is safe (orange line) while it actually is not (blue line); (ii) the switching
between the policies randomly induces errors, with the values not converging.

In summary, we see that (i) a naive learning approach with the example shown
in Figure 1 will not reach a fixed point, so Requirement 5 does not hold in general;
(ii) a significant amount of oscillations and instability exist not only in the naive
policy iteration process itself but also in its extension to value iteration (and thus
reinforcement learning).

5 Uniformly-Constrained Stable Operator

In this section, we reveal what is wrong with fixed point property (Requirement 5)
and show how to overcome it. To address the former, we point out the mismatch
between Requirements 1 and 5.



Uniformly Constrained Reinforcement Learning 11

Table 1: T-policy iteration (naive policy iteration) πi ← Tπi−1 applied to the
counter-MDP in Figure 1, with p = 0.7, γ = 0.95 and threshold θ = 0.85

Iter.
i

Given Policy

πi−1
Constraints

L R

1 πR PLR(≈ 0.82) ≤ θ PRR(≈ 0.59) ≤ θ
2 πL PLL(≈ 0.89) � θ PRL(≈ 0.73) ≤ θ
3 πR PLR ≤ θ PRR ≤ θ
4 πL PLL � θ PRL ≤ θ
5 πR PLR ≤ θ PRR ≤ θ
...

...
...

...
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θ

threshold
true

estimate

(a) P ∗(s1) vs θ

0.5 0.6 0.7 0.8 0.9 1

−3

−2

−1

θ

true

estimate

(b) V ∗(s1) vs θ

Fig. 4: Experimental results for iteration i = 60 of T-value iteration (Algorithm 2
with Subroutine 1) applied to the MDP in Figure 1, with p = 0.7 and γ = 0.95

Proposition 8 Under Requirement 1, π∗ satisfies

∀s ∈ S+ : π∗(s) ∈


arg max
a∈A∗p(s)

Q∗(s, a) for s ∈ S∗

arg min
a∈A∗v(s)

P∗(s, a) for s ∈ F∗
(12)

where we write A∗p for Aπ
∗

p and A∗v for Aπ
∗

v

and

Aπp(s) := {a ∈ A(s) |Pπ(s, a) ≤ Pπ(s)}

Aπv (s) := {a ∈ A(s) |Qπ(s, a) ≥ V π(s)}

Roughly speaking, (12) means that π∗ must yield better performance for a
state in the safe region or lower probabilistic reachability for a state in the unsafe
region, than any of its respectively conservative or better-performing one-point
modifications.



12 Jaeyoung Lee et al.

On the other hand, if π∗ satisfies Requirement 5, then

∀s ∈ S+ : π∗(s) ∈


arg max
a∈A∗c (s)

Q∗(s, a) for s ∈ S∗

arg min
a∈A(s)

P∗(s, a) for s ∈ F∗
(13)

by (11) and Proposition 7. We here note the difference between the (constrained)
action sets in (12) and (13).

1. Given policy π, Aπc in the argmax of (13) defines a subset of states containing
the safe region Sπ by Proposition 6, whereas Aπp in (12) satisfies

Aπp(s) ⊆ Aπc (s) ∀s ∈ Sπ. (14)

This is because Aπp(s) is constrained by Pπ(s) that is less than or equal to the
threshold θ in each s ∈ Sπ. We note that the region defined by Aπc 6= ∅ contains
the whole safe region Sπ, but it may include and identify unsafe states under
the current policy as being safe, as demonstrated in Section 4 (see Table 1 with
i = 2, 4, . . . ).

2. Trivially, Aπv in (12) is a subset of all available actions A, i.e., Aπv (s) ⊆ A(s).
On the other hand, if π∗ satisfies Requirement 2, then by Proposition 4,

π∗(s) ∈ arg min
a∈A(s)

P∗(s, a) for each s ∈ F∗

Therefore, from the standard dynamic programming theory, we conclude:

Proposition 9 If π∗ satisfies (13), then it does Requirement 2 and (12). The converse

is true if, in addition to Requirement 2 and (12),

A∗p(s) = A∗c(s) ∀s ∈ S∗ (15)

From these observations, we propose the uniformly-constrained stable Bellman
operator

T (π) :=

{
π if π ' π′

π′ otherwise

where π′ is an improved policy, explicitly given by

π′(s) ∈


arg min
a∈Aπp (s)

Pπ(s, a) for Aπp(s) := arg max
a∈Aπp (s)

Qπ(s, a) for s ∈ Sπ

arg max
a∈Aπ(s)

Qπ(s, a) for Aπ(s) := arg min
a∈A(s)

Pπ(s, a) for s ∈ Fπ

Note that π′ is constructed from the definition (10) of π̂′ by replacing

1. estimated safe region Ŝπ := {s ∈ S+ |Aπc (s) 6= ∅} with the safe one Sπ;

2. estimated safe actions Aπc (s) in the argmax with the safe ones Aπp(s).

Since Ŝπ ⊇ Sπ by Proposition 6 and Aπc ⊇ Aπp over Sπ by (14), π′ is conservative
compared to π̂′ given in (10), but we will see that these modifications stabilize the
dynamic programming process. Also note that by definition,

π′(s) ∈


arg max
a∈Aπp (s)

Qπ(s, a) for s ∈ Sπ

arg min
a∈A(s)

Pπ(s, a) for s ∈ Fπ
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5.1 Stability, Monotonicity, and Requirements Satisfaction

To demonstrate the stability of the operator T in the process, we revisit the policy
iteration example in Section 4, with (p, θ, γ) = (0.7, 0.85, 0.95) and πR as its initial
policy, but with T in place of the unstable one T. The resulting policies in this
case are generated by T -policy iteration πi ← T πi−1 and shown in Table 2. As
opposed to the naive policy iteration in Table 1, the action L at the first iteration
i = 1 does not appear to be safe through the estimated probability PLR, so we
choose πR. This stable process continues ad infinitum as demonstrated in Table 2,
hence we call T -policy iteration stable policy iteration.

In what follows, for notational convenience we write P i for Pπ
i

, Si for Sπ
i

, V i

for V π
i

and F i for Fπ
i

.

Theorem 1 For any initial policy π0 and any threshold θ ∈ [0, 1), T -policy iteration

πi ← T πi−1 holds the following properties.

a. (Monotonicity) For all i ∈ N,

(1) P i ≤ P i−1, Si ⊆ Si−1 and F i ⊇ F i−1

(2) V i−1(s) ≤ V i(s) ∀s ∈ F i−1 =⇒ V i−1(s) ≤ V i(s) ∀s ∈ Si−1.

b. πi converges to a fixed point of T , within a finite number of iterations.

In the rest of this section, we denote a fixed point of T by π∗ and consider it
to be our stabilizing solution, where its dependency on initial policy π0 is implicit.
Then, it is trivially true by Theorem 1 that

Requirement 5′ π∗ is a fixed point of T , i.e., π∗ = T π∗.

and the monotonicity properties in Theorem 1 can be extended as follows.

1. S∗ ⊆ · · · ⊆ Si ⊆ Si−1 ⊆ · · · ⊆ S1 ⊆ S0

2. F∗ ⊇ · · · ⊇ F i ⊇ F i−1 ⊇ · · · ⊇ F1 ⊇ F0

3. P ∗ ≤ · · · ≤ P i ≤ P i−1 ≤ · · · ≤ P 1 ≤ P 0

On the other hand, Si ⊆ Si−1 and thus state s being safe under πi−1 does not
necessarily ensure the safety at the same state s under the next policy πi. That
is, a safe state may end up being unsafe, eventually. Therefore, the monotonicity
w.r.t. V in Theorem 1 can only be extended in a restricted manner to

Table 2: T -policy iteration (stable policy iteration) πi ← T πi−1 applied to MDP
in Figure 1, for p = 0.7, γ = 0.95 and threshold θ = 0.85

Iter.
i

Given Policy

πi−1
Constraints

L R

1 πR PLR(≈ 0.82) � PRR PRR(≈ 0.59) ≤ PRR

2 πR PLR � PRR PRR ≤ PRR

3 πR PLR � PRR PRR ≤ PRR
...

...
...

...
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4. If S∗ = S+, then

V 0 ≤ V 1 ≤ · · · ≤ V i−1 ≤ V i ≤ · · · ≤ V ∗,

where we removed the precondition at each iteration i in Theorem 1a, thanks to
S+ = Si−1 (i.e., F i−1 = ∅) obtained by S+ = S∗ ⊆ Si−1 ⊆ S+.

Next, we present that our stabilizing solution π∗ also satisfies Requirement 2
and the following stronger versions of Requirements 1 and 3.

Requirement 1′ For any policy π,{
Pπ(s) ≤ P ∗(s) ∀s ∈ S∗

V π(s) ≤ V ∗(s) ∀s ∈ F∗
=⇒ V π(s) ≤ V ∗(s) ∀s ∈ S∗

Requirement 1′ comes only from the Property (3) of Requirement 1, i.e., nothing
is from the Property (4), since satisfying Requirement 2 trivially implies that{

V ∗(s) ≤ V π(s) ∀s ∈ F∗

P ∗(s) ≤ Pπ(s) ∀s ∈ S∗
=⇒ P ∗(s) ≤ Pπ(s) ∀s ∈ F∗

Requirement 3′ For any policy π,{
V ∗(s) = V π(s) ∀s ∈ S∗

P ∗(s) ≤ Pπ(s) ∀s ∈ F∗
=⇒ P ∗(s) ≤ Pπ(s) ∀s ∈ S∗ (16)

{
Pπ(s) = P ∗(s) ∀s ∈ F∗

V π(s) ≤ V ∗(s) ∀s ∈ S∗
=⇒ V π(s) ≤ V ∗(s) ∀s ∈ F∗ (17)

Note that the preconditions in Requirements 1′ and 3′ are given uniformly w.r.t.
the safe and unsafe regions, whereas those in Requirements 1 and 3 are pointwise.

Theorem 2 Requirements 1′, 2, and 3′ are all true for the stabilizing solution π∗.

What is left w.r.t. the stabilizing solution π∗ is Requirement 4. In Section 7, we
will experimentally study how much each case of the proposed approaches follow
Requirement 4, including stable policy iteration.

5.2 Origin and Mitigation of Conservativeness

The operator T is stable but conservative. This conservativeness comes from the
fact that in any state, the probabilistic reachability under the output policy T π
cannot be greater than that under its input policy π, by Theorem 1a. As a result,
policy πi generated by the stable policy iteration process πj ← T πj−1 will never
achieve a higher P-value than previous policies π0, π1, π2, . . . , πi−1, in the same
state. For example, the stable policy iteration illustrated in Table 2 never has a
chance to explore the less conservative policy πL to see if it is better performing
than the initial policy πR.

A simple solution for mitigating this conservativeness is to set πL (or equiv-
alently, a least conservative policy) as the initial policy. A better solution is to
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employ adaptive hysteresis, which is the main focus of the present work (Sec-
tion 6). Another possible solution is the use of recursive constraints, as presented
in our previous work [11] and in updated form in Appendix A.

To investigate the three solutions above, we applied each to the counter-MDP in
Figure 1 with (p, γ) = (0.7, 0.95) and obtained results for θ ∈ {0.5, 0.501, . . . , 0.999},
shown in Figure 5. The case of stable policy iteration under initial policy πL is
omitted since the results are equal to those of both policy and value iterations with
adaptive hysteresis, corresponding to the orange lines. Figure 5 also contains the
results of stable policy iteration under the initial policy πR and T -value iteration
(stable value iteration) described in Appendix D. The former is omitted as it is
identical to the latter (green lines). The horizon of 15 was used for the recursive
constraints case (blue lines).

In contrast to Figure 4 for naive value iteration, the results in Figure 5 do not
exhibit any chattering or violations, stabilizing their own dynamic programming
processes on the counter-MDP. Moreover, the three solution approaches introduced
above behaved almost identically and were able to choose πL whenever it is safe at
higher θ (orange and blue lines), whereas T -value iteration and T -policy iteration
under initial policy πR stay with the same policy πR for all θ, even though πL
is safe. Therefore, all of the three solution approaches can mitigate the inherent
conservativeness of T .

It is now obvious that the conservativeness of stable policy iteration highly
depends on that of the initial policy, meaning that a prior process of finding such
a least conservative policy is needed. Moreover, both stable value iteration and
stable policy iteration under the initial policy πR converge to the most conservative
solution πR, which prevents us to further extend the idea to reinforcement learning
without such conservativeness. Further experimental results that corroborate this
are presented in Section 7. Therefore, we can reasonably reject the first idea: stable
policy iteration with the least conservative initial policy (i.e., πL).

The other two approaches—adaptive hysteresis and recursive constraints—try
a less conservative better-performing action than the current one and then remem-

0.5 0.6 0.7 0.8 0.9 1
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0.8
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threshold

recursive

hysteresis PI/VI

stable op VI

(a) P ∗(s1) vs θ
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Fig. 5: Adaptive hysteresis, recursive constraints and T -value iteration (Algo-
rithm 2 with Subroutine 2) applied to MDP in Figure 1 for p = 0.7 and γ = 0.95
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ber for later steps whether that action led to an unsafe policy. These approaches
are conservative compared to (unstable) naive learning approaches (e.g., T-value
iteration) but typically less conservative than stable iterations (i.e., both T -policy
and T -value iteration), as will be illustrated in Section 7. Finally, we choose adap-
tive hysteresis as our main proposal not only because it is intuitive, simpler and
easy to extend to reinforcement learning, as explained in the next section, but
also because in the experimental results presented in Section 7 it exhibits the least
conservativeness among all candidates, with better monotonicity than recursive
constraints.

6 Adaptive Hysteresis: A Less Conservative Solution

Since the oscillations illustrated in Table 1 are caused by under-estimating the true
value PLL via PLR, our proposed idea, which we call adaptive hysteresis, remembers
the unsafe actions at the previous iterations and continues to treat them as unsafe
until their estimated P-value (e.g., PLR) is lower than some bound ≤ θ.

Fig. 6: Illustration of adaptive hysteresis

Figure 6 illustrates a typical case
P (s) < θ in state s, where action a

is identified as being safe if P(s, a) ≤
P (s) and unsafe if P(s, a) > θ. A hys-
teresis region exists in between the
two, where safe and unsafe actions
co-exist and the safety of each ac-
tion a is determined by the hystere-
sis indicator

H(s, a) =

{
1 (for safe a in s)

0 (for unsafe a in s),

which is updated by H(s, a) ← 1 in
the safe area and H(s, a)← 0 in the
unsafe area in Figure 6, but never
in the hysteresis area. Therefore, an
unsafe action a is identified as still
being unsafe until the hysteresis in Figure 6 has been passed, so that P(s, a) ≤
P (s). The output probability of the adaptive hysteresis in Figure 6 is updated by
P′(s, a)← P(s, a) but only when P(s, a) ≤ P (s) or P(s, a) > θ. Since all we want is
to identify safe and unsafe actions, we instead update H(s, a) as follows:

H(s, a)←

{
1(P(s, a) ≤ θ) if H(s, a) = 1 (for safe a in s)

1(P(s, a) ≤ }(s)) if H(s, a) = 0 (for unsafe a in s),
(18)

for hysteresis bound }(s) = P (s) in the case of P (s) < θ demonstrated in Figure 6.
We then construct the hysteresis action space

Ah(s) :=
{
a ∈ A(s) |H(s, a) = 1

}
, (19)

which contains all actions identified as being safe in s by the adaptive hysteresis.
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For the other case P (s) ≥ θ, we want the hysteresis bound }(s) being lower
than or equal to the fixed upper bound θ. Therefore, we generalize the hysteresis
indicator update rule (18) with the lower hysteresis bound given by

}(s) = min(P (s), θ).

The hysteresis indicator is initialized as H(s, a)← 1 for all sa ∈ S+×A(s), so that
every available action in every state are initially considered to be safe.

When implemented as policy iteration, such a lower threshold } is explicitly
given w.r.t. the current policy π as

}π(s) = min(Pπ(s), θ), (20)

which has a clear connection to the inspiring theory on the stable operator T in
Section 5—by Theorem 1b, the sequence of policies generated by T -policy iteration
πi+1 ← T πi is guaranteed to converge, where the next policy πi+1 is constructed
from the actions a s.t.

Pπ
i

(s, a) ≤ min(Pπ
i

(s), θ) (= }π
i

(s) by definition). (21)

In this sense, our hysteresis PI can be thought of as T -policy iteration, but with

a relaxation of the constrained action space Aπ
i

p in the safe region, by allowing us
to choose action a ∈ Ah(s) identified as being safe by hysteresis but

Pπ
i

(s) < Pπ
i

(s, a) ≤ θ

that violates (21). On the other hand, the hysteresis PI identifies unsafe actions a as

still being unsafe unless Pπ
i

(s, a) ≤ }π
i

(s) (≤ θ), as explained above with Figure 6.

Hence, we have the chain of inclusions Aπ
i

p ⊆ Ah ⊆ Aπ
i

c , that is,

Aπ
i

p (s) ⊆ Ah(s) ⊆ Aπ
i

c (s) ∀s ∈ S+

as long as H(·) and thus Ah(·) are updated beforehand, by (18), (19) and (20) with

Pπ
i

, Pπ
i

and }π
i

in place of P , P and }, respectively. In short, the hysteresis PI is
less conservative than T -policy iteration but more so than the (unstable) T-policy
iteration.

To demonstrate the idea, we revisit the policy iteration example in Section 4
with the same condition—(p, θ, γ) = (0.7, 0.85, 0.95) and πR as its initial policy—
but also with the adaptive hysteresis, as illustrated in Table 3, where the hysteresis
indicator Ha for action a ∈ {L,R} (in s1), with slight abuse of notation, is initialized
to 1 and updated via the hysteresis rule (18) with (20), as explained above. E.g.,
for policy πL and }L denoting }πL(s1) = min(PLL, θ) = θ,

Ha ←

{
1(PaL ≤ θ) if Ha = 1 (for safe a)

1(PaL ≤ }L) if Ha = 0 (for unsafe a),

which is equivalent to

Ha ← 1
(
(PaL ≤ θ andHa = 1) or (PaL ≤ }L andHa = 0)

)
.
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Table 3: Policy iteration with adaptive hysteresis on the MDP in Figure 1, for
p = 0.7, γ = 0.95, threshold θ = 0.85 and both HL and HR initialized to 1. The
hysteresis bounds are }L = min(PLL, θ) = θ and }R = min(PRR, θ) = PRR

.

Iter.
i

Given
Policy

πi−1

Constraints

L R

1 πR HL ←

{
1(PLR ≤ θ) if HL = 1

1(PLR ≤ }R) if HL = 0
HR ←

{
1(PRR ≤ θ) if HR = 1

1(PRR ≤ }R) if HR = 0

2 πL HL ←

{
1(PLL ≤ θ) if HL = 1

1(PLL ≤ }L) if HL = 0
HR ←

{
1(PRL ≤ θ) if HR = 1

1(PRL ≤ }L) if HR = 0

3 πR HL ←

{
1(PLR ≤ θ) if HL = 1

1(PLR ≤ }R) if HL = 0
HR ←

{
1(PRR ≤ θ) if HR = 1

1(PRR ≤ }R) if HR = 0

4 πR HL ←

{
1(PLR ≤ θ) if HL = 1

1(PLR ≤ }R) if HL = 0
HR ←

{
1(PRR ≤ θ) if HR = 1

1(PRR ≤ }R) if HR = 0...
...

...
...

Letting }R := }πR(s1) = min(PRR, θ) = PRR and Hi
L be the hysteresis indicator HL

at iteration i for action L, we can see that

H1
L = 1

(
(PLR ≤ θ and H0

L = 1) or (PLR ≤ }R and H0
L = 0)

)
= 1(PLR ≤ θ)

H2
L = 1

(
(PLL ≤ θ and H1

L = 1) or (PLL ≤ }L and H1
L = 0)

)
= 1(PLL ≤ θ)

H3
L = 1

(
(PLR ≤ θ and H2

L = 1) or (PLR ≤ }R and H2
L = 0)

)
= 1(PLR ≤ PRR)

H4
L = 1

(
(PLR ≤ θ and H3

L = 1) or (PLR ≤ }R and H3
L = 0)

)
= 1(PLR ≤ PRR)

...
...

...
...

...
...

The adaptive hysteresis approach chooses πL at the beginning as Ha is initialized
to 1, identifying πL as initially being safe. It is reasonable not to exclude πL at
the beginning as we have no a priori information on whether it is safe or not. At
the second iteration, it recognizes that the action L, hence the chosen policy πL,
is not safe, flipping HL to zero. At the later iterations > 3, the violation of the
conservative constraint PLR ≤ }R (= PRR) prevents the action L from appearing to
be safe again. This prevention continues ad infinitum.

The process shown in Table 3 is less conservative than stable policy iteration in
Table 2 because the hysteresis opens up a chance to investigate whether action L

is safe at the first iteration, whereas the process with the stable operator does not
allow to do so (by its definition), as illustrated in Table 2. Moreover, the example
in Table 3 is finally stabilized, thanks to the conservative constraint PLR ≤ PRR

coming from the adaptive hysteresis bound }R = PRR designed on the basis of the
theory on the stable operator in Section 5.

On the other hand, our experimental evidence shows that policy iteration with
adaptive hysteresis either results in almost the same solutions to the conservative
policy π = T π described in Section 5 (when running both policy iterations with an
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unconstrained best-performing initial policy) or improves the performance, but in
a very unpredictable way, while satisfying the uniform constraints (when starting
with the safest initial policy)—the former is shown in Section 7 but the latter is
not. Therefore, we reject policy iteration and extend the idea of adaptive hysteresis
with value iteration, as described below (see also Appendix D for pseudocode).

1. Initialize the action value function estimates. E.g., set both P̂(s, a) and Q̂(s, a)
to zero for every non-terminal state-action sa ∈ S×A(s) and

P̂(s, a)← 1(s ∈ F⊥) and Q̂(s, a)← R(s, a, s) ∀sa ∈ S⊥ ×A(s) (22)

Let H(s, a)← 1 for all sa ∈ S+ ×A(s).

2. Iterations i = 1, 2, 3, . . . , I. For the policy π̂ constructed as

π̂(s) ∈


arg min
a∈Âh(s)

P̂(s, a) for Âh(s) := arg max
a∈Ah(s)

Q̂(s, a) if Ah(s) 6= ∅

arg max
a∈Â(s)

Q̂(s, a) for Â(s) := arg min
a∈A(s)

P̂(s, a) otherwise
(23)

for the hysteresis action space Ah defined by (19), update both P̂ and Q̂ by

∀sa ∈ S×A(s) :

 P̂(s, a)← E
[
P̂(s1, π̂(s1)) | s0a0 = sa

]
Q̂(s, a)← E

[
r0 + γ · Q̂(s1, π̂(s1)) | s0a0 = sa

]
Then, update the hysteresis indicator H(·) by the update rule:

∀sa ∈ S×A(s) : H(s, a)←

 1[P̂(s, a) ≤ θ] if H(s, a) = 1

1
[
P̂(s, a) ≤ min(P̂(s, π̂(s)), θ)

]
if H(s, a) = 0

and increase the iteration i← i+ 1 if i 6= I. At the last iteration i = I, update
the final policy π̂ again by (23).

From the value iteration above, we can see that the idea of adaptive hysteresis
is conceptually simple and easy to understand. Moreover, it is easily extensible
to reinforcement Q-learning. Algorithm 1 shows such an extension, with episodic
backward updates (lines 8–14) [12], where the hysteresis indicator H(s, a) is up-
dated in line 12 before the policy update in line 13. Such episodic backward updates
are necessary since (i) the reward for the P-value is terminal and typically sparse

(i.e., P̂(·) is meaningfully updated upon the completion of an episode); (ii) π̂(s′)
at the next state s′ should be updated before by line 13 to prevent the targets
P̂(s′, π̂(s′)) and Q̂(s′, π̂(s′)) in the respective lines 10 and 11 from varying rapidly,
due to the switching between safe and unsafe actions in the policy update (23). For
such episodic updates, we employed a queuing buffer B to push and pop the tran-
sitions in the backward direction (lines 5 and 9). The other aspects of Algorithm 1
are straightforward.
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Algorithm 1: Adaptive Hysteresis Q-learning w/ episodic backward updates

Input:


M : MDP (S+,A+,T, γ,R) with (T,R) unknown over S×A(·)× S+

k : the number of steps ∈ N D0 : initial state distribution

F⊥ : set of all forbidden states θ : constraint threshold ∈ [0, 1)

Output:

{
π̂ : solution policy

P̂, Q̂ : estimates of action-value functions P( ·, π̂) and Q( ·, π̂)

/* initialization */

1 Set


hysteresis indicator H(s, a)← 1 ∀sa ∈ S+ ×A(s)

experience buffer B ← ∅ (i.e., an empty queue)

P̂(·) and Q̂(·) by (22); otherwise, P̂(s, a)← 0 and Q̂(s, a)← 0

2 Construct policy π̂ by (23) and s ∼ D0

/* main loop */

3 repeat k times

4 Apply action a ∼ ε-greedy(π̂)(s) to M; observe reward r and next state s′

5 Push experience (s, a, r, s′) to B
6 if s′ is not terminal then s← s′

7 else

8 repeat

9 Pop an experience (s, a, r, s′) from B
10 P̂(s, a)← P̂(s, a) + α · P̂(s′, π̂(s′))

11 Q̂(s, a)← Q̂(s, a) + β ·
(
r + γ · Q̂(s′, π̂(s′))

)
12 H(s, a)←

{
1[P̂(s, a) ≤ θ] if H(s, a) = 1

1
[
P̂(s, a) ≤ min(P̂(s, π̂(s)), θ)

]
if H(s, a) = 0

13 Update π̂(s) by (23)

14 until B = ∅
15 s ∼ D0

16 return (π̂, P̂, Q̂)

7 Experiments

sinit

scrit

X X X G

Fig. 7: 5× 5 cliffworld

Using the 5×5 “cliffworld” illustrated in Figure 7, we
performed a number of learning experiments to com-
pare the monotonicity and conservativeness of poli-
cies produced by the different approaches mentioned
above. Cliffworld defines a grid-like MDP, where it is
assumed an agent moves in discrete steps from one
grid square (state) to another, controlled by actions
with nominal directions up, down left and right. States
marked X are cliff states that must be avoided. The
state marked G is the goal state and should be reached
by the agent. X and G states are terminal states, at which an episode terminates
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Fig. 8: P (sinit) vs θ for p = 0.5
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Fig. 9: V (sinit) vs θ for p = 0.5

with no further reward. For the purposes of optimization, all states are considered
initial, however in Figure 7 we label one particular state sinit. This is the initial
state for the experiments whose results are illustrated in Figures 8 and 9. State
scrit is critical w.r.t. certain behaviour that we describe below. The probabilistic
transitions of the MDP are defined according to a randomization probability p.
The agent chooses a nominal next state according to an action specified by the
agent’s policy. Then, with probability p, the agent moves to the nominal next state
or, with probability 1−p, the agent moves to an adjacent state chosen uniformly at
random. The reward function simply assigns a value of −1 to every action, causing
the agent to prefer short paths. We use a discount factor of γ = 0.95 throughout.

We compare dynamic programming algorithms for recursive constraints, adap-
tive hysteresis and for the uniformly-constrained stable operator T . The algorithm
for recursive constraints is implemented using policy iteration. We implemented
adaptive hysteresis and the uniformly-constrained stable operator with both value
iteration and policy iteration algorithms. In the case of value iteration, the initial
values of P̂ and Q̂ were set to 0, for all non-terminal states and actions. Terminal
states have constant values: P̂ is set to 1 and Q̂ is set to 0. In the case of policy
iteration, the initial policy was set to be the unconstrained policy that maximizes
V .

To generate the results, we defined a range of models by setting randomization
probability p ∈ {0.1, 0.2, . . . , 0.9}. Then, for each algorithm and model, we learned
policies for thresholds θ ∈ {0.04, 0.05, . . . , 0.99}. Each policy induces a Markov
chain, so the functions P and V , which respectively specify the probability of
reaching a cliff and the expected reward, can be calculated exactly for each state.

In Figures 8 and 9 we plot P (sinit) and V (sinit), respectively, against threshold
θ, for all algorithms, using a model generated by randomization p = 0.5. In Fig-
ure 8, we note that all plotted probabilities lie below or on the dashed grey line,
which demarcates the limit of safe policies. This is in sharp contrast to what can
be achieved with a naive approach, as demonstrated in Figure 4. Hence, in all
cases, the action in state sinit is safe. The plotted points form lines with apparent
steps. These arise because our model is finite and our algorithms draw from a fi-
nite pool of deterministic policies. The lines for the stable operator are monotonic
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Fig. 10: Mean P -function monotonicity
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Fig. 11: Mean V -function monotonicity

w.r.t. θ, as expected, as is the line for hysteresis PI algorithms, but there is visible
non-monotonicity in the lines for the recursive and hysteresis VI algorithms. A
notable feature of the line for the recursive algorithm is a sharp and deep valley
at θ = 0.84. This is caused by a critical policy switch in scrit. Since X and G are
equally valid terminal states in these experiments, with p = 0.5 and θ = 0.84
the agent can choose a down action in scrit without actually exceeding the safety
threshold, in order to shorten its path and thus increase its reward. Such a choice
is locally optimal, but causes adjacent states to avoid scrit because of its low mar-
gin of safety. The consequence is that other states are forced to have longer paths
with unnecessarily large safety margins.

In Figure 9 we plot the expected rewards that correspond to the probabilities
plotted in Figure 8. Once again, the lines for the stable operator and hysteresis PI
algorithms are monotonic w.r.t. θ, while the plateaux and discrete steps once again
arise from the finite pool of policies. The sharp and deep valley in probability for
the recursive algorithm has its counterpart in the reward plot, but is now joined
by other valleys that are also seen, albeit less sharp, in the line for hysteresis VI.
While the probabilities plotted in Figure 8 are only required to be less than the
safety limit, we can judge rewards quantitatively. We observe that the lines for the
recursive and hysteresis VI algorithms are mostly above the line for the hysteresis
PI and stable operator PI algorithms, while the line for the stable operator VI
algorithm is flat and significantly below all the others. Given that all the proba-
bilities in Figure 8 are below the safety limit, Figure 9 suggests that the recursive
and hysteresis VI algorithms produce policies with higher performance than those
produced by the hysteresis PI and stable operator PI algorithms, which produce
polices that perform much better than those produced by the stable operator VI
algorithm.

Figures 8 and 9 illustrate the behaviour of the algorithms for a single state,
which may not be representative. To judge the overall monotonicity and conserva-
tiveness of the different algorithms, in Figures 10, 11 and 14 we plot statistics over
all states in the model. In Figure 10 we plot the mean P -function non-monotonicity
against model randomization p. Each state in a model induced by a given random-
ization further induces a P -value vs θ line of the kind seen in Figure 8. We define



Uniformly Constrained Reinforcement Learning 23

0.0 0.2 0.4 0.6 0.8 1.0
threshold 

0.0

0.2

0.4

0.6

0.8

1.0

pr
ob

ab
ilit

y 
(P

)

hysteresis VI
hysteresis QL

Fig. 12: P (sinit) vs θ for p = 0.5
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Fig. 13: V (sinit) vs θ for p = 0.5

the non-monotonicity of a state to be the magnitude of the sum of all the negative
transitions in its P -value vs θ line, with the assumption that the θ values are the
same for all algorithms. This metric is therefore 0 if the line is monotonic, with
a value that is proportional to the number and size of the negative transitions.
The points plotted in Figure 10 are averaged over all states, with shaded areas
demarcating the first and third quartiles. We clearly see that the probabilities of
the recursive algorithm are less monotonic than those of the hysteresis VI algo-
rithm, which are less monotonic than those of the hysteresis PI and stable operator
algorithms. These latter are apparently maximally monotonic. We use the same
idea to plot the V -function monotonicity in Figure 11 and see the same relative
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In Figure 14 we plot the mean
V -function conservativeness against
model randomization p for the dif-
ferent algorithms. For a given state
s in a model induced by randomiza-
tion p, we define conservativeness to
be
∑
θ Vmax(s) − V (s), where Vmax(s)

is the maximum value observed over
all algorithms for the same p. As with
monotonicity, we plot the mean and
quartiles with respect to all states,
omitting the quartiles in the upper
panel for clarity. As noted informally
in Figure 9, we see in Figure 14 that
the stable operator and hysteresis PI
algorithms are significantly more con-
servative than the recursive and hys-
teresis VI algorithms. It is also clear from this figure that the hysteresis VI algo-
rithm is less conservative than the recursive algorithm.

In Figures 12 and 13 we make a comparison between hysteresis VI and its
reinforcement learning counterpart, hysteresis QL (Algorithm 1), for the state
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sinit and randomization p = 0.5. In Figure 12, we see that the policies learned by
hysteresis QL appear to respect the safety threshold, at least from the perspective
of sinit, and are apparently quite close to those of hysteresis VI. The probability
values of hysteresis QL appear to be slightly shifted to the right, suggesting that
the reinforcement learning algorithm may be slightly more conservative than the
dynamic programming algorithm. The comparison of the V (sinit) vs θ in Figure 13
demonstrates similar, if not greater, closeness between the two algorithms.

8 Conclusion

We have considered a constrained optimization problem that arises naturally in
the context of safety-critical systems, for which there appears to be no solution
prior to our own work. Our insistence on a deterministic policy, uniform optimal-
ity and monotonicity w.r.t. constraint thresholds imposes restrictions that seem
to make an already hard task more difficult [7]. Our previous work proposed a
stable dynamic programming algorithm based on recursive constraints, which ad-
dressed the inherent instability of naive learning approaches [11]. Our present work
improves on our previous approach. We first developed a universally-constrained
stable Bellman operator from first principles, which we then modified with hys-
teresis to reduce its conservativeness. The resulting adaptive hysteresis algorithm
is stable when applied to a counterexample that exhibits instability with naive
approaches, and is both more monotonic and less conservative than our recursive
constraints algorithm. Having demonstrated that our adaptive hysteresis algorithm
works well in both dynamic programming and tabular reinforcement learning set-
tings, we anticipate that it will work well with function approximation and deep
Q-learning. Extending our approach in this direction will allow us to tackle chal-
lenging real-world safety-critical learning tasks.
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A Recursive Constraints

The recursive constraints approach was first proposed in our previous work [11].
Here we present an updated efficient sequential version of it. The naive idea and
meaning of the recursive constraints is that for each action a ∈ A(s) in state s, we
superimpose all the constraints on a by recursion, up to the current iteration, and
use it to judge whether a is a safe action or not, at the same state s.

To illustrate the idea, we revisit the naive policy iteration example in Section 4
with the same condition but also with recursive constraints illustrated in Table 4,
where action a ∈ {L,R} is constrained at each iteration by Ca = 1. Denoting
Cia ∈ {0, 1} such a recursive constraint satisfaction variable for action a, made
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Table 4: Policy iteration using recursive constraints on the MDP in Figure 1, for
p = 0.7, γ = 0.95 and threshold θ = 0.85

Iter.
i

Given
Policy

πi−1

Constraints

L R

1 πR CL ← 1(PLR ≤ θ) CR ← 1(PRR ≤ θ)
2 πL CL ← 1(PLL � θ and CL = 1) CR ← 1(PRL ≤ θ and CR = 1)
3 πR CL ← 1(PLR ≤ θ and CL = 1) CR ← 1(PRR ≤ θ and CR = 1)
4 πR CL ← 1(PLR ≤ θ and CL = 1) CR ← 1(PRR ≤ θ and CR = 1)
...

...
...

...

at iteration i (in state s1), then at each iteration in Table 4, it satisfies by its
construction

C1
L = 1(PLR ≤ θ)

C2
L = 1(PLL � θ and C1

L = 1) = 1(PLL � θ and PLR ≤ θ)

C3
L = 1(PLR ≤ θ and C2

L = 1) = 1(PLR ≤ θ and PLL � θ)

C4
L = 1(PLR ≤ θ and C3

L = 1) = 1(PLR ≤ θ and PLL � θ)
...

...
...

...
...

From this, we observe that the constraint CL on the action L in s1 is stabilized
and thereby, yields the same safe policy πR from iteration i = 3, as shown in
Table 4. In addition, the recursive constraint approach chooses πL at the first
iteration so that it allows to investigate at the next iteration i = 2 whether the
action L hence policy πL is safe or not in s1, whereas the process with the stable
operator T does not allow to do so (by its definition), as illustrated in Table 2.

On the other hand, the idea of recursive constraints, demonstrated in Table 4,
still has the issue that except for policy iteration, a dynamic programming or
reinforcement learning method typically does not wait until its value function
(e.g., Pπ(s, a)) is accurately estimated. In Table 4 for example, if PLL and/or PLR

is not correctly estimated at the previous iterations, then the constraints in CL

at the current iteration can be so deteriorated as it is constructed from all the
previous constraints, including those based on inaccurate predictions at the early
stages. In particular, the initial values of PLL and PLR are typically random and has
no information, which introduces and transfers absurd random constraints, to all
iterations. Hence, the recursive constraints at and around the initial and previous
stages must be also stabilized, in order to generalize themselves to a broad class
of reinforcement learning methods.

In order to solve such a remaining issue on stability, we (i) replace the iteration
axis in Table 4 with the axis of horizon window n = 1, 2, . . . , N and (ii) replace the
constraint at stage n with

maxm∈[1..n] Pm(s, a) ≤ θ
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where Pn is for an (over-)approximation of the n-bounded probabilistic reachability

Pπ(s, a ;n) := Pπ(smin(T,n) ∈ F⊥ | s0a0 = sa)

w.r.t. the policy π = πn−1 obtained at the previous stage n − 1. Here, an over-
approximation means that 0 ≤ Pπ(s, a ;n) ≤ Pn(s, a) ≤ 1 for all sa ∈ S+ ×A(s).

We also define the action-independent version of Pπ

Pπ(s ;n) := Pπ(smin(T,n) ∈ F⊥ | s0 = s),

which satisfies Pπ(s ;n) = Pπ(s, π(s) ;n) for any (s, n) ∈ S+ × N and any policy π.
Also note that both n-bounded P-values are consistent to the respective unbounded
ones in the limit n→∞. That is, for any policy π and any sa ∈ S+ ×A(s),

Pπ(s) = lim
n→∞

Pπ(s ;n) and Pπ(s, a) = lim
n→∞

Pπ(s, a ;n).

For policy πm indexed by m ∈ [1..N ], we write Pm for Pπ
m

and Pm for Pπ
m

, for
both bounded and unbounded P-values.

To describe the sequential process of the recursive constraint approach, let R
be the recursive constraint operator defined as

R(P,C) := (P′,C′),

given P and C that map each (s, a) ∈ S+×A(s) to P(s, a) ∈ [0, 1] and C(s, a) ∈ {0, 1},
respectively. C′ represents the next constraint satisfaction, recursively defined as

C′(s, a) := 1
(
P′(s, a) ≤ θ and C(s, a) = 1

)
for the next (over-)approximated bounded probabilistic reachability P′ given by

P′(s, a) := E
[
P(s1, π

?(s1)) | s0a0 = sa
]
,

where π? is an optimal policy w.r.t. the recursively-constrained action space

AC(s) :=
{
a ∈ A(s) |C(s, a) = 1

}
,

explicitly given by

π?(s) ∈


arg min
a∈A∗

C
(s)

P(s, a) for A∗C(s) := arg max
a∈AC(s)

Q?(s, a) if AC(s) 6= ∅

arg max
a∈A(s)

Q?(s, a) for A(s) := arg min
a∈A(s)

P(s, a) otherwise.

Its value functions V π
?

and Qπ
?

are denoted V ? and Q?. Hence, π? is optimal
in the sense that V π(s) ≤ V ?(s) for any policy π s.t. π(s) ∈ AC(s) if AC(s) 6= ∅
and π(s) ∈ A(s) otherwise. We denote a mapping from (P,C) to such an optimal
policy π? by Φ.

We now give a step-by-step description of the recursive constraint method,
where the statements and equations are valid for all sa ∈ S+ ×A(s). In short, it is
a process of applying the recursive constraint operator R N-times on the pair of
initial maps (P1,C1) in Step 1 below.
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1. Step 1. Set the initial maps P1 and C1 by

P1(s, a) := P(s1 ∈ F⊥| s0a0 = sa)︸ ︷︷ ︸
Pπ(s,a ;1)

and C1(s, a) := 1(P1(s, a) ≤ θ)

where probabilistic reachability Pπ(s, a ; 1) (and thus Pπ(s ; 1)) bounded at
horizon 1 is now stable since it does not depend on the policy π as above.

2. Step 2. Apply the recursive constraint operator to obtain (P2,C2) = R(P1,C1),
where P2 corresponds to the probabilistic reachability P1( · ; 2) bounded at
horizon 2, w.r.t. policy π1 = Φ(P1,C1), as shown below:

P2(s, a) = E
[
P1(s1, π

1(s1))
∣∣ s0a0 = sa

]
= E

[
P1(s1, π

1(s1) ; 1)
∣∣ s0a0 = sa

]
= E

[
P 1(s1 ; 1)

∣∣ s0a0 = sa
]

= P1(s, a ; 2)

Here, the last equality is the Bellman equation. The constraint satisfaction map
C2 can be expressed explicitly as C2(s, a) = 1

(
P1(s, a) ≤ θ and P2(s, a) ≤ θ

)
.

3. Steps n = 3, 4, 5, . . . , N . At each step n, we apply the recursive constraint
operator to (Pn−1,Cn−1) to obtain (Pn,Cn) = R(Pn−1,Cn−1), hence

Pn(s, a) = E
[
Pn−1(s1, π

n−1(s1))
∣∣ s0a0 = sa

]
(24)

Cn(s, a) = 1
(
Pn(s, a) ≤ θ and Cn−1(s, a) = 1

)
where policy πn−1 = Φ(Pn−1,Cn−1). Constraint satisfaction map Cn satisfies

Cn(s, a) = 1
(
Pn(s, a) ≤ θ and Cn−1(s, a) = 1

)
= 1

(
Pn(s, a) ≤ θ and Pn−1(s, a) ≤ θ and Cn−2(s, a) = 1

)
...
= 1

(
Pn(s, a) ≤ θ and Pn−1(s, a) ≤ θ and · · · and P1(s, a) ≤ θ

)
= 1

(∧
m∈[1..n](Pm(s, a) ≤ θ)

)
At the last step n = N , the final policy πN is obtained by πN = Φ(PN ,CN ).

The n-bounded probabilistic reachability w.r.t. the policy πn−1 given at the
previous step n− 1 satisfies the Bellman equation:

Pn−1(s, a ;n) = E
[
Pn−1(s1 ;n− 1) | s0a0 = sa

]
∀sa ∈ S+ ×A(s)

However, in order to obtain Pn−1( · ;n− 1), we need to calculate Pn−1( · ;m) and
use it in the backward induction for Pn−1( · ;m + 1), all the way through m =
1, 2, 3, . . . , n− 2. The longer the horizon n is, the more complexity this procedure
induces in space and time. Instead, as shown in (24), our design choice at each step
n ≥ 3 is to use a substitute Pn−1( · , πn−1(·)) obtained at the previous stage n− 1.
Here, Pn−1(s, πn−1(s)) typically over-approximates its target Pn−1(s ;n− 1) since
πn−1 is typically conservative more than or equally to πn−2 (∵ Cn−1 ≤ Cn−2), and{

Pn−1(s ;n− 1) = Pn−1(s, πn−1(s) ;n− 1)

Pn−1(s, πn−1(s)) ≥ Pn−2(s, πn−1(s) ;n− 1)

(for the inequality, provided that at the previous step n − 2, Pn−2(s, πn−2(s))
over-approximates its target Pn−2(s ;n− 2) for all s ∈ S+).
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Finally, we provide the policy πN at the last horizon N as the receding-horizon
solution that is (i) potentially conservative but less than the solution π∗ defined
as a fixed point of the operator T in Section 5.1 and thus (ii) typically performs
better, uniformly over all states, subject to N-bounded probabilistic reachability
constraint imposed on every state. To address the instability issue, the final policy
πN has the recursive constraints CN (s, a) = 1 that contain all constraints w.r.t.
shorter horizons, i.e.,

CN (s, a) = 1⇐⇒
∧

n∈[1..N ]

(Pn(s, a) ≤ θ)⇐⇒ max
n∈[1..N ]

Pn(s, a) ≤ θ,

where each Pn(·) is recursively defined from the initial one P1(·) that is independent
of any policy and hence can be stably obtained. Also note the following.

1. Thanks to the incremental finite horizon formulation, (Pn,Cn) does not depend
on the policy πn = Φ(Pn,Cn) obtained from themselves (i.e., there is no self-
feedback learning-loop), which further contributes to the stability.

2. The shorter the horizon is, the lesser constrained the actions typically are since

Proposition 10 Pπ(s, a ;n) ≤ Pπ(s, a ;n+1) ∀sa ∈ S+×A(s) ∀n ∈ N ∀policy π.

Hence, the actions at the first and early horizons are less constrained than
those at later horizons. This makes sense and help relax the conservativeness
of the final policy πN since those actions constrained at the initial or early
horizons will be also constrained for all later horizons by recursive constraints,
even if they eventually become safe at horizon N . This is an additional benefit
of forward-stepping over the horizon rather than the iteration axis.

3. Lastly, the recursive constraint satisfaction map CN and thus ACN are mono-
tonically decreasing as N increases. Since the spaces S+ and A+ are finite, the
constrained action set ACN is therefore stabilized within a finite horizon.

The difference between the recursive constraints approaches presented in this
section and in our previous work [11] is that in this paper we update nothing at
the later horizons before we have completed the task (Pn+1,Cn+1) = R(Pn,Cn) at
the current horizon n. This can reduce the space complexity since we only need to
store the data (Pn,Cn) at the current step to obtain the next one (Pn+1,Cn+1); it
also removes unnecessary computations since any changes at the previous horizon
n < N (e.g., policy πn) would alter the solutions all the way up to the last horizonN
(e.g., πn+1, πn+2, . . . , πN ). At each horizon n, since (Pn,Cn) is fixed a priori, a
standard single objective reinforcement learning method can be employed to solve
the task of finding (Pn+1,Cn+1) and an associated optimal policy πn.

B Analysis of the Counter-MDP

The counter-MDP of Figure 1 (reproduced in Figure 15) is reduced to the Markov
chains shown in Figures 16 and 17 by policies πL and πR, respectively. Closed form
expressions of the P- and Q-functions of the counter-MDP can be constructed by
solving simultaneous equations for the probabilistic reachability function P and
value function V of the two Markov chains. The discount factor γ ∈ [0, 1) and step
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Fig. 15: Counter-MDP of Figure 1
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Fig. 16: Markov chain induced by πL

X s1 s2 G
R p

1− p

1− p

p

Fig. 17: Markov chain induced by πR

reward r are constant. By definition,

PπL(X) = PπR(X) := 1 PπL(G) = PπR(G) := 0

V πL(X) = V πR(X) := 0 V πL(G) = V πR(G) := 0

Figure 16 induces the following equations for πL:

PπL(s1) = pPπL(X) + (1− p)PπL(s2)

PπL(s2) = pPπL(s1) + (1− p)PπL(G)

V πL(s1) = r + γ(pV πL(X) + (1− p)V πL(s2))

V πL(s2) = r + γ(pV πL(s1) + (1− p)V πL(G))

The above can then be solved to give PπL and V πL in terms of r, p and γ. For
instance, PπL(s1) = p/(p2 − p+ 1) and V πL(s1) = r(1 + γ(1− p))/(1− γ2p(1− p)).
PπL and V πL can then be used to define closed form expressions for P and Q:

PπL(X, · ) = PπL(X) PπL(G, · ) = PπL(G) PπL(s2,R) = PπL(s2)

QπL(X, · ) = V πL(X) QπL(G, · ) = V πL(G) QπL(s2,R) = V πL(s2)

PLL := PπL(s1, L) = PπL(s1) PRL := PπL(s1,R) = pPπL(s2) + (1− p)PπL(X)

QLL := QπL(s1, L) = V πL(s1) QRL := QπL(s1,R) = r + γ(pV πL(s2) + (1−p)V πL(X))

Similarly, Figure 17 induces the following equations for πR:

PπR(s1) = (1− p)PπR(X) + pPπR(s2)

PπR(s2) = pPπR(s1) + (1− p)PπR(G)

V πR(s1) = r + γ((1− p)V πR(X) + pV πR(s2))

V πR(s2) = r + γ(pV πR(s1) + (1− p)V πR(G))
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Solving PπR and V πR in terms of r, p and γ, for instance, PπR(s1) = 1/(p+ 1) and
V πR(s1) = r/(1− γp), leads to the following closed form expressions for P and Q:

PπR(X, · ) = PπR(X) PπR(G, · ) = PπR(G) PπR(s2,R) = PπR(s2)

QπR(X, · ) = V πR(X) QπR(G, · ) = V πR(G) QπR(s2,R) = V πR(s2)

PRR := PπR(s1,R) = PπR(s1) PLR := PπR(s1, L) = (1− p)PπR(s2) + pPπR(X)

QRR := QπR(s1,R) = V πR(s1) QLR := QπR(s1, L) = r +γ((1−p)V πR(s2)+pV πR(X))

C Proofs

This appendix provides all the proofs of Propositions and Theorems presented in
the body of the paper. Some proofs assume that the readers are familiar to the
Bellman equations and the principle of optimality, including those of the following
lemmas that are essential for the other proofs.

Lemma 1 Let Π be a subset of all policies, state s ∈ S+, policy π∗ ∈ Π and

AΠ(s) :=
{
a ∈ A(s) : ∃π ∈ Π s.t. a = π(s)

}
a. V π(s) ≤ V ∗(s) ∀π ∈ Π =⇒ π∗(s) ∈ arg max

a∈AΠ(s)
Q∗(s, a)

b. P ∗(s) ≤ Pπ(s) ∀π ∈ Π =⇒ π∗(s) ∈ arg min
a∈AΠ(s)

P∗(s, a)

Proof The first and second preconditions mean that π∗ is optimal over Π w.r.t.
maximizing V (s) and minimizing P (s), respectively. AΠ(s) is the set of all actions a
s.t. a = π(s) in state s for some policy π ∈ Π. Therefore, by principle of optimality,

V ∗(s) = max
a∈AΠ(s)

E
[
r0 + γ ·V ∗(s1) | s0a0 = sa

]
= max
a∈AΠ(s)

Q∗(s, a)

P ∗(s) = min
a∈AΠ(s)

E
[
P ∗(s1) | s0a0 = sa

]
= min
a∈AΠ(s)

P∗(s, a)

and the proof is completed since π∗ ∈ Π and

{
V ∗(s) = Q∗(s, π∗(s))

P ∗(s) = P∗(s, π∗(s))
ut

Lemma 2 Let {S+
n }n=1,2 be a partition of S+ (i.e., S+

1 ∩S
+
2 = ∅ and S+

1 ∪S
+
2 = S+).

For any policies π and π̂,

a. V π̂ ≥ V π if V π̂ ≥ V π over S+
1 and either

V π̂(s) ≥ Qπ̂(s, π(s)) ∀s ∈ S+
2 or V π(s) ≤ Qπ(s, π̂(s)) ∀s ∈ S+

2

b. P π̂ ≤ Pπ if P π̂ ≤ Pπ over S+
1 and either

P π̂(s) ≤ Pπ̂(s, π(s)) ∀s ∈ S+
2 or Pπ(s) ≥ Pπ(s, π̂(s)) ∀s ∈ S+

2
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Proof Suppose s0s1s2 · · · sn−1 ∈ (S+
2 )n but either sn ∈ S+

1 or sn is terminal (i.e.,
n = T ) along the path. Then, applying the respective inequality n-times, with

Qπ̃(st, at) = E
[
rt + γV π̃(st+1) | stat

]
and Pπ̃(st, at) = E

[
P π̃(st+1) | stat

]
that hold w.p.1. for any policy π̃ and t = 0, 1, 2, . . . , n− 1, we obtain

V π̂(s0) ≥ Eπ
[
r0 + γV π̂(s1) | s0

]
≥ · · · ≥ Eπ

[
r0 + γr1 + γ2r2 + · · ·+ γnV π̂(sn) | s0

]
V π(s0) ≤ Eπ̂

[
r0 + γV π(s1) | s0

]
≤ · · · ≤ Eπ̂

[
r0 + γr1 + γ2r2 + · · ·+ γnV π(sn) | s0

]
P π̂(s0) ≤ Eπ

[
P π̂(s1) | s0

]
≤ Eπ

[
P π̂(s2) | s0

]
≤ · · · ≤ Eπ

[
P π̂(sn) | s0

]
Pπ(s0) ≥ Eπ̂

[
Pπ(s1) | s0

]
≥ Eπ̂

[
Pπ(s2) | s0

]
≥ · · · ≥ Eπ̂

[
Pπ(sn) | s0

]
If sn ∈ S+

1 , then we have that V π̂(sn) ≥ V π(sn) and P π̂(sn) ≤ Pπ(sn) w.p.1.
Applying these and the Bellman equations on the last (i.e., rightmost) terms of
the chains of inequalities above, we can complete the proof for this case.

Otherwise, if sn is terminal (i.e., n = T ), then for any policies π̃ and µ,

1. V π̃(sT ) = rT thereby Eµ
[∑T−1

t=0 γt rt + γTV π̃(sT ) | s0
]

= Eµ
[
RT | s0

]
= V µ(s0)

2. Eµ
[
P π̃(sT ) | s0

]
= Eµ

[
1(sT ∈ F⊥) | s0

]
= Pµ

(
sT ∈ F⊥ | s0

)
= Pµ(s0)

Therefore, the proof is now obvious for this case and thus finally completed. ut

C.1 Proof of Proposition 1

The proof can be done by modifying and extending that of [13, Theorem 3.2.1] to
the constrained optimization over MDP M: given state s ∈ S+ and θ ∈ [0, 1),

maximize
π

V π(s) subject to Pπ(s) ≤ θ (2)

Suppose the solution π? to the problem (2) is not Pareto optimal w.r.t. performance

in s. Then, by definition, there exists a policy π 6= π? s.t. Pπ(s) ≤ Pπ
?

(s) and

V π(s) > V π
?

(s). The former implies that Pπ(s) ≤ Pπ
?

(s) ≤ θ, meaning that

π is feasible, i.e., satisfies the constraint in (2). Hence, the latter V π(s) > V π
?

(s)
contradicts the fact that π? is a maximizing solution to (2). Therefore, π? is Pareto
optimal w.r.t. performance in s.

C.2 Proof of Proposition 2

Consider the counter-MDP shown in Figure 1, with (p, γ, θ) = (0.7, 0.95, 0.85).
Then, from the equations in Section 4 and Appendix B, all the values V π(s) in
states s1 and s2 under πL and πR can be evaluated as

V πL(s1) = − 1 + γq

1− γ2pq
= −1.585 · · · V πR(s1) = − 1

1− γp = −2.985 · · ·

V πL(s2) = −1 + γpV πL(s1) = −2.054 · · · V πR(s2) = −1 + γpV πR(s1) = −2.985 · · · ,
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where q := 1 − p and the constant step reward r = −1 is substituted. Hence, πL
is optimal in state s ∈ {s1, s2} if it satisfies the constraint PπL(s) ≤ θ (= 0.85).
However, calculating the probabilistic reachability values in state s1 as

PπL(s1) =
p

1− pq = 0.886 · · · PπR(s1) =
1

1 + p
= 0.588 · · ·

PπL(s2) = pPπL(s1) = 0.620 · · · PπR(s2) = pPπR(s1) = 0.411 · · · ,

we can see that πL satisfies the constraint PπL(s) ≤ θ in s = s1, but not in
state s = s2. On the other hand, πR satisfies PπR(s) ≤ θ for state s ∈ {s1, s2}.
Therefore, we can conclude that πL is the optimal policy for the constrained MDP
problem (2) for state s = s2 but not for state s = s1. Similarly, πR is optimal in
s = s1 but not for s = s2.

In summary, we have found a counterexample, where there exists a policy (e.g.,
πL or πR) that is optimal in one state (i.e., solving the constrained problem (2) for
the state) but not in the other state. Therefore, the proof is completed.

C.3 Proof of Propositions 3 and 5

For notational simplicity, we write Pπs for Pπ(s), P ∗s for P ∗(s), V πs for V π(s) and
V ∗s for V ∗(s). Then, Proposition 3 can be easily proven by logical inference. For
example, we obtain the following between Property (3) in Requirement 1 and
Pareto optimality w.r.t. performance: for each safe state s ∈ S∗,

∀π
(
Pπs ≤ P ∗s =⇒ V πs ≤ V ∗s

)︸ ︷︷ ︸
from Property (3)

= ∀π
(
Pπs > P ∗s or V πs ≤ V ∗s

)
(25)

= ∀π
[
¬
(
Pπs ≤ P ∗s and V πs > V ∗s

)]
= @π

(
Pπs ≤ P ∗s and V πs > V ∗s

)
,

meaning that Property (3) is true iff π∗ is Pareto optimal w.r.t. performance over
S∗. It can be similarly proven that Property (4) is true iff π∗ is Pareto optimal
w.r.t. safety over F∗, hence the proof of Proposition 3 is obvious.

To prove Proposition 5, note that for each safe state s ∈ S∗,

∀π
(
V ∗s = V πs =⇒ P ∗s ≤ Pπs

)︸ ︷︷ ︸
from Property (6)

= ∀π
(
V ∗s 6= V πs or P ∗s ≤ Pπs

)
. (26)

Hence, we have the following logical inference: for each s ∈ S∗,

∀π(Pπs ≤ P ∗s =⇒ V πs ≤ V ∗s ) and (from Property (3))

∀π(V ∗s = V πs =⇒ P ∗s ≤ Pπs ) (from Property (6))

= ∀π
[
(Pπs > P ∗s or V πs ≤ V ∗s ) and (V ∗s 6= V πs or P ∗s ≤ Pπs )

]
(by (25) and (26))

= ∀π
(
¬
[
(Pπs ≤ P ∗s and V πs > V ∗s ) or (V ∗s = V πs and P ∗s > Pπs )

])
= ∀π

(
¬
[
(Pπs = P ∗s and V πs > V ∗s ) or (Pπs < P ∗s and V πs > V ∗s )

or (V ∗s = V πs and P ∗s > Pπs )
])

= ∀π
(
¬
[
(Pπs ≤ P ∗s and V πs > V ∗s ) or (V ∗s ≥ V πs and P ∗s > Pπs )

])
= ∀π

[
¬(Pπs ≤ P ∗s and V πs > V ∗s )

]
and ∀π

[
¬(V ∗s ≥ V πs and P ∗s > Pπs )

]
= @π(Pπs ≤ P ∗s and V πs > V ∗s ) and @π(V ∗s ≥ V πs and P ∗s > Pπs ),
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meaning that Properties (3) and (6) are true iff π∗ is Pareto optimal over S∗. In a
similar manner, we can also prove that Properties (4) and (7) hold iff π∗ is Pareto
optimal over F∗. Combining these results, we can conclude that Requirements 1
and 3 are true iff π∗ is uniformly Pareto optimal (i.e., Pareto optimal over S+ =
S∗ ∪ F∗), which completes the proof. ut

C.4 Proof of Proposition 4

Let Requirement 2 be true and Π be the set of all policies π s.t. P ∗(s) ≤ Pπ(s)
∀s ∈ S∗. Then, π ∈ Π implies P ∗(s) ≤ Pπ(s) ∀s ∈ F∗ by Requirement 2, hence

π∗(s) ∈ arg min
a∈AΠ(s)

P∗(s, a) ∀s ∈ F∗

by Lemma 1. To show that AΠ = A over F∗, given s̄ā ∈ F∗ × A(s̄), construct
policy π̄ that is a one-point modification of π∗ s.t. π̄ = π∗ everywhere except for
state s̄ at which π̄(s̄) = ā. Then,

P ∗(s̄) = P∗(s̄, π∗(s̄)) = min
a∈AΠ(s̄)

P∗(s̄, a) ≤ P∗(s̄, π̄(s̄))

P ∗(s) = P∗(s, π∗(s)) = P∗(s, π̄(s)) for any other state s 6= s̄.

Therefore, the application of Lemma 2b (with S+
1 = ∅) shows that P ∗ ≤ P π̄

and thereby, π̄ ∈ Π. Since s̄ ∈ F∗ and ā ∈ A(s̄) are arbitrary, we conclude that
AΠ(s) = A(s) ∀s ∈ F∗, which proves one direction.

To prove the other direction, assume P ∗(s) ≤ Pπ(s) ∀s ∈ S∗ for policy π and

π∗(s) ∈ arg min
a∈A(s)

P∗(s, a) ∀s ∈ F∗.

Then, since we have

P ∗(s) = P∗(s, π∗(s)) = min
a∈A(s)

P∗(s, a) ≤ P∗(s, π(s)) ∀s ∈ F∗,

the application of Lemma 2b with S+
1 = S∗ and S+

2 = F∗ concludes P ∗ ≤ Pπ, and
thereby Requirement 2 is satisfied. ut

C.5 Proof of Propositions 6 and 7

Noting that for any policy π,

s ∈ Sπ ⇐⇒ Pπ(s) ≤ θ ⇐⇒ Pπ(s, π(s)) ≤ θ (27)

and P(s, π(s)) ≤ θ ⇐⇒ π(s) ∈ Aπc (s) =⇒ Aπc (s) 6= ∅, we directly prove
Proposition 6 and, thereby with π = π∗, one direction of Proposition 7: s ∈ S∗ =⇒
A∗c(s) 6= ∅. To prove the other direction, note that by a contraposition of (27) for
π = π∗ and then by π∗ = Tπ∗,

s ∈ F∗ ⇐⇒ θ < P∗(s, π∗(s)) ⇐⇒ θ < P∗(s,Tπ∗(s)). (28)

Now, suppose that s ∈ F∗ but A∗c(s) 6= ∅. Then, P∗(s,Tπ∗(s)) ≤ θ by the defini-
tion of T, which however contradicts to P∗(s,Tπ∗(s)) > θ in (28). Therefore, by
contradiction, we have finally established s ∈ F∗ =⇒ A∗c(s) = ∅, whose contrapo-
sition is A∗c(s) 6= ∅ =⇒ s ∈ S∗. ut
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C.6 Proof of Proposition 8

Given state-action sa ∈ S+ × A(s), let πsa be a one-point modification of π∗ s.t.
πsa = π∗ everywhere except for state s at which πsa(s) = a. Then, since π∗ satisfies
Requirement 1,

P sa(s) ≤ P ∗(s) =⇒ V sa(s) ≤ V ∗(s) ∀sa ∈ S∗ ×A(s) (29)

V ∗(s) ≤ V sa(s) =⇒ P ∗(s) ≤ P sa(s) ∀sa ∈ F∗ ×A(s), (30)

where P sa(s) := Pπ
sa

(s) and V sa(s) := V π
sa

(s).

1. Choose arbitrary sa in S∗ ×A∗p(s). Then, by the definition of πsa

P ∗(s) ≥ P∗(s, πsa(s)) (by the definition of A∗p)

P ∗(ŝ) = P∗(ŝ, π∗(ŝ)) = P∗(ŝ, πsa(ŝ)) for any other state ŝ 6= s

Hence, P sa(s) ≤ P ∗(s) by Lemma 2b and thus V sa(s) ≤ V ∗(s) by (29). That
is, since a ∈ A∗p(s) is arbitrary, π∗ is optimal in state s, over Πs

p := {πsa : a ∈
A∗p(s)}. Therefore, the application of Lemma 1 with Π = Πs

p results in

π∗(s) ∈ arg max
a∈A∗p(s)

Q∗(s, a)

2. Choose arbitrary sa in F∗ ×A∗v(s). Then, by the definition of πsa,

V ∗(s) ≤ Q∗(s, πsa(s)) (by the definition of A∗v)

V ∗(ŝ) = Q∗(ŝ, π∗(ŝ)) = Q∗(ŝ, πsa(ŝ)) for any other state ŝ 6= s.

Hence, V ∗(s) ≤ V sa(s) by Lemma 2b and thus P ∗(s) ≤ P sa(s) by (30). That
is, π∗ is optimal in state s, over Πs

v := {πsa : a ∈ A∗v(s)}. Therefore,

π∗(s) ∈ arg min
a∈A∗v(s)

P∗(s, a)

by Lemma 1 with Π = Πs
v.

As state s is arbitrary in S∗ and F∗ for the respective cases above, the proof is
completed. ut

C.7 Proof of Proposition 9

For any state s ∈ S+, it is obvious that (i) π∗(s) ∈ A∗v(s) by V ∗(s) = Q∗(s, π∗(s))
and since A∗v(s) ⊆ A(s), (ii) mina∈A∗v(s) P

∗(s, a) ≥ mina∈A(s) P∗(s, a). Hence,

∀s ∈ S+ : π∗(s) ∈ arg min
a∈A(s)

P∗(s, a) =⇒ π∗(s) ∈ arg min
a∈A∗v(s)

P∗(s, a)

Similarly, we have (i) π∗(s) ∈ A∗p(s) by P ∗(s) = P∗(s, π∗(s)) and for s ∈ S∗, since
A∗p(s) ⊆ A∗c(s) by (14), (ii) maxa∈A∗p(s)Q

∗(s, a) ≤ maxa∈A∗c (s)Q
∗(s, a). Hence,

∀s ∈ S∗ : π∗(s) ∈ arg max
a∈A∗c (s)

Q∗(s, a) =⇒ π∗(s) ∈ arg max
a∈A∗p(s)

Q∗(s, a)
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Therefore, we can conclude that if π∗ satisfies (13), then it does (12). Moreover,
Requirement 2 is obviously true under (13) by Proposition 4.

Conversely, if π∗ satisfies Requirement 2, it is true by Proposition 4 again that

π∗(s) ∈ arg min
a∈A(s)

P∗(s, a) ∀s ∈ F∗.

Moreover, it is obvious that π∗(s) ∈ arg maxa∈A∗c (s)Q
∗(s, a) ∀s ∈ S∗ if π∗ satisfies

(12) and (15). Therefore, π∗ satisfies (13) if it does (12), (15) and Requirement 2.
ut

C.8 Proof of Theorem 1

Choose arbitrary i ∈ N and note that πi = T πi−1. Let Aip denote Aπ
i

p , Aip denote

Aπ
i

p and Ai denote Aπ
i

. Then, by the definitions of T and Ai−1
p , we have

Pi−1(s, πi(s)) ≤ P i−1(s) ∀s ∈ Si−1 (31)

Pi−1(s, πi(s)) = min
a∈A(s)

Pi−1(s, a) ≤ Pi−1(s, πi−1(s)) = P i−1(s)︸ ︷︷ ︸
implying πi−1(s)∈A

i−1
p (s)

∀s ∈ F i−1 (32)

and, by πi−1(s) ∈ Ai−1
p (s), we have

Qi−1(s, πi(s)) = max
a∈Ai−1

p (s)
Qi−1(s, a) ≥ Qi−1(s, πi−1(s)) = V i−1(s) ∀s ∈ Si−1 (33)

Therefore, the application of Lemma 2b to (31) and (32) yields P i ≤ P i−1, which
directly proves Si ⊆ Si−1 and F i ⊇ F i−1 as well. Moreover, applying Lemma 2a
to (33), with S+

1 = Si−1 and S+
2 = F i−1, we conclude that

V i−1(s) ≤ V i(s) ∀s ∈ F i−1 =⇒ V i−1 ≤ V i

which completes the proof of monotonicity.
Since both S+ and A+ are finite, there exist only finitely many policies. Hence,

for each s ∈ S+, the monotonicity 0 ≤ P i(s) ≤ P i−1(s) implies that the sequence
(P i−1(s))i∈N converges within a finite number of iterations, say i∗s . Letting i∗ :=
maxs∈S+ i∗s , then given sa ∈ S+ ×A(s), we have by convergence that

P i(s) = P j(s) and thus Pi(s, a) = Pj(s, a) ∀i, j ≥ i∗ (34)

However, it is possible that πi 6= πj for some i, j ≥ i∗, i 6= j.
Now, choose arbitrary i > i∗ and note that by the definition of T ,

πi+1(s) ∈ arg max
a∈Ai(s)

Qi(s, a) ∀s ∈ F i and πi(s) ∈ Ai−1(s) ∀s ∈ F i−1

where we have Ai−1(s) = arg mina∈A(s) P
i−1(s, a) = arg mina∈A(s) P

i(s, a) = Ai(s)

and F i−1 = F i by definitions and (34). Therefore, πi(s) ∈ Ai(s) for all s ∈ F i and
following a process similar to (33) results in

Qi(s, πi+1(s)) = max
a∈Ai(s)

Qi(s, a) ≥ Qi(s, πi(s)) = V i(s) ∀s ∈ F i. (35)



Uniformly Constrained Reinforcement Learning 37

The application of Lemma 2b to (33) and (35) then yields V i ≤ V i+1, the mono-
tonicity of V . Since the monotonicity holds ∀i > i∗ and there are only finitely
many policies, the sequence (V j−1(s))j∈N for each s ∈ S+ converges within a fi-
nite number of iterations, say j∗s > i∗. Letting j∗ denote maxs∈S+ j∗s , then given
sa ∈ S+ ×A(s), we have

∀j ≥ j∗ :

{
V j(s) = V j+1(s) (by convergence)

P j(s) = P j+1(s) (by (34) and j∗ > i∗),

meaning that πj ' πj+1 and thus πj = T πj for all j ≥ j∗, by the definition of T .
That is, the sequence (πi)i∈N converges to a fixed point of T within a finite number
of iterations j∗, and the proof is completed. ut

C.9 Proof of Theorem 2

Let π∗ be the stabilizing solution satisfying π∗ = T π∗ (i.e., Requirement 5′). Then,
π∗ satisfies Requirement 2 by π∗ = T π∗, the definition of T and Proposition 4.

Next, consider Requirement 1′ and suppose that π∗ satisfies

for any policy π:

{
Pπ(s) ≤ P ∗(s) ∀s ∈ S∗

V π(s) ≤ V ∗(s) ∀s ∈ F∗
(36)

(37)

Since (36) and Pπ(s) = Pπ(s, π(s)) imply π(s) ∈ A∗p(s), we obtain from π∗ = T π∗

V ∗(s) = Q∗(s, π∗(s)) = Q∗(s, T π∗(s))
= max
a∈A∗p(s)

Q∗(s, a) ≥ Q∗(s, π(s)) ∀s ∈ S∗ (38)

Therefore, applying Lemma 2a to (37) and (38), with S+
1 = S∗ and S+

2 = F∗,
yields V π(s) ≤ V ∗(s) for all s ∈ S∗, implying Requirement 1′.

The proof for Requirement 3′ is divided into the following two parallel but
similar processes.

1. Consider Property (16) in Requirement 3′. Suppose that π∗ satisfies

for any policy π:

{
V ∗(s) = V π(s) ∀s ∈ S∗

P ∗(s) ≤ Pπ(s) ∀s ∈ F∗
(39)

(40)

where (39) implies Q∗(s, π∗(s)) = Qπ(s, π(s)) and Q∗(s, a) = Qπ(s, a) for all
sa ∈ S∗ ×A(s). Employing those two and the fixed point property π∗ = T π∗,
we obtain

max
a∈A∗p(s)

Q∗(s, a) = Q∗(s, π∗(s)) = Qπ(s, π(s)) = Q∗(s, π(s))

i.e., π(s) ∈ A∗p(s) (= arg maxa∈A∗p(s)Q
∗(s, a)). Therefore, by the definition of T

P ∗(s) = P∗(s, π∗(s)) = P∗(s, T π∗(s))
= min
a∈A∗p(s)

P∗(s, a) ≤ P∗(s, π(s)) ∀s ∈ S∗ (41)

and the application of Lemma 2b to (40) and (41), with S+
1 = F∗ and S+

2 = S∗,
results in P ∗ ≤ Pπ, implying Property (16) in Requirement 3′.
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2. For Property (17) in Requirement 3′, assume that π∗ satisfies

for any policy π:

{
Pπ(s) = P ∗(s) ∀s ∈ F∗

V π(s) ≤ V ∗(s) ∀s ∈ S∗
(42)

(43)

where (42) implies that P∗(s, π∗(s)) = Pπ(s, π(s)) and P∗(s, a) = Pπ(s, a) for
all sa ∈ F∗ ×A(s). By those two and the fixed point property, we obtain

min
a∈A(s)

P∗(s, a) = P∗(s, π∗(s)) = Pπ(s, π(s)) = P∗(s, π(s))

i.e., π(s) ∈ A∗(s) (= arg mina∈A(s) P
∗(s, a)). Therefore, by the definition of T ,

V ∗(s) = Q∗(s, π∗(s)) = Q∗(s, T π∗(s))
= max
a∈A∗(s)

Q∗(s, a) ≥ Q∗(s, π(s)) ∀s ∈ F∗ (44)

and the application of Lemma 2a to (43) and (44), with S+
1 = S∗ and S+

2 = F∗,
results in V π ≤ V ∗, implying Property (17) in Requirement 3′. ut

C.10 Proof of Proposition 10

Let Pπ(s ; 0) := 1(s ∈ F⊥) and π be a fixed policy. We will prove that for all s ∈ S+

and for any horizon n ∈ N,

Pπ(s ;n− 1) ≤ Pπ(s ;n) (45)

which obviously implies Pπ(s0, a0 ;n) ≤ Pπ(s0, a0 ;n+ 1) for all initial state-action
s0a0 ∈ S+ ×A(s0) by the Bellman equation: for m = n, n+ 1,

Pπ(s0, a0 ;m) = E
[
Pπ(s1 ;m− 1)

]
∀s0a0 ∈ S×A(s0)

and Pπ(s0, a0 ;m) = 1(s0 ∈ F⊥) ∀s0a0 ∈ S⊥×A(s0). Also note that for any s ∈ S⊥
and any n ∈ N, Pπ(s ;n − 1) = Pπ(s ;n) = 1(s ∈ F⊥), so given n ∈ N, we prove
(45) only for all non-terminal state s ∈ S, without loss of generality.

For n = 1, (45) is obviously true for all s ∈ S since

Pπ(s0 ; 1) = Pπ(s1 ∈ F⊥) ≥ 0 = 1(s0 ∈ F⊥) ∀s0 ∈ S

where the last equality comes from S ∩ F⊥ = ∅, thus s0 ∈ S =⇒ s0 6∈ F⊥.

Given n ∈ N, suppose that (45) is true ∀s ∈ S+. Then, by the Bellman equation,

Pπ(s0 ;n+ 1) = Eπ
[
Pπ(s1 ;n) | s0

]
≥ Eπ

[
Pπ(s1 ;n− 1) | s0

]
= Pπ(s0 ;n) ∀s0 ∈ S

Therefore, (45) is true for all n ∈ N and all s ∈ S by mathematical induction, and
thereby, the proof is completed. ut
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D Algorithms

In this appendix, we provide pseudocode of value iterations presented in the body
of the work. Since the only difference among the different algorithms lies in the
policy update, we present each value iteration method in a unified manner by
using the value iteration template shown in Algorithm 2 and describing the sub-
routine GetPolicy for each case. The main loop of Algorithm 2 (lines 3–7) updates
the values (lines 4–6) and the policy (line 7); this can be also easily extended to
policy iteration template in which the policy evaluation can be implemented by
re-initializing and then updating the values using lines 4–6 multiple times, until
convergence is met. In this manner, we implicitly provide policy iteration pseu-
docodes in addition to the value iterations.

The GetPolicy subroutines for each value iteration can be summarized as fol-
lows.

1. Subroutine 1: T-value iteration, also called naive value iteration (Section 4)

2. Subroutine 2: T -value iteration, also called stable value iteration (Section 5)

3. Subroutine 3: value iteration with adaptive hysteresis (Section 6)

Algorithm 2: Value Iteration Template

Input:

{
M : MDP (S+,A+,T, γ,R) k : the number of iterations ∈ N
F⊥ : set of all forbidden states θ : constraint threshold ∈ [0, 1)

Output:

{
π̂ : solution policy

P̂, Q̂ : estimates of action-value functions P( · ; π̂) and Q( · ; π̂)

/* initialization */

1 Set P̂(·) and Q̂(·) by (22) and otherwise, P̂(s, a)← 0 and Q̂(s, a)← 0

2 π̂ ← GetPolicy(P̂, Q̂, π̂)

/* main loop */

3 repeat k times

4 foreach (s, a) ∈ S×A(s) do

5 P̂(s, a)←
∑
s′∈S+T(s, a)(s′) · P̂(s′, π̂(s′))

6 Q̂(s, a)←
∑
s′∈S+T(s, a)(s′) ·

(
R(s, a, s′) + γ ·Q̂n(s′, π̂(s′))

)
7 π̂ ← GetPolicy(P̂, Q̂, π̂)

8 return (π̂, P̂, Q̂)
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Subroutine 1: GetPolicy(P, Q, π) (for T-value iteration)

1 foreach s ∈ S+ do

2 Ac(s)← {a ∈ A(s) | P(s, a) ≤ θ}
3 if Ac(s) 6= ∅ then

4 Ac(s)← arg maxa∈Ac(s)Q(s, a)

5 π(s)← a ∈ arg mina∈Ac(s) P(s, a)

6 else

7 A(s)← arg mina∈A(s) P(s, a)

8 π(s)← a ∈ arg maxa∈A(s)Q(s, a)

9 return π

Subroutine 2: GetPolicy(P, Q, π) (for T -value iteration)

1 foreach s ∈ S+ do

2 if P(s, π(s)) ≤ θ then

3 Ap(s)← {a ∈ A(s) | P(s, a) ≤ P(s, π(s))}
4 Ap(s)← arg maxa∈Ap(s)Q(s, a)

5 π(s)← a ∈ arg mina∈Ap(s) P(s, a)

6 else

7 A(s)← arg mina∈A(s) P(s, a)

8 π(s)← a ∈ arg maxa∈A(s)Q(s, a)

9 return π

Subroutine 3: GetPolicy(P, Q, π) (for VI with adaptive hysteresis)

1 Initialize each static variable H(s, a)← 1 ∀sa ∈ S+ ×A(s) at the first call

2 foreach s ∈ S+ do

3 foreach a ∈ A(s) do

4 H(s, a)←

{
1[P(s, a) ≤ θ] if H(s, a) = 1

1
[
P(s, a) ≤ min(P(s, π(s)), θ)

]
if H(s, a) = 0

5 Ah(s)← {a ∈ A(s) | H(s, a) = 1}
6 if Ah(s) 6= ∅ then

7 Ah(s)← arg maxa∈Ac(s)Q(s, a)

8 π(s)← a ∈ arg mina∈Ah(s) P(s, a)

9 else

10 A(s)← arg mina∈A(s) P(s, a)

11 π(s)← a ∈ arg maxa∈A(s)Q(s, a)

12 return π


