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Case Study: Veteran Dataset
● In a clinical trial, 137 male veterans with 

advanced lung cancer were followed over 
time

● Each patient received either standard or 
experimental chemotherapy

● Each patient’s survival time and event 
status were recorded throughout the 
study

● Additional clinical characteristics ie. age, 
cell type of the tumor, treatment group, 
and baseline health were recorded



What is Survival Analysis?
Traditional methods assume outcomes are fully observed and fail when some subjects 
haven’t had the event yet (i.e. are still alive).

Survival analysis is a collection of statistical procedures for analyzing time-to-event data, 
including cases with incomplete information.

● It allows us to measure the time from a defined starting point until an event occurs 
(i.e. death, relapse, recovery)

● It helps answer:
○ How long will patients survive?
○ Does treatment A lead to longer survival than B?
○ Which risk factors affect survival time?



Primary research question: 
Does experimental chemotherapy improve survival 
compared to standard treatment in lung cancer 
patients?

Secondary research question:
Which patient characteristics are most predictive of 
survival?



Survivor & Hazard Functions

The survivor function, denoted by S(t),  gives the probability that a subject survives beyond 
some specified time t.

The hazard  function, denoted by h(t),  is the instantaneous risk of the event at time t, given 
survival up to t.



Censored Data

Censoring occurs when we have partial information about an individual’s survival time, but 
we do not know the exact time the event occurred. These observations are not discarded, 
rather retained in the analysis and labeled as censored.

Why Censoring Happens:
● Study ends before the event occurs
● Participant is lost to follow-up
● Participant withdraws from study

Types of Censoring:
● Right censoring: event happens after the last known time
● Left censoring: event happened before observation began
● Interval censoring: event occurred between two observed times



Censoring Assumptions

To make valid inferences, survival analysis assumes censoring behaves in specific ways:

● Random Censoring: subjects are similar in survival risk to those still being followed at 
the same time

● Independent Censoring: the reason for censoring is unrelated to the likelihood of the 
event occurring

● Non-Informative Censoring: knowing an observation was censored tells us nothing 
about when the event would have happened



Kaplan-Meier Survival Curves

A Kaplan-Meier curve estimates the probability of surviving beyond a given time point. The 
general formula is:

● Kaplan-Meier curves are stepwise functions that account for censored data
● The curves are useful for visually comparing survival experiences between groups (i.e. 

treatment types, cell types)
● KM curves are unadjusted and estimate survival based only on the grouping variable
● They do not account for other factors that influence survival outcomes



Log-Rank Test

The log-rank test is a statistical test used to compare survival distributions of 2+ groups.

● Tests the null hypothesis that all groups have the same survival function
● Based on comparing observed (O) vs. expected (E) number of events at each point in 

time
● Results in a test statistic that follows a chi-squared distribution

● Supports the interpretation of KM curves by indicating whether any observed 
difference is statistically different



KM Curves: Treatment Group Comparison

● Test and standard treatment 
groups show similar survival 
patterns 

● Test treatment group shows 
slightly higher survival 
probabilities over time

● Log-rank test: p = 0.9  indicates no 
statistically significant difference 
in survival

● Suggests treatment group may not 
meaningfully impact survival



KM Curves: Cell Type Comparison

● Large cell type shows the highest 
survival probability

● Small cell types have the shortest 
survival durations

● Clear curve separation suggests 
meaningful differences across cell 
types

● Log-rank test: p < 0.001 indicates 
that differences are statistically 
significant



Cox Proportional Hazards (PH) Model

The Cox PH Model estimates how different variables affect the risk of an event occurring 
over time, without specifying the shape of the baseline hazard function.

● Semi-parametric model: baseline hazard is unspecified, covariate effects are 
estimated

● Models the hazard rate: instantaneous event risk at time t, given survival until t

● Allows for inclusion of multiple covariates (i.e. age, treatment, cancer type)

● Useful when comparing risk while adjusting for other variables

● Key assumption: hazard ratios are proportional over time



Interpreting Hazard Ratios

A hazard ratio (HR) compares the hazard (i.e. the instantaneous event rate) between two 
groups that differ in a predictor of interest.

● HR> 1 → Higher hazard in X* compared to X

● HR < 1 → Lower hazard in X* compared to X

● HR = 1 → No difference in the hazard

● 95% Confidence Interval (CI) reflects 
estimate precision

○ If the CI excludes 1, the hazard ratio is 
statistically significant at the specified 
level of significance



Model Selection Strategy
We used a stepwise approach to select a parsimonious and interpretable Cox model.

All variables included to assess their independent effects on survival.



Model Selection Strategy
We used a stepwise approach to select a parsimonious and interpretable Cox model.

Added interaction term to test for effect modification
P-value = 0.086 → not statistically significant → removed for interpretability



Model Selection Strategy
We used a stepwise approach to select a parsimonious and interpretable Cox model.

Removed diagtime, age, prior due to no significant contribution
Likelihood ratio test p = 0.79 → reduced model performs comparably



Cox Regression Results

Variable Hazard Ratio 95% CI p-value Interpretation

trt (Test vs. Std) 1.30 [0.88,1.93] 0.193 Not significant

celltype: small cell 2.28 [1.35, 3.87] 0.002 Significantly ↑ hazard

celltype: adeno 3.17 [1.78, 5.65] <0.001 Significantly ↑ hazard

celltype:large 1.48 [0.85, 2.58] 0.162 Not significant

Karnofsky score 0.97 [0.96, 0.98] <0.001 Slight association with lower 
hazard

Note: Reference group for celltype is squamous cell carcinoma



Key Findings

● Treatment type did not significantly affect survival

○ Kaplan-Meier curves looked similar for test and standard groups

○ Log-rank test and Cox model showed no statistical difference

● Cell type was a significant predictor of survival

○ Compared to squamous cell carcinoma (the reference group)

■ Small cell and adeno cell types had significantly higher hazards

■ Adeno showed the highest risk (HR = 3.17)

● Karnofsky score was also a  significant predictor of survival

○ Higher baseline scores were linked to longer survival


