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Problem

Private Search

Want to hide
user query while
still retrieving
the information

Poor Tradeoffs

Hard to maintain
privacy and still
have good
quality search
and efficiency

R

Graph-based
ANN

High overheads
when working with
private search




PACMANN Solution

Client-side Graph Sublinear PIR Custom
Searching algorithm

Let clients Use Piano PIR 1 one single graph
search through for sublinear structure

graph so privacy time vs normal 2 all nodes have
issues are not a PIR with linear same # of
concern time neighbours




Overview
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Implementation

Creating the Graph

Input: n vectors
Output: graph G where n vertices
represent vectors
e 2C neighbors are found, trimmed to C
with SNG heuristics and balanced

Local Search

e At each hop, the client retrieves
neighbour list and vectors (PIR)

 chooses the closest neighbour

e repeats until # of hops or local
minimum reaches threshold




Evaluation

2 5x better than existing
Tiptoe model

. 907% quality of non-private

1L.3x reduced latency




Zooming in ><

ANN Algorithms

X



HNSW ><

Background Process Optimization

« Foundational 1 Create HNSW « Can EideSt M-

ANN inserting vectors into number,
index/algorithm layers efSearch,

« Extension of skip 2 Search like skip-list! efConstruction

X lists * M-number (# of - Can add PQ and
neighbors) IVF




HNSW ><

entry point

nearest Hﬂfighbar

query vector




Product Quantization

Problem

Large vectors
(minimum 2048
recommended)
Slow and
memory-heavy

Process

1 Approximate
subvectors using
“centroids”

2. Make tiny vector of
centroid 1Ds

3. Divide quantized
array into Veronoi cells

R

Evaluation

97% less memory
makes nearest-
neighbor searches
H5x faster

- IVF+PQ results in
total speed
increase of 92x




Product Quantization ><




L SH

Motivation

« LSH brings search
complexity down
from O(n?) to sub-
linear

« Used by Google,
Spotify, etc.

Overview

« Input dataset

« Output: Hash
buckets of similar
vectors for
searching, reduces
complexity

R

Process

1. Shingling

2. One-hot Encoding
3. MinHash

4. Band-and-hash

5. ANN Search




LSH ><
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find candidate pairs!




PIANO PIR

Hides indices that are
being accessed

Normally takes O(n) but
Piano takes O(y/ n)

Uses preprocessing -
one time linear cost




>~< PACMANN DEMO
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>~< Conclusion and Questions
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